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GENERAL NOTE

This was the year of the conference that wasn’t.  The covid-19 virus virtually shut down all face-to-face
instruction  at  the  PASSHE schools,  resulting  in  the  cancellation  of  the  PACISE 2020  conference.
Hosting a virtual conference was considered, but unfortunately did not come about.

Nevertheless,  prior to the onset of the virus, people had submitted papers for peer review, abstracts for
presentations,  posters,  and  birds-of-a-feather  proposals.   These  submissions  underwent  the  review
process, and authors were notified of acceptance.  Even though these folks were not able to present their
work, their efforts will not fall by the wayside.

These proceedings include all of the submissions that were accepted for the 2020 conference.  
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REFLECTION-BASED PRECISE AUTO-GRADING

Chad Hogg
Millersville University

chad.hogg@millersville.edu

ABSTRACT
Automatic testing of student code is frequently used
in programming-intensive computer science courses.
However, typical techniques for writing tests cannot
generate detailed and sensible feedback about the cause of
a test failure, which introductory students need. This paper
presents a technique using reflection to generate suites of
tests for quickly determining the cause of every failure in a
student-written class, provided that the design of the class
is exhaustively specified.

1. Introduction

Students in early, programming-intensive computer science
courses require frequent opportunities to practice the skills
they are learning and timely, detailed feedback about the
quality of their work. Creating good feedback is a very
time-intensive task, as there are both many correct ways
to solve a problem and infinitely many incorrect ways.
Explaining why and how a program is broken requires
both sufficient testing to discover all deficiencies and
sufficient debugging to determine the root cause of each.
As enrollments increase it becomes infeasible to do this
manually. To simplify this process, many faculty members
rely on automated testing, which they either run themselves
on student submissions while grading or make available to
students through an auto-grading system so that they can
follow a submit - improve - resubmit workflow.

Unit testing suites such as JUnit provide a quick and
easy way to write test cases that are good at discovering
deficiencies. When a professional developer encounters
a failed test, she can read the source code of the test to
determine the action that caused the test failure and the
context in which that action was taken. Furthermore, she
can attach a debugger to the test and step through it to
determine exactly where and when anomalous behavior
begins. This is not true for a student submitting their
assignment to an auto-grading system, and it is too time
consuming for an instructor grading tens or hundreds of
assignments. Thus, in the grading environment these kinds
of tests are not effective at quickly discovering the root
causes of deficiencies.

A student submitting their code to an auto-grading system
does not have direct access to the test case, only to a

report of whether the test fails or succeeds. They will
only get meaningful feedback about the failure if the
designer of the test has built that feedback into it. Because
novices make creative kinds of errors that experienced
programmers would not have even considered within the
realm of possible outcomes, it can be difficult to predict
and plan for all potential failure modes.

It is advisable to design tests for students around the
primary goal of isolating root causes and explaining the
exact state of the system and action taken in each test. This
requires that only one action be taken per test, which in
turn requires a mechanism for setting up a desired context
without using the student code directly. It also requires
the ability to observe all state changes within an object
to determine whether or not the action is achieving its
post-conditions and maintaining its invariants.

Fortunately, student assignments, particularly in
introductory courses, are often fully specified and
require students to solve problems in very specific ways.
As such, it is not unreasonable to require that every
student’s class use the same fields, with the same names
and types, and the same methods, with the same names and
signatures. This means that reflection can be used to set
up explicit, isolated test cases for each use case of every
method in a class. Reflection also provides other benefits,
such as the ability to selectively run tests against only the
parts of a class that a student has written so far.

Using reflection to access private members of a class
for testing purposes is not a novel idea, but nor is it
in widespread use. The technique is not appropriate
for professional developers writing production code,
because in that environment tests should only verify the
external, public interfaces of classes while ignoring their
implementation details [1]. The contribution of this paper
is to explain why this technique can be appropriate for
testing introductory student assignments, and to provide a
framework for doing so in Java.

2. An Example Assignment: Linked
Sequence

We will be using an assignment from a CS2 course as an
example of this technique. In it, students implement the

10



Sequence abstract data type, as described by Michael
Main [2]. This data type is an ordered collection of values
with a single embedded pseudo-iterator called the cursor
and the following operations:

size() gets the number of elements
hasCurrent() whether or not cursor is valid
getCurrent() gets value of element at cursor

start() moves cursor to beginning
advance() moves cursor to next element

addBefore() adds element before cursor
addAfter() adds element after cursor

removeCurrent() removes element at cursor

Most operations that depend on the cursor throw an
exception if the cursor is invalid, which occurs when
advancing past the element and when there are no elements.
But addBefore() and addAfter() instead add at the
beginning or end of the collection, respectively, when the
cursor is invalid. These methods also move the cursor
to the new element in all cases. In addition to the basic
ADT operations the class has a toString method that
concatenates the elements, separated by spaces, and marks
the current element (if one exists) by parenthesizing it.

In this assignment the student implementation must use a
basic singly-linked list. Fields include a reference to the
head node, a reference to the tail node, a reference
to the cursor node, a reference to the precursor
node, and a count of the size. Students are provided the
following class invariants:

1. The number of items in the sequence is maintained in
size.

2. head refers to the first node, if any, or is null.

3. tail refers to the last node, if any, or is null.

4. If there is a current element, then cursor refers to its
node and precursor refers to the previous node, if
any, or is null.

5. If there is no current element, then cursor and
precursor are both null.

The precursor field is necessary because a
singly-linked list has no way to look backward from
a node, and the addBefore and removeCurrent
methods require making changes to the node before the
cursor node. Because most other methods will succeed
even if precursor is invalid, and because it is an
implementation detail with no way to view it externally,
failure to maintain the correct value of the precursor is
a very common student error, and one that is challenging
to debug because the cause of the failure and where it
becomes apparent are often separated by several steps.

3. Traditional Tests

The simplest tests for this class would construct an
object, add and remove elements while moving the cursor
around, and then compare the toString result to its
expected correct value. If such a test succeeds we can
have reasonably high confidence that the class is working
correctly – at least from the perspective of its public
interface. But if such a test fails we have very little
information about the source of the failure. Someone who
has access to the test could step through it in a debugger, but
if it is run automatically for students the best we could do is
explain the series of steps taken to them so that they could
simulate the test on their own. It would also be difficult to
provide any partial credit for the assignment, because the
single test or small number of tests either entirely fail or
entirely succeed.

A more appropriate, and more common, testing strategy
would be to build a large library of tests, each of which
exercises one particular scenario that the code needs
to handle. For example, one test case might confirm
that calling addAfter() on a sequence with several
elements and no current element puts the new element
at the end. Another test case would confirm that calling
addAfter() on a sequence with several elements in
which the last element is current also puts the new
element at the end. Other test cases would cover calling
addAfter() when the first element is current, when
some middle element is current, and when there are no
elements at all.

Each test case would construct an object, manipulate that
object to get it into the state that leads to a specific scenario,
and then call the method that should be tested and confirm
that the expected post-conditions have occurred. Figure 1
shows the skeleton of a test in this format that checks
adding after when the sequence has several elements but no
current. (The failure messages are elided for space.) This
test is insufficient in two ways:

First, it has a hidden dependency on other tests and can only
pass if (a) adding after to an empty sequence, (b) adding
after when the last element is current, and (c) advancing
when the last element is current all work correctly. The
toString() method must also work correctly. This
means that it is impossible to give someone partial credit
for a working implementation of this specific use case if
any of its dependencies are failing. It also means that it
is difficult to distinguish the root cause when this method
fails, though adding assertions after each step could help.

Second, checking only the accessors of the class does not
allow us to confirm that all class invariants are still true. For
example, all of these assertions could pass with tail still
referring to the node that contains 3, and there are no other
assertions we could make that directly detect this. Nor are
we able to confirm that precursor refers to the node
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containing 3, as it should.

1 @Test
2 public void testAddAfterNoCurrent() {
3 LinkedSequence<Integer> sequence =
4 new LinkedSequence<>();
5 sequence.addAfter(5); // "(5)"
6 sequence.addAfter(3); // "5 (3)"
7 sequence.advance(); // "5 3"
8

9 sequence.addAfter(2); // "5 3 (2)"
10

11 assertEquals("...", "5 3 (2)",
12 sequence.toString());
13 assertTrue("...",
14 sequence.hasCurrent());
15 assertEquals("...", 2,
16 sequence.getCurrent());
17 assertEquals("...", 3,
18 sequence.size());
19 }

Figure 1: A poor quality test.

In fact, the instructor’s solution that was used for this
assignment did not maintain all class invariants in all
situations; when advancing past the end of the sequence
it left the precursor at the tail rather than making it
null as invariant 5 requires. (Because the precursor
should never be used for anything when the cursor is
null, an argument could be made that this invariant is
unnecessarily rigid.) This deficiency was only discovered
as part of this project for improving testing.

4. Reflection

Both of the problems with the test of Figure 1 could
be solved if we had direct access to the internal state
of the object we are testing: we could set up an exact
scenario without depending on methods that might be
broken, and we could confirm that all class invariants hold
and post-conditions of the method we are testing have been
achieved.

Requiring students to explicitly expose their class’s internal
state by making public fields would encourage poor design,
so it must be avoided. Fortunately, Java offers a library
for reflection, with which we can reason about and directly
modify the structure of our code. Specifically, these
libraries allow us to make private components of a class
accessible and to get and set field values bypassing any
accessor or mutator methods that might exist.

Figure 2 shows how to give yourself access to a field, even
if it is private. Figures 3 and 4 show how to then read
and write that field, respectively. In these, object is an

instance of LinkedSequence<E>, while value is an
instance of Node<E>. Although it is not needed for the
LinkedSequence example, the library also offers the
ability to call private methods.

1 Field headField = LinkedSequence.class.
2 getDeclaredField("head");
3 headField.setAccessible(true);

Figure 2: Making a field accessible.

1 Node<E> head =
2 (Node<E>)headField.get(object);

Figure 3: Reading the value of a field.

1 headField.set(object, value);

Figure 4: Writing the value of a field.

We find it most convenient to encapsulate all of this into
a helper class with methods for reading and writing each
field. To make the code for future examples fit more easily
into a column, we will be referring to this class as simply
R, short for Reflector.

5. Reflection-Based Tests

Figure 5 shows a revised version of Figure 1 that uses
reflection to test the same scenario. Lines 3 through 6 set
up a linked list containing 5 and 3. Lines 7 through 13
create a LinkedSequence and set its fields to exactly
what they should be when that sequence contains 5 and 3
and has no current element. Unlike the earlier version of
the test, they do so in a way that does not depend on any
part of the LinkedSequence class being implemented
correctly.

Lines 15 through 20 call the method that we are testing
– the only LinkedSequence method call that exists
anywhere in this test. Lines 22 through 35 confirm that
the sequence’s head refers to the beginning of a linked
list containing 5, 3, and 2. Lines 36 and 37 confirm that
the first two nodes of the list are the same objects they
had been. Lines 38 through 45 confirm that the other four
fields contain exactly the values they should if the method’s
post-conditions were achieved and the class’s invariants
still hold. We can thus confirm that the method has not
merely appeared to have worked but has definitively met
its specification.

One feature of this test that may seem odd is
the use of assertFalse() / assertTrue()
where assertNotNull() / assertNull() /
assertEquals(), or even Hamcrest-style assertions
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1 @Test
2 public void testAddAfterNoCurrent() {
3 Integer[] elements = {5, 3};
4 Node<E> list = makeList(elements);
5 Node<E> first = list;
6 Node<E> second = first.getNext();
7 LinkedSequence<Integer> sequence =
8 new LinkedSequence<>();
9 R.setHead(sequence, first);

10 R.setTail(sequence, second);
11 R.setCursor(sequence, null);
12 R.setPrecursor(sequence, null);
13 R.setSize(2);
14

15 try {
16 sequence.addAfter(2);
17 }
18 catch(Exception exception) {
19 fail("..." + exception);
20 }
21

22 Node<E> node1 = R.getHead(sequence);
23 assertFalse("...", null == node1);
24 Node<E> node2 = node1.getNext();
25 assertFalse("...", null == node2);
26 Node<E> node3 = node2.getNext();
27 assertFalse("...", null == node3);
28 assertTrue("...", null ==
29 node3.getNext());
30 assertTrue("...", 5 ==
31 node1.getValue());
32 assertTrue("...", 3 ==
33 node2.getValue());
34 assertTrue("...", 2 ==
35 node3.getValue());
36 assertTrue("...", first == node1);
37 assertTrue("...", second == node2);
38 assertTrue("..." node3 ==
39 R.getTail(sequence));
40 assertTrue("...", node3 ==
41 R.getCursor(sequence));
42 assertTrue("...", node2 ==
43 R.getPrecursor(sequence));
44 assertTrue("...", 3 ==
45 R.getSize(sequence));
46 }

Figure 5: A high quality test.

would seem more appropriate. When writing tests for
experienced developers who will have access to the source
code for the tests themselves, the extra information from
those more specific assertions can be valuable for quickly
diagnosing the cause of a failure. But when writing
tests for inexperienced students who do not have access
to the source code for the tests and should not even be
aware of the technology on which the tests are built,
this information would instead be confusing. Instead, it
is incumbent on the developer of the test to write very
detailed failure messages explaining exactly how the test
was set up, exactly what action was being tested, and
exactly what kind of deficiency was discovered. All the
messages are elided from this figure because they are long
and complicated. The one on line 23, for example, might
look like “LinkedSequence’s addAfter() method should
not have set the head to null when called on a sequence
with two elements, neither of which was current”.

Writing the test of Figure 5 requires substantially more time
and care than that of Figure 1, but if you are going to be
helping dozens to hundreds of students debug their code,
the clarity that it provides will save far more time than was
invested.

6. Testing Structure

The test shown in Figure 5 does not make many
assumptions, but it does assume the existence of fields
named head, tail, cursor, precursor, and size
with the correct types, as well as the existence of a method
named addAfter with the correct signature. If the
method does not exist, the test will not compile. If a field
does not exist, the reflection-based setup for the test will
throw a NoSuchFieldException.

These problems can be avoided by writing an additional
test that simply confirms that the LinkedSequence
class has all required components. It can also confirm that
the class has no additional components.

Figure 6 shows a test for confirming that a class contains
a head field and no others. To confirm that it has each
of five fields, it can be naturally extended with four more
analogous cases. The process for confirming that methods
with particular signatures exist is sufficiently similar that
we are not showing it. We refer to these types of tests as
structure tests, and those like Figure 5 as outcome tests.
With a custom test harness it is possible to run structure
tests first and skip the outcome tests if any of them fail,
thus avoiding showing any confusing error messages to
students.

13



1 @Test
2 public void testFieldDeclarations() {
3 Field[] fields = LinkedSequence.
4 class.getDeclaredFields();
5 boolean foundHead = false;
6 for(Field fld : fields) {
7 switch(fld.getName()) {
8 case "head":
9 foundHead = true;

10 assertTrue("...",
11 Modifier.isPrivate(
12 fld.getModifiers()));
13 assertFalse("...",
14 Modifier.isStatic(
15 fld.getModifiers()));
16 assertSame("...", Node.class,
17 fld.getType());
18 break;
19 default:
20 fail("..."); // extra field
21 }
22 assertTrue("...", foundHead);
23 }

Figure 6: A structure test.

7. Testing Partially-Written Classes

In the previous section we mentioned that if a test tries
to call a method that does not exist in the class, the
test will not compile. This is not a potential issue in
the LinkedSequence example, because all methods
students must write are part of an interface that the class
implements, so the student class would also not compile
unless all of them exist.

But it is also possible, especially in a first semester
programming course, to design an assignment in which
students must eventually write several independent
methods. If there is no interface or abstract superclass
requiring that they be implemented, the student’s work will
compile when they have only written some of the methods.
It would be nice if a partially-written class could also be
tested, so that students can confirm that earlier work was
correct before moving on, and so that partial credit can be
given for incomplete assignments. If test classes will not
compile because they call methods that do not exist, this
will be impossible.

Reflection also makes it possible to work around this. To
do so, divide the tests into several classes. Each method the
student must write gets one class containing structure tests
and one containing outcome tests. The structure tests must
confirm that all class components used by the outcome
tests exist and have the correct format. Structure tests
will always compile, and will simply fail (with custom,

meaningful messages such as “The LinkedSequence class
should have contained a field named head”) if something
they are looking for is missing. Outcome tests will not
compile if a method they wish to call is missing, but in
this case we will avoid trying to compile them.

A custom test harness can, for each method to be
tested, first compile and run the structure tests. If the
structure tests pass, it then compiles and runs the outcome
tests. Otherwise, it neither compiles nor runs them but
counts them as if they had all failed. In order to make
compilation of a source optional, code should not directly
reference its class but only do so through reflection.
This code is too complicated to show compactly,
but it uses javax.tools.JavaCompiler’s
run() method when you have decided to compile
a class that was not linked into the project and
org.junit.runner.JUnitCore’s run method
to execute the tests in a class that was not linked into the
project.

Using these tools an auto-grader can give a student credit
for having completed the first two parts of an assignment,
and constructive feedback about them, even when the
remaining parts do not yet exist.

8. Related Work

This paper has been about a technique for setting up and
interrogating the internal state of the object on which a
method is called. If a test instead needs to interrogate the
state of another object the method interacts with, such as
once of its parameters, reflection on that other object can
be similarly effective. But if the test needs to be notified
when events occur on those other objects, or needs to
simulate behavior from those objects that would otherwise
be impossible, the appropriate tool is a mock object. This
can be as simple as manually writing a new class to the
same interface as the one being mocked, but there are
also frameworks for automatically building mocks, such as
Mockito [3].

The Tester library for ProfessorJ uses reflection to
automatically build equals and toString methods
for arbitrary classes. These are used so that novice
students can write unit tests checking equality of objects
without needing to know how to implement these methods
manually. When the student-written test asserts that objects
should be equal, the reflection-based method actually
performs the check. Thus, this is a tool to help students
write their own tests, not to automatically grade student
work [4].

If class invariants, method preconditions, and method
post-conditions are specified in a formal language such as
JML, it can be possible to automate the production of unit
tests for those methods. One technique for doing so does
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not rely on the type of reflection described in this paper
but instead on injecting new methods directly into the class
being tested to wrap the methods under test. The wrappers
confirm that invariants and pre-conditions hold, call the
underlying method, and then confirm that invariants and
post-conditions hold. Because these methods are injected
into the original class, they automatically have access to
private components and can interrogate the entire state [5].

Another system uses reflection to find and call the methods
a student wrote based on their signatures without knowing
precisely what they are named, but does not use it for
interrogating state. It avoids the problem of a test relying
on other incorrect methods for setup by overriding those
methods with correct versions while setting up a test
scenario [6].

This paper has been about ensuring that unit test failures
lead to precise, meaningful failure messages for novice
students. There has also been a great deal of research into
providing precise, meaningful syntax error and compiler
warning messages for novice students [7].

9. Conclusion

Automatically and exhaustively testing student code makes
it easier to assign partial credit and quickly provide detailed
feedback about deficiencies, either on a continual basis
if exposing tests to students through an auto-grader or as
part of the grading process if students submit untested
(except by themselves) files. Writing exhaustive tests
can be challenging, because well-designed classes do not
expose to the public details that would be needed to confirm
that class invariants are being maintained. The relatively
static and prescribed nature of student assignments makes
it reasonable to test these things when it would be
inappropriate to do so on production code.

Reflection makes it possible to write precise tests in which
setting up a scenario does not depend on correctness of
any student code, and the results of actions can be fully
observed even for private implementation details. Further
use of reflection allows instructors to confirm that students
are using only the state variables they have been asked to
use and to conditionally compile and run tests only when
the features they are designed to test exist.

This paper showed how to accomplish this using Java,
which has mature and feature-rich libraries for unit testing
and reflection. Other languages have varying levels of
support for these features. For example, the standard
library for C++ contains nothing on either of these
topics, but the third-party library Catch makes writing unit
tests relatively painless and the third-party library RTTR
provides reflection capabilities. As future work, we intend
to build equivalent infrastructure for other programming
languages frequently used in introductory courses.

We believe that tests that clearly and precisely identify
the parts of a class that do not meet their specifications
should have clear benefits for students and instructors
compared to those that do not: students should earn higher
grades on their assignments, should satisfy more functional
requirements, and should learn more by getting more
detailed feedback, while instructors should find that they
spend less time debugging student code. We have not yet
had an opportunity to verify this theory but intend to gather
data this semester by having one section of students use
the new tests (like Figure 5) and another the old ones (like
Figure 1).
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ABSTRACT 
This paper approaches teaching as a design science that 
requires practitioners to use existing learning theories to 
build teaching practices to improve the learning process 
and outcomes. As a step in this direction, this paper 
describes the author’s experiences of using two 
complementary learning theoretic approaches, 
behaviorism and constructivism, to design an 
undergraduate introductory programming course. The 
author presents the teaching observations from the two 
course design scenarios and identifies a common learning 
process that can be used to discuss and improve teaching 
design in an introductory programming course.  
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1.  Introduction 
 
The point of teaching is to help students learn. Every 
teacher, through their interaction with students has, the 
opportunity to discover which methods works best to 
achieve the intended learning outcomes. However, unlike 
what happens in the field of scientific research, the 
knowledge that the teachers develop is not articulated and 
shared. Developing the knowledge base in any discipline 
is done by building on the works of others, innovating, 
testing and sharing the results. In education it is the 
research community that does this, and not the teaching 
community. If teaching like engineering or architecture 
were to be viewed as a type of ‘design science’, the 
teaching practitioners themselves should be building the 
knowledge base.  
 
Like sciences, design uses what had gone before as the 
platform to build upon. Teaching is a design science that 
uses what is known about teaching to attain student 
learning, and uses previous and known design 
implementation to keep improving the learning process 
and outcomes. 
 
Thinking through what it takes to teach, means 
understanding what it takes to learn. The teacher as a 
designer creates and influences the learning environment 

to ensure effective learning, but what constitutes as 
effective learning? This paper walks the reader through 
two major learning theories that describes the process of 
learning that occurs as a natural part of human 
development and that is not bound to any curriculum, or 
formal learning environment. Theories of learning, which 
is primarily informed by psychology, did not originate in 
a formal learning environment. However these theories 
help us conceptualize learning as a fundamental aspect of 
human cognition and helps us provide different types of 
lenses to understand the designs of learning environments. 
Although there are several apparently distinct learning 
theories such as behaviorism, cognitivism, constructivism 
and many more, it possible to harness as many 
perspectives as possible to build a comprehensive 
understanding of the learning process.  
 
To illustrate how learning theories can be adapted to teach 
a single course in introductory programming in a formal 
learning environment such as that of a freshmen level 
undergraduate course, this paper presents two different 
course designs by adopting two different theoretical 
frameworks- behaviorism and constructivism. A 
generalized learning process model is adopted to guide 
the design of the courses and the learning theories are 
used to customize the learning process. Fundamental 
principles of the adopted learning theories, and the 
specific features of the course design that align with that 
theory are presented. Observations from the two different 
course designs are discussed to illustrate the teaching and 
learning experiences. 
 
 
2.  Learning Theories 
 
2.1 Behaviorism 
 
Behaviorism was among the first learning theories to 
explain how humans and animals learn. It is about 
learning to change a behavior that can be measured, and 
that results from the organism’s interaction with the 
environment. Behaviorism suggests use of conditioning 
strategies such as such as positive reinforcement, negative 
reinforcement, and punishment to manipulate behaviors 
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[1]. From a behavioral perspective, willingness to engage 
in a task is based on extrinsic motivation [2].  
 
Learning designs incorporating behaviorism are 
concerned with student responses as a result of the stimuli 
and consequences incorporated into the learning 
environment, without needing to understand how process 
of learning takes place within the learner. To a 
behaviorist, a learner is a ‘black box’, who is amenable to 
the external controls. However, according to 
B. F. Skinner [3] a learner “does not passively absorb 
knowledge from the world around him but must play an 
active role”. He explains how learners learn by doing, 
experiencing, and engaging in trial and error. The 
emphasis of behaviorism is on the active responding of 
the learner. Therefore the learning environment must 
actively engage the learner in the required behavior in 
order to learn and to measure if that learning has 
occurred. 
 
 Use of behaviorism makes the learning environment 
teacher centered, and role of the teacher is to create 
appropriate stimuli and rewards. In such an environment, 
the role of the student is to do what they are supposed to 
do to reap the rewards of learning in the form of grades, 
credits or qualifications. Some of the theorists of 
behavioral learning include Thorndike, Pavlov, Skinner, 
and Watson [4]. Despite its inability to understand how 
the learning process takes place in the mind of the learner, 
behaviorism is routinely used in pedagogy for its 
incentive and rewards to promote learning [5], and for 
role of repetition and feedbacks [4]. 
 
2.2 Constructivism 
 
Compared to behaviorism, the constructivist theory 
requires a paradigm shift in the way we understand what 
constitutes knowledge and reality, and how the learning 
process constructs knowledge and reality in the minds of 
the learner. Prior to the constructivist movement, the 
theorists approached the mind as a blank slate that learnt 
by copying whatever knowledge was presented. Reality 
was assumed to be absolute- a single external reality. 
Learning meant acquiring knowledge to comprehend this 
singe external view of reality. Constructivism on the other 
hand believed that reality lies in the minds of the learner. 
Through this perspective, knowledge is subjective and 
actively constructed as learner interact and make sense of 
their lived experiences [6]. 
 
In the constructivist view of learning, mind is not a blank 
slate and that activation of prior knowledge is important 
for the learning process, as the learners try to make sense 
of the new experience based on what they already know 
[7],[8]. Work of constructivist, Jean Piaget posits the 
process of assimilation and accommodation during the 
learning process [9]. Assimilation occurs when learner 
interpret new experiences using their existing knowledge. 
Accommodation is activated when learners are presented 

with new experiences that don’t fit into, or conflicts with 
their existing knowledge schemes. In such cases, learning 
takes place when learners construct new knowledge 
schemes to make sense of their experience.  
 
The philosophy of constructivism is used in an 
educational method called Constructionism[14]. 
Constructionism was invented by Seymour Papert, who 
believes that students will be more deeply involved in 
their learning if they are constructing something that 
others will see, critique, and perhaps use [10]. Through 
that construction, students will make the effort to 
problem-solve and learn because they are motivated by 
the construction, which is a form of intrinsic reward in 
itself. While constructivism is a philosophy, 
constructionism is an educational method based on the 
philosophy. 
 
This paradigm shift conveyed by constructivism, on how 
learning process takes place caused a changed perspective 
in the roles of the learner and the teacher, wherein the 
learner was the most active agent in the learning process. 
Several learner centric instructional methods such as 
problem-based learning, inquiry-based learning and 
experiential learning, could be considered as ways to 
incorporate a constructivist approach to teaching [11], 
[12], [13]. The role of the teacher was to create lessons 
that incorporated problems, or learning opportunities, and 
typically involved ill-structured problems. The teacher 
would interact with learners to assess their view points, 
misconceptions that were then used to create learning 
materials to address the knowledge gaps. 
 
3. Describing a Learning Process Model 
 
In both, the behaviorist and constructivist environments, 
learning can be generalized as a process by which the 
learner uses their experience to modulate their knowledge, 
practice and learning goals [14]. A teacher shapes the 
learner’s experience by formulating the learning goals and 
outcomes, creating appropriate course contents, and by 
enabling one or more feedback mechanisms for the 
learners. Figure 1, shows a learning process adapted for a 
computer programming course, from the work of Diane 
Laurillard [14]. This diagram depicts the learning cycles 
involving three agents in the learning process – the 
learner, the teacher, and the external environment.  In a 
typical programming class, the external agent can be an 
IDE, or the interactive practice quizzes and code 
compilers that can provide immediate feedback to 
students.  
 
Existence of action and feedback loops between the 
learner and the teacher, and between the learner and the 
environment shows that one action may generate a 
response, and this response may modulate further actions.  
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Figure 1. A general teaching and learning process 
 
For example, a teacher’s conceptual understanding may 
generate explanations in the form of lectures, or 
comments in the graded assignment. These explanations 
and comments will modulate the learner’s conceptual 
understanding and will exhibit a change in the learner’s 
knowledge structures. As the learner’s state of knowledge 
changes, it will generate a response in the form of an 
articulation of the learner’s understanding, or a change in 
the programming practice as exhibited by a programming 
action. If the teacher provides opportunities for students 
to generate a change in response, then these responses 
will potentially inform the actions and explanations of the 
teacher. Therefore, in a learning environment, as much as 
the teacher generates explanations and actions to 
modulate a learner’s knowledge and practices, the learner 
too generates responses to inform a teacher. Thus, an 
active learning environment can be modeled using 
learning cycles that involves learning on part of both the 
learner and the teacher.  
 
Designing a learning environment is indeed a complex 
process, where each action drives the next in an iterative 
manner, and this demonstrates how many different ways 
the feedback loop can cease to function in a typical formal 
learning environment, where one-on-one interaction is 
rare and not every action may have an opportunity  

 
 
 
 
designed to generate a response. For example, in a 
behaviorist course design with a tightly managed 
classroom, a learner may not get any time, or incentive to 
devise alternate solutions to a programing activity, even 
though the learning value of such an exercise might be 
valuable to the learner. The feedbacks from the 
programming assignments may only focus on the 
correctness of the solution, instead of providing students 
with yet another opportunity to compare various options 
to arrive at the correct solution. In such an environment, a 
student may tend to mimic the model action of the 
instructor, without finding the need to ‘discover’ the 
model action by experimentation. The feedback system in 
a correctly implemented constructivist course design may 
provide opportunities for a student to test their actions and 
iterate their designs to arrive at optimal solutions. 
However in a formal learning environment, there is limit 
to how much class time can be spent on student led 
inquiry, or to provide individualized attention and 
feedback to meet the learning needs to every student in 
the class.  
 
In the next section we will use the learning cycles 
depicted in Figure 1 to design a course that adopts 
behavioristic and constructivist learning approaches.  
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4. Course Design Scenarios 
 
The course design scenarios that will be discussed in this 
section is for a fifteen week undergraduate introductory 
programming course in Java for a Computer Information 
System program. The class enrollment is typically around 
25 students per semester. The majority of the student have 
no previous experience with programming. The course is 
delivered face to face, although the course materials are 
made available through a learning management system 
(LMS). The LMS is capable of hosting different types of 
online learning components such as online quizzes, 
discussion forums etc. The course also uses an Integrated 
Development Environment (IDE) called Eclipse. This 
course introduces basic logical constructs and teaches 
how to construct programs using the Java programming 
language. This course intends to develop several skills 
such as problem formulation, fixing syntax and logical 
errors, and code documentation. The design of this course 
was twice altered during successive semesters based on 
the adopted theoretical framework. The initial course 
design was based on the behaviorism and the later course 
was designed using a constructivist approach. A typical 
class duration was for 75 minutes and the class met twice 
a week.  
 
4.1 Course design version 1 - based on Behaviorism 
 
This course design version 1 involves several behaviorist 
elements. The expected behavior to be achieved by 
students is to improve their ability to apply various 
programming constructs to write error free programs that 
solves a given problem. The course incorporates direct 
instruction in the form of class lectures and program 
demos modeling the programming practices.  
 
The learning sequences were identified based on the 
learning outcomes and the course contents were built for 
each week of the semester. Every quiz, assignment and 
assessment instrument were explicitly associated with 
appropriate instructional materials. By doing so, students 
knew that they were bring introduced to the topic, and 
walked-through an appropriate code demo, before they 
were asked to repeat the modeled programming practice 
through class and homework activities. Students were also 
informed about common error scenarios and how to go 
about identifying and fixing these errors while completing 
their programming activities. 
 
During a typical class meeting, the first half of the class 
was spent on lecture in which the professor introduced 
one or more programming concepts, followed by a 
programming demo. Students were made to complete a 
short quiz through the LMS to ensure that they pay 
attention to the lecture and are able to recall what was 
taught. During the later part of the class, students would 
attempt the programming assignments alone. The 

assignments were submitted though the LMS for grading. 
Points were assigned to each student on a weekly basis, 
based on the correctness of the code submitted as part of 
the assignment. The professor would use a detailed rubric 
to grade the assignment and to provide feedback. The 
programming concepts covered during the later weeks of 
the course would build on the concepts covered during the 
first part of the course. There were exams after every four 
weeks and students were assigned letter grades for each 
exam. Bonus points were assigned to students if they 
completed extra assignments. Routine drills consisting of 
small programming problems were incorporated into the 
weekly activities to improve retention of concepts. 
 
There were different types of feedbacks that were 
incorporated into the course design. Feedbacks were 
provided during the class through the online pop-quizzes 
conducted during class hours. Feedbacks were also given 
during the weekly program assessments and after each 
monthly exam. Students were assigned letter grades for 
the weekly assignments and the monthly exams. As it is 
typical to behaviorism, learning is considered to be a solo 
activity and students are awarded for their individual 
effort. Additionally, use of the IDE provided students 
with immediate feedback of errors in programs that the 
students had to correct to earn grade points. Student 
motivation was primarily extrinsic and based on the 
grades attained by the student by completing all the 
required graded items using the prescribed programming 
actions modeled by the instructor. The quality and the 
frequency of feedbacks were important parts of the 
stimulus provided to the learners to change their behavior.  
 
 
4.2 Observations from course design version 1 
 
The behaviorist model of instruction comes with several 
advantages such as predictable weekly learning sequence, 
clearly defined learning objectives for the students, and a 
well controlled class room management for the 
instructors. Many freshmen students in the introductory 
course seem to prefer the direct instruction method and 
the weekly drills to learn how to program. Student also 
liked the organization of course contents that maps each 
assignment to appropriate learning contents. However, the 
downside of the behaviorist approach was that students 
were less prepared to deal with ambiguity, or newness 
associated with the problems that required students to 
apply their conceptual knowledge in novel ways. Students 
expected to solve well packaged problems that resembled 
the kind of problem discussed in class, or practiced during 
the drills. As a result, there was a greater tendency for 
students to learn programming by rote.  
 
One of the challenges encountered during this course was 
the need for differentiated learning. Some students, who 
had previous knowledge in computer programming were 
not motivated by grades alone, and looked for more 
activities to work on. Due to a tight and somewhat static 
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class room management structure associated with this 
course design, there was little time during the class hours 
to assign differentiated learning methods. As a result, 
some students appeared to be bored or unchallenged by 
the activities. Additionally, this course was limited in its 
ability to teach students to take on the relatively 
unstructured problems of the senior capstone projects in 
the upcoming years.  
 
4.3 Course design version 2 - based on constructivism 
 
The goal of this version of course design was re-defined 
as to teach students how solve common business 
problems using computer programming constructs. This 
course design took a problem-based approach to teaching 
and as a result, incorporated a final project in which 
students were required to complete a menu driven 
application that incorporated the use of all the 
programming constructs covered during the entire 
semester. The course materials were re-packaged into four 
modules: Variables, Decision Structures, Repetition 
structures and Modularization. Each module spanned over 
a period of four weeks and required students to solve 
several programming problems assigned as part of a 
problem package. Each package had about 10-20 
programming problems with varying levels of difficulties. 
While the course lectures were re-used from the previous 
version of course design, the assignments were freshly 
created to support problem based learning and 
assessment.  
 
Students were allowed to complete the problem package 
associated with each module at their own pace, but within 
a time span of four weeks. Students submitted their 
programs every week for the instructor’s feedback. The 
instructor’s feedback included a grading rubric, along 
with notes about the errors, misconceptions and 
suboptimal solutions that the student needed to correct or 
improve upon. The assignments were returned to the 
students, who were given another chance to improve their 
solutions. The assignments allowed students to iterate 
their solutions and make improvements during subsequent 
submissions. Final grades were assigned individually to 
each student for their package submission at the end of 
every four weeks. Students were allowed to get help from 
peers to complete the assignments, but the exams had to 
be attempted individually. The exam questions required 
students to apply what they learnt from their 
programming experiences. The nature of exam questions 
were clearly explained to students prior to the exam, so 
that they will seek to learn from their programming 
experiences.  
 
The class time was spent in solving problems, discussing 
about common misconceptions and difficulties, sharing 
various approaches to solving problems etc. A blended 
learning approach was used and the short video lectures 
were posted online to introduce the topics. Students were 
required to watch a 20 minute video that introduced key 

concepts to be learnt and applied during the week. The 
first 30 minutes of the class time was spent on code 
demos that modeled a programming activity, or discussed 
some of the errors or problems encountered by students. 
Students were encouraged o use the class session to ask 
questions, obtain clarifications and share their experiences 
with the class.  
 
4.4 Observations from course design version 2 
 
The course re-design attempted to follow a constructivist 
approach by providing greater flexibility and 
responsibility to the learners. The problem-based learning 
approach provided the students with a clear goal, and the 
flipped-learning method gave students more time in class 
to discuss and work on problems with the instructor’s 
guidance and feedback. Encouraging multiple attempts to 
correct and revise assignment problems gave students 
more agency to be responsible for their own learning.  
  
Using plenty of problems with contexts that students 
could relate to activated prior knowledge and greater 
interest to solve problems. For example, some of the 
problems types were: game problems, data validation 
problems, creating a user menu, billing problems etc. 
These were some of the activities that the students were 
exposed to on a day to day basis, and provided the 
instructor with problem patterns that could be reused in 
successive assignments. It was observed that creating 
problem patterns and repeating these patterns in each 
learning module helped students assimilate new 
knowledge easily. Additionally, the problem patterns also 
provided a vocabulary to start discussing and comparing 
solutions in class. Allowing students to correct their 
mistakes or optimize solutions gave them the chance to 
willingly accommodate newer programming constructs or 
practices into their existing knowledge.  Class time was 
also used to reflect upon learning experiences and 
mindsets that students encountered, further making 
students to reflect upon their programming practices. 
Overall, students appeared to be more interactive and 
engaged in class, when compared to the behavioristic 
design of the same course in the previous semester. 
 
A constructivist approach to teaching and learning meant 
a change in the awareness of the roles of the teacher and 
instructors, when compared to the non-constructivist class 
room that many students were generally used to. It was 
very important during the beginning of the course to 
explain the important features of the constructivist 
learning method, and to obtain the buy-in from students. 
Although many students seemed to get adjusted to 
learning in a flipped class room, some students did 
encounter problems with the lack of longer class lectures. 
While flexible submission dates within a module were 
designed to encourage students to improve their programs 
and learn iteratively, some students did not know how to 
manage the soft deadlines for the assignments. The class 
time wasn’t highly structured. While the instructor had an 
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overall plan for the class, nearly half of the class activities 
were driven based on learning activities as per the 
students’ requests. The instructors had to be comfortable 
adapting the learning sessions to meet the needs of the 
learners. There were two instances when the module 
contents couldn’t be completed within a 4 week duration 
and spilled into the subsequent week.  
 
5. Conclusion 
 
As a complex human interaction between the learner and 
the teacher, a formal learning process can be evaluated 
and observed using the lenses of various learning theories. 
In this paper, a course design was approached using the 
behaviorist and constructivist perspectives.  While the 
behaviorist approach takes an objective view of the course 
design and gives a greater control of the learning process 
to the teacher, the constructivist approach is relatively 
subjective and learner centered. However, in a formal 
learning environment, the learning process is so complex 
that it might benefit from a synergy of combining more 
than one learning theoretic approach.  
 
As observed from the course design approaches described 
in this paper, any kind of formal learning will need to 
incorporate objectivity into the course design in the form 
of a curriculum, and clearly defined learning outcomes. 
Behaviorism is a well researched area that has informed 
sound instructional design practices over the years. 
Constructivism is a promising approach that will enable 
learner centric class rooms and that will truly teach a 
learner ‘how to learn’. However, as observed from the 
course design experiences, success of a constructivist 
approach depends on the alignment of three types of 
readiness- the teacher, the learner and the curriculum, and 
sometimes this can be accomplished by incorporating 
tenets of behaviorism into a constructivist course design. 
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ABSTRACT
In just a few decades, video games have exploded in popular-
ity. As such, they are now a multi-billion dollar industry and
must be considered and analyzed as such. One trend that has
evolved more and more as game development has become
more and more of a business is that of Downloadable Con-
tent, or DLC – additional content independent from the game
itself. In this work, we examine what we believe to be the
7 major categories of DLC, and use a set of moral lenses to
analyze whether or not the creation and selling of each type
of DLC is a morally permissible action in the gaming world.

1 Introduction

Since the first video game came out in 1958 [1; 2], video
games have exploded in popularity. Video game development
has become a multi-multi-billion dollar industry [3], and as
such we need to start talking about video gaming and devel-
opment as a business, and discussing the practices and pro-
cedures thereof. Many people used to brush off video games
as irrelevant or childish, but it has become such a major con-
tender in technology that we can no longer ignore their influ-
ence or economic contributions. In this paper, the third in our
ethics of game design series, we will be discussing a business
procedure commonly used in video games – the development
and sales of Downloadable Content, or DLC. In addition to
describing what we believe to be the major types of DLC, we
will also use 5 moral theories to examine each one and deter-
mine whether it is morally permissible to create and sell it, or
whether we should frown upon the practice. We will then fin-
ish with conclusions about the overall morality of DLC and
how the gaming community should proceed in response to the
practice of creating DLC.

2 Description of DLC Types

Similar to how video games are themselves a relatively new
creation, the idea of DLC for those games is also relatively
new. DLC is simply any additional content created for a
released video game. This content can be anything from
soundtracks to additional levels to premium currency. It
can be free or paid for, but it is always digital (therefore

the term “downloadable”). For the sake of this paper, we
will be talking about paid DLC only. Free DLC, regard-
less of quality, is almost always released for the sake of
the fans and is much harder to find fault in (because it’s
free). However, since paid DLC costs money, thereby ask-
ing for something in return from gamers, it is more rea-
sonably subjected to scrutiny (charging money for games or
part of games takes them from a project to a product, and
changes the expectations placed on them appropriately [4;
5] ). Before examining the moralness of paid DLC (further-
more referred to just as DLC), let us first examine the various
types of DLC that are present in today’s gaming market.

2.1 Cosmetic DLC

Cosmetic DLC is DLC which adds cosmetic customization
to the game itself, but does not change the actual gameplay
in any appreciable way. This is a very popular type of DLC.
Some examples of this can be seen in the various skins that
can be purchased in the Borderlands series [6], or in the cur-
rently incredibly popular Fortnite [7].

2.2 Bonus Content DLC

This category of DLC refers to DLC that has nothing at all to
do with the actual game – not even cosmetically. There are
a few major items that this typically comprises, but the pos-
sibilities are basically endless. One common example is the
game’s soundtrack, such as with Hidden Folks [8] and Hollow
Knight [9]. Digital artwork is also a common one, present in
Dungeon of the Endless [10] and Yooka Laylee [11], among
others. Finally, one more unique instance is the “Corporate
Bonus” in Particle Fleet: Emergence, which allows the player
to design a logo, team name, and CEO name that can appear
in other players’ procedurally generated levels [12].

2.3 Extra Levels DLC

One very common piece of content for DLC to add is ex-
tra levels or campaigns. The original Borderlands game has
4 downloadable campaigns [13] (each comprising multiple
hours), Mass Effect 2 has an additional campaign called “Lair
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of the Shadow Broker” [14], and Bioshock 2 had the Min-
erva’s Den campaign [15].

2.4 Subscription DLC

Unlike most DLCs, which are one time payments (even if
they encourage players to make a lot of them), there are some
DLCs which require recurring payments. We refer to these
DLCs as Subscription DLCs. The main place we have seen
these is puzzle games, where being a “premium” member by
subscribing to a monthly fee typically unlocks goodies such
as extra levels/puzzles and extra or unlimited hints. It is also
interesting to note that this type of DLC encourages the de-
veloper to work more than the previous ones, as they want
to keep releasing content in order to keep people subscribed.
Some examples of relatively popular games that employ this
are Cody Cross [16] or Puzzle Page [17].

2.5 “Pay-To-Win” DLC

Pay-To-Win DLC are in-game boosts or items purchased with
real world money that give a serious advantage over those
who do not spend money on the game. In many cases, play-
ers who are Free-to-Play (do not spend money on the game)
cannot possibly compete against Pay-to-Win players. Some
examples where this gap is considerably large are Maplestory
(after Nexon took it over) [18] and Adventure Capitalist [19],
where at the time of this writing the top scorer in each weekly
event gets a special reward. As Free-to-Play players of the
game, we can attest that it’s impossible to get anywhere near
the top scorers without pumping a lot of money into the event
for extra multipliers.

2.6 “Time Skip” DLC

Perhaps the most common type of DLC, “Time Skip” DLC al-
lows players to purchase either direct boosts (faster resource
production, removed wait times for gameplay, etc.) or pre-
mium currency that can then be used to purchase these boosts.
The important thing to note here is that everything a player
can get with Time Skip DLC can be gotten without it, but
spending money on the DLC simply speeds up the process
(usually pretty dramatically). This type of DLC is very com-
mon in facebook and mobile games, and less common in
console or PC games. For example, the mobile idle game
Make More allows players to buy packs which add a produc-
tion multiplier [20], and the ever-famous Candy Crush allows
players to spend real money to eliminate having to wait to
play more levels [21].

2.7 The Cardinal Sin DLC

Of all types of DLC, there is one that players hate more than
any other. This is when there are microtransactions in a paid-
for game that are required for a full experience! That means
that players spend as much as $60 on a game believing it to

be a complete, all included game, and then part of the core
game is hidden behind a paywall. For example, in Beautiful
Katamari, which cost $30+ at the time of release, had some
DLCs which added extra levels to the game. However, to ac-
tually finish the game, players needed to accumulate a total
“Katamari Size” of 1,500,000 km – a feat which is actually
impossible without purchasing at least some of the DLC lev-
els [22]! Another example is that when Sonic Adventure was
re-released for the Playstation 3 and Xbox 360, it took mis-
sions and other content that were present in the Gamecube
version and locked it behind paywalls [23]. These DLCs have
been referred to as “Charging people [extra] to see the last 10
minutes of a movie” [24] .

3 Ethical Theories

As has been previously established [4; 5], we are going to use
a set of basic ethical theories in order to evaluate the moral-
ity of these DLCs. In this section, we will briefly outline the
lenses (theories) that we are going to use to examine these
practices. The first ethical lens is that of Utilitarianism [25].
Strong Utilitarianism says that in a given situation, the ac-
tion that is moral to take is the action that most maximizes
the overall happiness of everyone involved. Weaker Utilitar-
ianism, which is what we will be working with, simply says
that anything which increases the overall happiness is moral.
Also note that every single one of these types of DLC in-
creases happiness for the developer by making them money,
so we will be focusing our discussions of Utilitarianism on
the gamers and gaming community unless otherwise stated.

Let us now describe the second theory, Kantianism. One
of the key takeaways from Kant’s first and second formula-
tions of the Categorical Imperative is that people have a per-
fect duty to not use their humanity or anyone else’s humanity
merely as a means to an end – that is to say, the human should
always be an end, not purely a means [26]. This is a quality
we see in many other areas – people deserve to be informed
about what ingredients are in food, what materials clothes are
made of, or what issues a house or car might have before pur-
chasing one of those items.

These two lenses are combined into a 3rd, known as the Pro-
portionality Framework [27]. This framework contends that
ethical business decisions can be split into three components:
intentions, means (Kantianism), and ends (Utilitarianism).
These refer to the motivation behind a person’s actions, the
process or method used to bring about the outcomes, and the
outcomes themselves, respectively. Although the details are
vague, if two of the components are strong enough, they can
outweigh a negative third component to make a decision be
considered moral overall (for example, if a doctor wants to
help a patient and performs the correct surgery in the correct
way, but the patient ends up passing away, we wouldn’t con-
sider this morally impermissible because the intentions and
the means make up for the less-than-desirable ends).

The last two lenses come from Laczniak [28]. The first, the
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“Professional Ethic”, states that actions are moral only if a
disinterested panel of colleagues say they are. The idea be-
hind this theory is that people in the field are, overall, moral
and are therefore a good judge of others’ morality – allowing
for a measure of whether or not an action is moral without re-
quiring a definition of what makes those actions moral. The
final lens is the “TV Test”. This lens simply says that for a
person in a business to know whether or not an action should
be taken, they should consider explaining to a national TV au-
dience why they chose that action. If and only if they would
feel comfortable doing so, then the action is moral.

4 Ethical Examinations

We will now apply this set of lenses to each type of DLC
to see whether or not the creation and sales of each type is
morally permissible, or if we should condemn the practice.

4.1 Cosmetic DLC

We believe that overall, Cosmetic DLCs increase happiness,
making them morally permissible under Utilitarianism. Cer-
tainly, some people think they are worthless, but those peo-
ple simply will not buy them. Cosmetic DLC does typically
offer gamers value, by allowing them to customize their ap-
pearance to fit their personality or their playstyle. Costmetic
DLCs are also typically upfront and honest about what con-
tent players actually receive for their money, so there is no
deception involved. Furthermore, since there is no deception
and this DLC does have aesthetic value, Kantianism would
be satisfied (there is no using of humans as a mere means to
make more money). Likewise, since the ends are good ac-
cording to Utilitarianism and the means are good according
to Kantianism, the Proportionality Framework would declare
this action to be moral too. Just for completeness, let’s look
at the intentions of the developers. Certainly they intend to
make money, but they intend to do so by putting out a prod-
uct that offers value for the gamers’ money. As such, their
intentions are good as well (putting out a product or service
of value in return for money is how most businesses are ran).

The professional ethic test would likely deem this type of
DLC to be moral as well. Cosmetic DLC is a very com-
mon type of DLC. This means that many developers offer
cosmetic enhancements for an additional sum. Furthermore,
there is no common opinion in the gaming community stating
this DLC is bad. Some people argue that it’s way overpriced
[29], but very few argue that it is wrong of game develop-
ers to create and sell it. As such, if one were to put a group
of random game developers together and ask them whether
or not offering Cosmetic DLC is moral, they would almost
certainly say it is. Finally, not only do we believe that the
developers of this DLC would be comfortable explaining it
to a national TV audience, but in fact some developers have
actually created and released commercials specifically high-
lighting the fact that they offer cosmetic DLC! Two examples
of this are NFL Skins in the popular game Fortnite [30], and

Halo 4’s Gamestop-Exclusive camo skins [31]. As such, all
5 moral theories that we are using would declare the creation
and selling of Cosmetic DLC to be moral.

4.2 Extra Level DLC

Extra Level DLC follows in a similiar vein to Cosmetic DLC;
these DLC’s also increase happiness overall. In fact, we
would actually argue that less gamers think these DLCs are
worthless than with Cosmetic DLC. This is likely because
these DLCs add actual gameplay and game length to the ex-
perience, where Cosmetic DLC changes the appearance of the
game but doesn’t add to or change how it is played. The over-
all sentiment in the gaming community towards Extra Level
DLC is definitely positive, and therefore it can be said to in-
crease happiness overall, making it moral under Utilitarian-
ism. Furthermore, by providing gamers value for their money,
it is also moral under Kantianism. We can easily conclude
this since the developers are not just using gamers as a mere
means to make money, but are concerned with making their
DLC “worth it” by adding additional gameplay in return for
the money they are charging. Although we already know the
means and ends are good, let us examine the intentions. Once
again, the game developers are concerned with putting some-
thing of value out into the community, and receiving money
in return; they intend to make money, but to do so by further-
ing the community and adding value and playtime to their
games. As such, the intentions, means, and ends of develop-
ing this category of DLC are all good, and the proportionality
framework would certainly declare it to be a moral action.

Once again, the professional ethic test would soundly confirm
this action as moral. As previously discussed, many game de-
velopers employ Extra Level DLC to add campaigns or levels
to their games. It is a relatively common type of DLC, and is
viewed positively overall within the community. As such, if
one gathered a group of game developers together and asked
them whether or not this type of DLC is moral, they would
almost certainly agree that it is overall (some may have con-
cerns about the price versus value ratio, but very few would
be opposed to the idea of this DLC). Finally, developers cer-
tainly would not be ashamed to explain the creation of this
DLC on national TV. In fact, they would probably be quite ex-
cited to be able to explain how they expanded upon the game
and its universe in their new creations. Once again, game de-
velopers have actually created and released commercials for
this type of DLC, showing that they are not ashamed of it, but
rather very proud of it. Two examples of this are The Zombie
Island of Dr. Ned campaign trailer from the original Border-
lands [32] and the Operation Apocalypse Z trailer from Black
Ops 4 [33]. For Extra Level DLC, just as for Cosmetic DLC,
all 5 moral theories would consider the developing and sale
of DLC of this type to be moral, and as such we declare this
category of DLC to be moral as well.
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4.3 Bonus Content DLC

Bonus Content DLC largely follows the same pattern as the
first few discussions. Overall, this type of DLC certainly
increases happiness. Those who are interested in the game
past just playing it are happy that they can spend some ex-
tra money, support the developer, and get bonus content from
the game. Those who are not interested in the Bonus Content
DLC simply won’t buy it, and won’t usually feel like they
are missing out on anything, so they will be happy (or per-
haps more accurately, they won’t be unhappy). This means
that the overall happiness will definitely increase, making
Bonus Content DLC morally permissible under Utilitarian-
ism. Moving on, let’s talk about whether or not the develop-
ers of Bonus Content DLC use other humans as mere means.
Gamers buying bonus content are generally happy with what
they are buying. They are aware of what they are getting
ahead of time, and actively make the decision whether or not
it is worth it to purchase it. Those who are not interested in
the value added by this type of DLC are informed enough to
not buy it in the first place. As such, the developers are not
using anyone as a mere means to make money; there is no de-
ceit involved – the gamers give up their hard earned money,
and get value in return. As such, developing and selling this
type of DLC would certainly be morally permissible under
Kantianism. This shows the means and ends are good, but
what about the intentions? From the fact that the developers
are not trying to deceive players, and are quite upfront about
what they get, we can see that they are not trying to fool the
players or unfairly make money. They are introducing a prod-
uct of value into the community, and profiting from people
purchasing that product of value. As this is how businesses in
general are expected to be ran, we can declare their intentions
to be good as well. Therefore, according to the Proportional-
ity Framework the intentions, means, and ends of developing
and selling Bonus Content DLC are all good, and we can de-
clare it to be morally permissible.

Now let’s take a look at what the community of game devel-
opers thinks about Bonus Content DLC, in the form of the
Professional Ethic test. Overall, the community takes a pos-
itive outlook towards this type of DLC [34]. Although most
game developers don’t themselves offer this type of DLC,
they wouldn’t have any issues with it either. An interesting
point to remember is that many game developers are them-
selves gamers. They would likely love to have bonus content
for their favorite games, so they view the idea of Bonus Con-
tent DLC as quite favorable. There are also a lot of game
developers who wouldn’t ever buy Bonus Content DLC, but
they don’t view it negatively either – it’s just not worth it to
them. The number of game developers who would view this
type of DLC very negatively would be very low; some peo-
ple would say that the bonus content should be shipped with
the game and not cost extra, but they would be in the minor-
ity since a panel of game developers would likely know how
much effort goes into creating that extra content.

Finally, let us look at this type of DLC through our last lens
(or screen, if you prefer). For the TV test, would developers

feel confident about standing up in front of a national TV au-
dience and explaining that they offer Bonus Content DLC and
what it is? We would argue that they definitely would. Most
game developers take a lot of pride in their work, and they
would be proud to offer soundtracks, artwork, etc. to gamers
in return for some money. In fact, they often call attention
to this type of DLC by listing it on the same page where the
player buys the game, or offering it in a bundle with the game
for a reduced price [35]. Therefore, as most game developers
would certainly be comfortable explaining why they created
and are selling it to a national TV audience, we can certainly
conclude that Bonus Content DLC is morally permissible ac-
cording to the TV Test. This means that, once again, all 5
moral theories would declare the creation and sales of Bonus
Content DLC to be morally permissible, and therefore we
shall declare it morally permissible overall as well.

4.4 Subscription DLC

Let us now look at Subscription DLC. We argue that this type
of DLC does indeed increase happiness, although perhaps
not quite as much as the previous categories. For the people
who partake in them, Subscription DLCs increase happiness
just as much as the previous types of DLC. However, as dis-
cussed before, this type of DLC tends to make the developer
put more time and effort into creating new content for the
game. Since the subscribers are the ones paying into this sys-
tem, the developer tends to make most if not all of this new
content subscription-only. In that way, the people who don’t
subscribe can perceive themselves as being locked behind a
paywall or having less and less importance to the developer,
decreasing their happiness. Overall, however, the number of
very happy subscribers would be lower than the number of
disgruntled free users (disgruntled free users would for the
most part quickly give up on the game and move on, making
it no longer affect their happiness).

In regards to Kantianism, Subscription DLC does not use any
humans as pure means to make money. The biggest piece of
evidence for this, as before, is that value is given in return
for the gamers’ money. In this case, the amount of money
is usually higher (since they are paying every month), but
the amount of value tends to be higher as well (since the de-
veloper tends to add new levels or other content for the sub-
scribers). Therefore, the developers are not using anyone as
mere means since they are providing value in return for prof-
its. It is also important to note that there is no deception in-
volved in Subscription DLC, generally speaking. Usually it is
very clearly laid out exactly what the user is agreeing to pay
and what they will get in return. These factors together show
Kantianism would declare it to be morally permissible, since
there is no deception of potential subscribers to turn a profit.
Next, let us examine the intentions of the developers. Since
the developers are typically actively developing new content
or levels to keep people subscribed, there is the normal flow of
a business that we would expect. Therefore, we have to con-
clude that their intentions are good, else we are condemning
the intentions of every business in the world (offer a service
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or product in return for money). Since the intentions, means,
and ends are all good, the proportionality framework would
declare selling this type of DLC to be morally permissible.

The Professional Ethic test would also approve of this type of
DLC overall. Certainly, for some Subscription DLC which
takes money but doesn’t offer any value, other developers
would disapprove of it. However, most subscriptions come
with some sort of additional value to the gamer. Therefore,
although they may think it’s overpriced, they would likely
declare it to be a morally acceptable thing to do (after all,
we can’t make any moral decisions based on a product being
overpriced, because value tends to be subjective!). Finally,
let us examine the TV test. As with the previous categories,
developers of this type of DLC wouldn’t have any qualms
about describing their subscriptions to a national TV audi-
ence. They could easily describe the subscriptions as reward-
ing their loyal supporters with new content or other goodies.
This would undoubtedly go well for the developers, as both
developers and users tend to love subscription based products
and services [36], a love that extends to Subscription DLC as
well. Once again, all 5 moral theories have found this type of
DLC to be moral, so we shall declare it to be moral as well.

4.5 “Pay-To-Win” DLC

Pay-To-Win DLC may seem a bit less okay, intuitively speak-
ing. After all, many people today complain about how rich
people seem to get to do whatever they want, and this sort
of DLC seems to be encouraging that type of behavior. That
being said, we would argue that it does in fact increase the
overall happiness in the gaming community. This is because
oftentimes free players can play the game and still have fun.
Take for example the PC game Maplestory [18]. The game
has evolved a lot over time, but at one point equipment could
have magical effects called “potential”. There were different
tiers of potential, and many different effects. Those who had
the right potential on the right items to align with their char-
acters (for example, weapon attack and dexterity on a bow-
man) could be tens of times more powerful than those that
did not. The only problem was that potential was randomized
- players get a set of random effects. To get a different set of
random effects, players had to use an item called a cube to
re-randomize it. For a long time in the game, the only way
to get more than a trivial amount of cubes was to buy them
in the NX cash shop (in other words, the store where players
spend real-world money on in-game items). Therefore, most
of the people who were super strong were those who pumped
hundreds if not thousands of dollars into the game.

Clearly, the happiness of that group of individuals would be
very high. What makes this practice justified under weak
Utilitarianism, however, is the fact that many free-to-play
players were still able to play the game and have fun with-
out ever having to spend real money. Would they be able
to pull off insane feats or solo bosses meant for a full party
like the others could? No, but they could still play the game
all the way up to the endgame without too much issue. We

personally have put many hours, but no real money, into the
game and can testify that it was still a joy to play. Therefore,
since it does increase overall happiness (although perhaps not
in the most efficient way possible), the practice of developing
and selling “Pay-To-Win” DLC would be considered morally
permissible under weak Utilitarianism.

The next moral theory for us to examine is Kantianism. As we
have discussed before, this hinges on whether it uses gamers
as mere means, which tends to largely rely on whether or not
the use of deception. In this type of DLC, there really is no
deception taking place. Players know what the DLC gives
them, and can choose whether or not they wish to purchase
it based on that knowledge. Taking Maplestory again as an
example, some people would claim that the fact players can
spend $1,000 on Pay-To-Win items and actually not be any
stronger at all (due to bad luck with randomization) is im-
moral of the company. However, the game is very clear that
the items are used to re-roll potential, not necessarily to in-
crease it. Therefore, those who purchase the items are aware
of exactly what they are getting (the value they get is a chance
to get stronger, not getting stronger), and they are choosing to
take that risk. As such, since the gamers do get something for
their money and there is no deception with what that some-
thing is, there is no using of humans as a mere means; this
means that Kantianism would condone this practice.

Finally, let us examine the intentions of the developers.
Clearly their intention is to make money (as usual), but are
they treating the players fairly? The gamers do typically get
value in return for their money. Although there are argu-
ments to be made about whether or not that content is worth
it (which would depend on the individual gamer), compa-
nies making these DLCs are typically clear and upfront about
what the player gets. As such, their intentions are morally
permissible (providing value in return for profit). Since the
intentions, means, and ends are all good, the proportional-
ity framework would determine the developing and selling of
this kind of DLC to be moral as well.

The Professional Ethic test would somewhat depend on what
developers ended up taking part in the panel. There are def-
initely some game developers who would condemn this pro-
cess as something they would never do, but there are also a lot
who either make these games themselves or simply wouldn’t
mind the process even if they wouldn’t do it (there are discus-
sions online where you can see all of these viewpoints just
in one forum thread [37]). As such, the result of this test
would vary depending on which randomly selected develop-
ers ended up on the panel. The numbers of developers who
condemn the process and who condone it seem to be similar
as well, so we cannot meaningfully talk about the odds ei-
ther. As such, there is no choice but to declare that the moral-
ity of this type of DLC is unknown under the Professional
Ethic test. Finally, let us examine the TV test. Similarly,
some developers would say feel uncomfortable admitting the
reasoning behind their Pay-To-Win structure (after all, it ba-
sically always boils down to “Make more money” [38; 39;
40]). Others would be able to spin it as rewarding the most
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loyal players and pitch it that way. Finally, some companies
would be outright unashamed of their practices [41]. Over-
all, we believe enough of these companies would feel com-
fortable that the TV test would declare this as a moral action
overall, although it would definitely depend on the individual
case. Overall, 3 moral theories definitely condone the devel-
opment and sale of this type of DLC, one likely would, and
one is very situationally dependent. It is therefore a reason-
able conclusion to declare this practice as moral overall.

4.6 “Time Skip” DLC

Time Skip DLC is the hardest DLC to morally define using
these theories. The reason for this difficulty is simple: there
are two major categories of this DLC. In many cases, this
DLC does provide appreciable boosts to gameplay (perma-
nent multipliers, long lasting boosts, etc). However, there are
also many cases in which the DLC appears to add a huge
boost, but does not. This is often the case when players pay
for one time resources or boosts, which quickly burn out and
leave them back at normal gameplay speed without much ac-
tual progress having been made. Here we will examine both
versions in depth, referring to the first one as “Permanent”
and the second one as “Temporary”.

In the Permanent case, overall happiness is definitely in-
creased. Those who do not buy the DLC are still able to have
fun without it, at the cost of the game moving at a slower
pace. Those who do buy the DLC are able to enjoy permanent
boosts while supporting the developers of the game. Those
who are disgruntled about paying for permanent multipliers
would likely give up on the game and move on before long,
making it not detract from their happiness long term, which
causes happiness to be increased overall. The temporary case
is quite different. These games are usually engineered such
that progress is very slow without buying the DLC, so those
who do not pay are likely to get disgruntled and stop playing
the game earlier. However, since they will move on to some-
thing else, this doesn’t really detract from the happiness in
the long term. That leaves us with just those who put money
into the game. Now, the important thing to note here is that
since these boosts are very temporary, they tend to wear off
and then leave players only a little past where they started,
and now the game seems very slow because they no longer
have the boost. Players then have to either buy another boost
or struggle along at normal speed, except now that they have
money invested in it it’s harder to just walk away. This would
lead to those who do buy the DLC being disgruntled with
their purchase, and therefore decrease their happiness. The
situation in which we find ourselves is a classic situation in
bad game design – we are pitting the developer’s happiness
against the gamers! The developers are happy since they are
making money, but the gamers are upset – and since there
are many more people buying into a game than there are peo-
ple developing that game, this means that the overall happi-
ness will decrease! This means that the Permanent version of
this DLC is morally permissible under Utilitarianism, but the
Temporary version is not, decreasing the overall happiness!

Kantianism will follow similarly. In the Permanent case,
gamers are getting actual appreciable value for their money.
As such, they are not being treated as mere means to mak-
ing money. In the Temporary case, however, we have much
the opposite situation. Recall that in the Temporary case, the
boosts or items players buy with real money quickly run out,
without much progress actually having been made. It may not
surprise you to know that these games are often engineered
specifically in that way. They are designed to get players
hooked on the faster, spending-real-money speed, so that they
keep putting money into the game. One large indicator of this
is when the game tries to throw a “starter-deal” into your face
during your very first play session. This is a clear indicator
of one of two things: Either they want to get players hooked
on the faster pace, or they think players will stop playing the
game so quickly they want to get a payment right away. Both
of these cases are very deceptive by the developer, trying to
take your money early due to either greed or a lack of qual-
ity and value. As such, games in the Temporary case have
a tendency to exploit gamers, giving them small ephemeral
value instead of quality, long lasting value. In that way, they
are using gamers as a mere means to garner money, as op-
posed to carefully crafted games which charge a fair price,
and therefore Kant would surely condemn their actions.

Finally, let us look at the intentions of the developers. As pre-
viously discussed, in the Permanent case, the developers are
giving true value to the gamers in return for their money. In
that way, their intentions are good – a good product in return
for their support. In the Temporary case however, the devel-
opers are actively trying to fool the players into giving them
money for no real long-lasting benefit, and therefore their in-
tentions are bad. This means that for the Permanent case, the
intentions, means, and ends are all good; for the Temporary
case, the intentions, means, and ends are all bad. Therefore,
the Proportionality Framework would declare Permanent and
Temporary Time Skip DLC to be morally permissible and
reprehensible, respectively.

Perhaps not surprisingly, the Professional Ethic test follows
this pattern similarly. In the Permanent case, we have no
reason to believe that any reasonable game developer would
condemn this practice. After all, providing value or content
in return for payment or loyalty is basically how any busi-
ness (including game development) works. The only peo-
ple who would likely condemn these actions would be those
who think charging any money at all for a game is wrong,
and they would be very, very much in the minority. For the
Temporary case, however, remember that the game develop-
ers are basically actively exploiting gamers. This exploitation
is something that a lot of game developers would not agree
with. Certainly, people define value in different ways, and
whether an item is priced appropriately is a largely subjective
topic. However, most would agree that gamers should get
something for their money, and trying to deceive them into
paying for basically no long-term benefit or before they get a
chance to experience all but a trivial amount of the game is
wrong. As such, a panel of randomly selected game develop-
ers would almost certainly condemn the Temporary case.
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Finally, let us examine the TV Test. In the Permanent case,
this is pretty straightforward. This type could be easily spun
as giving players value for their money, or rewarding loyal
customers, etc. As previously discussed, this is the way most
legitimate businesses run, so there’s no reason that the de-
velopers should be ashamed to stand in front of a national
TV audience and explain why they created and are selling
Permanent Time-Skip DLC. The Temporary case is a lit-
tle less straightforward. Certainly, most people (such as
you or we) would be ashamed to stand up in front of a na-
tional audience and admit that we basically deceive people
for money. There’s also really no good way to spin Tem-
porary Time-Skip DLC as being a desirable item to any in-
formed gamer. It seems then that this type should miser-
ably fail the TV Test, and overall it definitely would. It is
worth noting, however, that there are some people who ab-
solutely would not be ashamed to stand up in front of such
an audience and describe their activities. In fact, in re-
gards to asset flipping (another very deceitful game devel-
opment practice), critics and Steam (a popular gaming plat-
form) users have been publicly sued for millions of dollars
just for making negative remarks about a game. [42; 43;
44]. Overall, however, it is safe to say that most game devel-
opers would not feel comfortable during the TV Test; causing
the Temporary case to be morally impermissible.

In conclusion, whether or not this type of DLC is moral
strongly depends on which of the the subtype. Permanent
Time-Skip DLC would be declared to be morally permissi-
ble, while Temporary Time-Skip DLC would be considered
to be morally reprehensible.

4.7 The Cardinal Sin DLC

Video games are a very diverse field, spanning many genres
and gameplay mechanics, with new and innovative features
being developed every day. As such, perhaps it is no surprise
that gamers often disagree. Even some of the best games of
all time based on user ratings (for example, Breath of the Wild
[45; 46]) have people who think they are terrible. There are
a few things that almost all gamers agree on though. One of
them is that almost every gamer hates this last type of DLC.
We are calling this “Cardinal Sin” DLC, because if ever there
was a true, universal, and cardinal sin of game development
in the eyes of the gaming community, this would be it. With
every other type of DLC that we have discussed, the game
was either 1.) free, or 2.) the game was paid for but the
DLC gave players something in addition to the game itself
(in game currency, boosts, extra levels, soundtracks, etc). In
this last type, however, players need to pay extra money to
unlock features in the game. This can seem similar, but the
key difference is that it’s a paid-for game with content locked
behind a paywall, rather than a paid-for game where one can
buy additional features. This can be subjective, with the line
between them being blurred in some cases, but let’s use EA’s
(Electronic Arts) Star Wars Battlefront 2 as an example.

The reason that this case is so clear-cut, is that this game is

a remake of an older PC game (which is also a remake of
another game, but that’s beside the point). When the newest
iteration of Battlefront 2 came out, it carried a $60 price tag
(In other words, priced as many full, large-budget titles). This
is a little high for a remake based on market price, but many
people were willing to pay for it because the previous iter-
ation of Battlefront 2 was such an iconic game. However,
it was quickly discovered that in order to unlock all of the
content that came shipped with the previous iteration, gamers
had to grind for a very long time doing very tedious tasks,
or open their wallets to spend extra money on the game [47].
The difficulty of the grinding very much felt specifically en-
gineered to make gamers want to pay to skip it, and the prices
charged to skip the grinding felt ludicrious (around $80 to un-
lock Darth Vader – A price-tag higher than the game itself!).
All of this lead up to it feeling like the gamers had bought an
incomplete game, and were now being charged through the
nose to be able to actually experience it (image buying a $10
movie ticket, and then with 10 minutes left in the movie you
are told that you need to pay an extra $10 to be able to finish
the movie!). This lead to one of the only times in history, that
we are aware of, where there was a true riot and boycott of
a major large-budget title. All in all, the blunder lost EA 3
billion dollars of stock [48] and has contributed to their rep-
utation as one of the most hated game developers of all time
(just ask anyone in the gaming community). We explain this
to show that if there is any type of DLC the gaming com-
munity almost universally hates, it’s this one. However, just
hating something doesn’t make it immoral under our moral
lenses, so we must objectively analyze this type of DLC us-
ing our moral lenses to show if this hatred is warranted.

First, let us look at Utilitarianism. In the specific case of Bat-
tlefront 2, this may be one of the only situations in which ev-
ery person’s happiness is actually reduced! Gamers were furi-
ous about the additional paywall. They were also demanding
refunds, which severely hurt EA’s bottom line, reducing both
their happiness and any investors happiness. If any gamers
gained happiness from the experience, they were very few
and far in between. There aren’t a ton of examples of this
type of DLC, but this same pattern follows for all of them
(perhaps, not as clear-cut, but definitely reducing the overall
happiness). Therefore, Cardinal Sin DLC would definitely be
considered morally reprehensible under Utilitarianism. Next,
let’s look at Kant’s theories. In our opinion, it is pretty hard to
get more deceptive than selling gamers an incomplete game
at full price, and then billing them even more for the com-
plete experience. Obviously, companies need to make de-
cisions that are going to make them money. However, many
gaming companies survive and indeed thrive without such de-
ceptive tactics (such as Nintendo). Therefore, it is clear that
EA (and the others who manufacture Cardinal Sin DLC) were
just trying to deceive gamers in order to make money, mean-
ing they were clearly using other humans as a mere means to
line their own pockets. As we already know, this means that
Kant would declare their actions to be completely impermis-
sible. Finally, let us look at the intentions of the developer.
As we have often seen with DLC, the intentions and means
tend to be very similar. Here, the companies creating these
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DLCs clearly intended to exploit gamers for profit, making
their intentions just as bad as their means. Therefore, since
the intentions, means, and ends of Cardinal Sin DLC are all
bad via these moral theories, the Proportionality Framework
would declare this type of DLC to be morally impermissible.

Next up is of course the Professional Ethic test. Unlike the
last couple DLCs, this test is very clearcut for this type of
DLC. Cadinal Sin DLC is something that is very hated in the
gaming community, with both gamers and other developers
feeling it is ruining the community [24]. Therefore, given a
random panel of gaming professionals they would almost cer-
tainly denounce this behavior as unacceptable. In fact, this
type of DLC is so rare (likely due to expected gamer outrage)
that, if each person on the panel is from a different company,
one would have a hard time pulling together enough develop-
ers that approve of this process to get the panel to declare it
as moral, let alone a random group of developers.

Finally, let us look at the TV Test. This may be a little sur-
prising of a result, but we believe the TV Test would actually
declare this type of DLC to be moral! The reason for this is
that the TV Test largely depends on one’s sense of shame. For
an action to be moral, all it really requires is that those taking
the action are comfortable announcing it to a national TV Au-
dience. Those who manufacture this type of DLC tend to have
very little shame (after all, they are actively trying to exploit
players for money). As such, we believe that many of them
would be willing to stand up in front of a national TV audi-
ence and talk about their Cardinal Sin DLCs (although they
wouldn’t call it that, of course). Its not quite a Television Au-
dience, but let’s consider Consumerist’s national audience as
an example. When EA was voted Consumerist’s Worst Com-
pany in America 2012, they scoffed at the title, showing no
remorse and further showing that their overall lack of shame
by stating “We’re sure that bank presidents, oil, tobacco and
weapons companies are all relieved they weren’t on the list
this year. We’re going to continue making award-winning
games and services played by more than 300 million people
worldwide” [49]– they later went on to be voted Worst Com-
pany in America 2013, showing that they exhibit no remorse.
It is also important to note that Battlefront 2 came out 4 years
later in 2017, so they clearly don’t intend on showing any
change anytime soon. This shows that not only would they be
comfortable defending their choices to a national audience,
they actually have – and other companies that develop this
type of DLC would likely behave similarly. Therefore, the
TV Test would actually declare the development and creation
of this type of DLC to be morally permissible, conflicting
with the community’s perceptions about Cardinal Sin DLC.

That leaves us with 4 of the 5 methods declaring this type of
DLC to be immoral, and only 1 declaring it to be moral. We
could call it based on the numbers, but instead we want to
bring up one additional point. Of all 5 methods examined,
the TV Test is the only one that rests purely with the person
performing the action. It doesn’t matter what society, gamers,
other development companies, or what you or we think – all
that matters is that they wouldn’t be ashamed of their own

actions! As such, not only would we consider this type of
DLC to be morally impermissible since 4 of 5 theories agree
on that point, but we would also argue that the 4 which agree
should be given a higher weight, since they take into account
others in the community and not just the developers them-
selves! As such, we declare this type of DLC to be morally
reprehensible, validating how the gaming community feels.

5 Objection #1: Sustainable Business

Perhaps the most obvious objection to this paper is that, if
people don’t like certain types of DLC, such as “Tempo-
rary” Time Skip DLC, then why do companies still pro-
duce them? If people hate it, won’t the game fail and
not make any money? Interestingly enough, this is not the
case! It has been speculated that 10% of gamers play-
ing microtransaction-heavy games (games which are made
to have money repeatedly pumped into them) spend 90%
of all of the money spent by gamers on those games (and
the top 1% spend over half of all money spent!) [50;
51]. There’s no denying that DLC has been extremely lucra-
tive for developers overall, with Supercell’s Clash of Clans
and Clash Royale, games completely based around “Tempo-
rary” Time Skip DLC, earning the company $2.3 billion in
2016 [52]! The bottom line is that people spend money on
these games, and therefore businesses still make them.

6 Objection #2: Golden Sun

An objection aimed squarely at our panning of Cardinal Sin
DLC would be the first two Golden Sun games. These are
games released in 2001 and 2002. The ending of the first
game leaves a lot untold, and the story has to be picked up
and finished in the second game. At first glance, this seems
like Cardinal Sin DLC – one buys a game, but then have to
pay more to get the full experience. However, there are two
key differences here. The first is that each game is an inde-
pendent and full experience. Certainly, the story itself spans
over two games, but each game feels like a complete experi-
ence, a full game instead of half a game. This is similar to a
book trilogy. Typically, the 2nd and 3rd book will continue
the story of the first book, but each book feels independent
and basically noone ever complains that trilogies should be
sold as just a single larger book instead. The other key dif-
ference is that there is no deception or violation of expecta-
tions. Taking Battlefront 2 as an example once again, one of
the reasons there was such an uproar over the game is that
people were expecting to have all the content of the previous
iteration, especially after paying full price for the game, and
then that expectation was pulled out from under them. With
Golden Sun, there was no such expectation. Gamers came in
not knowing what to expect, and came out with a full experi-
ence from the first game, eager for the second game. This has
also been done with other games (Clockwork Knight, King-
dom Hearts: Birth by Sleep, etc), but Golden Sun is per-
haps the most compelling example, with Golden Sun 1 and
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2 each having a very high overall user rating of 9.0/10 [53;
54]. Therefore, although games with a storyline spanning
over multiple games may seem like Cardinal Sin DLC, they
aren’t DLC at all since each game is a complete experience.

7 Conclusions

In conclusion, DLC gets a bad name from many gamers, but
there’s nothing morally wrong with most types of it. After
describing each type of DLC, we have shown via 5 moral the-
ories that Cosmetic DLC, Bonus Content DLC, Extra Levels
DLC, Subscription DLC, and Pay to Win DLC are all gener-
ally morally permissible.We then examined Time Skip DLC
and concluded that there are two major subcategories of it,
with one (where permanent boosts or value is obtained) be-
ing moral and the other (where the value is temporary) being
immoral. Finally, we declared Cardinal Sin DLC to be im-
moral, justifying the highly negative opinions of the commu-
nity towards this type of DLC. We hope that this discussion,
along with our other papers about ethics in game design, will
spur more academic discussion of game development prac-
tices, and therefore help to advance the gaming community.
Future work includes a more in depth discussion of deception
in game development, and taxonomies of particular gaming
elements or genres. Our goal is to bring video game design
and development into academia; both academia and the gam-
ing community could benefit from the resulting discussions.
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ABSTRACT
The programming of bots that play games has increasingly
become a popular area of research. Traditionally, these bots
have access to the code or back-end of the game in some way.
In this paper we present Minebot, a Minesweeper bot that is
able to play the game fairly well without any direct access
to the game. The key to its success, and the focus of this
work, is on the visual parsing of a Minesweeper board to an
internal representation that can be worked with, much like
a human would have to do. We believe this is an important
step towards being able to write bots for games for which it is
impossible or impractical to obtain/modify the source code.

1 Introduction

The classic game of Minesweeper (Figure 1) is a tried and
true puzzle game. Following a set of logical rules, the player
tries to uncover all tiles that are not mines without clicking on
a mine. At higher levels, players have to take more guesses
and therefore the game relies more on chance, but that is part
of its addictiveness. Given its immense popularity, the game
is no stranger to AI (Artificial Intelligence) agents which at-
tempt to solve it. However, these bots are all given access to
the back-end of the game. By tapping into the code of how the
game works, the bot is able to get the information it needs in
order to play the game. However, this may not always be fea-
sible (imagine a closed-source game similar to Minesweeper
but harder to implement; there would be so much work to be
done before one could even start to write a solver for it). As
such, the main focus of this paper is taking an important step
towards solving such games without any access to an API or
any of their code whatsoever. Rather, our bot has to visually
parse the screen for the board and then construct an internal
representation thereof (much like a human would). As part of
this, we will also show that a bot can be created in this fashion
which is able to play the game effectively (although far from
optimally), while being subject to the same restrictions a hu-
man would – thereby showing that the visual parsing can be
done accurately enough to allow the task to actually be com-
pleted. We start off with some of the important terms that
readers with a general Computer Science background may
or may not be familiar with in Section 1.1, followed related
work in Section 2. We then describe our solving algorithm
and how we interact with the board in Sections 3 and 4. Fi-

Figure 1: The classic version of Minesweeper used for this work.

nally, we conclude the paper with limitations and potential
areas of improvement and advancement for work of this na-
ture in Section 5.

1.1 Important Terms

In this section, we will list some of the terms used throughout
this work. This way, we can clarify their meaning ahead of
time and make the text flow more cleanly in the following
sections.

• Autonomous Game Playing Agent (AGPA) - In this
work we use the term Autonomous Game Playing Agent
(or AGPA) to refer to a computer-coded agent that tries
to play video games such as Minesweeper.

• “Unknown” and “Empty” Tiles - In this work, we use
“unknown” to refer to a Minesweeper tile that has not yet
been revealed, and “empty” to refer to tiles which have
0 mines next to them. We refer to the latter as “empty”
instead of “zero” to distinguish it from the numbered
tiles 1-8, which are used for certain operations inside
Minebot.

• Flood-Fill - Flood-fill is a technique that operates
much like the paint bucket inside MS Paint. Inside
Minesweeper, when a tile is left-clicked that turns out
to be empty, it will then look at the 8 tiles around it. If
any of those tiles are unknown, it reveals them as well.
Any of those new tiles that are empty then have their 8
neighbors expanded, and so on.
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• NP-Complete - NP-Complete problems are problems for
which no polynomial-time solution has been found, but
a solution can be verified in polynomial time. This is
important because polynomial time is much faster than
non-polynomial time, and many NP-Complete problems
are infeasible to optimally solve in all but the smallest
instances.

2 Related Work

Minesweeper is an NP-Complete game [1], so noone has
found a polynomial-time algorithm to solve it, and the odds
are likely that nobody ever will. However, although no al-
gorithm can solve every possible configuration in polynomial
time, it is often the case that one can create solvers that are
“good enough” to be useful in practice [1]. In this work, we
will present one such algorithm. There are situations which it
simply cannot handle (which will be elaborated upon in Sec-
tion 3), but its able to solve a fair majority of boards quite
effectively.

Minesweeper may be theoretically impossible to fully effi-
ciently solve, but that has not stopped the research commu-
nity from trying. Many Minesweeper bots have been created
over the years, based on concepts such as graphical models
[2], constraint processing [3; 4; 5], tree search [3], divide
and conquer [6], and machine learning [7], among others.
As mentioned before, several of these methods work “well
enough” in many cases, but none of them are able to fully
solve the game. Some of these methods work better than the
one presented in this paper (in no small part due to having
much more sophisticated guessing methods than those em-
ployed here). However, all of these approaches share one key
aspect in common: their only goal is to play the game well.
Although we certainly want the program to perform well, our
primary concern is not making the solver as powerful as pos-
sible. Rather, our goal is to make the solver more akin to
how a semi-skilled human would play the game, especially
involving the visual parsing of the board into a usable repre-
sentation.

The first way this is done is with the guessing scheme
that is elaborated upon in Section 3. Secondly, and
more importantly, all of the approaches above make one
powerful assumption: that one has access to the back-
end of Minesweeper in some way. Each one either
taps into Minesweeper’s code or re-implements the game
(Minesweeper is not very difficult to program, relatively
speaking). Our program, however, does not have access to
any of this. In fact, strictly speaking, it does not have access
to Minesweeper at all, since it is an external program running
independently of Minesweeper. Minebot is only capable of
seeing the screen as a whole. From this, it has to visually
parse the screen, reconstruct the board, and then solve it ac-
cordingly. Each time it decides on a move it needs to click on
the screen like a human would, and each time more informa-
tion is revealed it needs to visually parse it similar to how a
human would. In this way, MineBot is a solver that is unique

Figure 2: An illustration of the Major-Minor rule. Here, the 2 needs
to have 2 mines. We know that there could only be one mine total
between the left unknown and the middle unknown, due to the 1 to
the left of the 2. Therefore, the rightmost unknown would need to
be a mine.

amongst a sea of many, in that it behaves more humanly than
those cited here, while also maintaining good performance.

3 Minesweeper Solver

As previously discussed, a Minesweeper solver itself is not
exactly a novel concept. However, here we would like to go
through a few details of the solver, to further showcase that
is was constructed to be “human-like” to a higher extent than
other solvers. Note that the focus of this work is on the vi-
sual parsing. As such, the solver is primarily a tool to show
that we can use the visual parsing to actually perform use-
ful tasks, not to compete with state-of-the-art Minesweeper
solvers. For the most part, the solver is a pretty typical solver,
taking a distributed agents approach. Rather than viewing the
board as a whole, in most cases each numbered tile on the
board is examined according to a set of rules that derive log-
ical information about unknown tiles around it. If any more
information is able to be logically concluded from the tiles,
it right or left clicks (reveals or places a flag) accordingly. A
full list of the rules can be found below (note that these rules
are what are used in Lines 4 and 5 of Algorithm 5.1) :

• AllMinesAreFlagged - All of the mines for a given num-
ber tile are already marked (that is, if it is a 3, it has 3
flags in the adjacent 8 tiles and at least one unknown).
If this is the case, left click the tiles around that number
tile to reveal them.

• AllUnknownsAreMines - The number of mines remain-
ing to be found around the given number tile is exactly
the same as the number of unknown tiles around it (For
example, if a 3 tile has 1 flag around it, and 2 unknown
squares, they must both be mines). Right click each of
those unknown tiles to mark them with flags.

• MajorMinorRule - This rule looks at the biggest number
tile adjacent to the given number tile that is also less than
that tile. If there are more mines left to be filled than are
adjacent to that lesser number tile, check to see if that
is the amount of unknown tiles that are around the given
number tile but not also the lesser number tile. If so,
left click those tiles to reveal them (see Figure 2 for an
Example).

Please note that there are still some situations in which a hu-

33



man could solve the board and this solver cannot. For exam-
ple, it could come down to a situation where the last remain-
ing unknown tiles have 2 valid configurations – one with 2
mines and one with 3 mines. In this case, the solver would
not be able to solve it, but a human would be able to based on
how many mines are left unmarked on the board. However,
as this solver is able to solve the vast majority of logically
solvable situations in a human-like fashion, and the focus of
this work is not on the solver itself, these 3 rules are sufficient
for MineBot’s purposes.

However, as most Minesweeper players know, guessing is un-
avoidable (literally, because the first move is always a guess).
Therefore, having a guessing strategy for a solver is impor-
tant as well (note that Line 9 of Algorithm 5.1 is to make a
guess when needed). Complicated methods for more accurate
guessing have been proposed [8], but let is face it – the major-
ity of players are not going to sit and calculate out the odds.
They would rather intuitively pick a guess and move on, for
better or for worse. As such, MineBot’s guessing strategy is
an intuitive one based on our own beliefs about Minesweeper
(for better or for worse). This is a two-step process. First,
if any corners are still unknown, MineBot picks those cor-
ners. Intuitively, corners are more likely to have 0s which
will flood-fill and get us more information, and less chance
to get mines. Again, this may not be the most logical move,
but it is what we do when playing Minesweeper so it is def-
initely a human-like approach. If no corner is still unknown,
then instead MineBot has to move to what we call the “Fron-
tier” strategy. The “frontier” is the edge between those tiles
we have opened or marked and those we have not. The idea
is that if something is opened right on the edge, it is prob-
ably next to a 1, 2, or 3 and will have relatively high odds
of being a mine. However, if something is opened far from
the frontier, there is basically no information at all on what
it is. Intuitively, this seems like it should have greater odds
of not being a mine, since there is no information on whether
there are any mines in the immediate area or not, instead of
knowing for sure that there are. If there are multiple frontiers,
MineBot attempts to pick the spot that is, on average, the far-
thest away from all frontiers, by picking the tile furthest away
from all open numbered tiles, as seen in Figure 3.

Overall, that covers the Minesweeper solving logic itself – a
human-like strategy that, although it is not perfect, is able to
solve the majority of smaller boards pretty well. However,
the focus of this experiment was not the solver itself, so let
us now talk about the more interesting component, the visual
parser.

4 Interacting with Minesweeper

Traditionally, most Artificial Intelligences for games are writ-
ten in one of two ways. The first method is that the game’s
source code is found, ported, or rewritten (such as with
MochaDoom [9] or the Super Mario version used in the 2009
Mario Artificial Intelligence Competition [10] ). The second
method is to read the program’s memory to figure out key val-

Figure 3: An illustration of MineBot’s guessing strategy. Since all 4
corners are revealed, MineBot would go with the farthest tile from
any other numbered tile. This would be a tile near the top left (where
all the red lines meet), due to the large cluster of numbered tiles in
the bottom right.

ues, and then edit those values or inject code into the running
program to send commands [11]. However, each of these has
limitations. For the former, a researcher would have to ei-
ther find the source code or essentially re-write it themselves
before they could even get started on an actual AGPA. For
the latter, hacking into the memory and finding out bit by bit
(or rather, byte by byte) what values correspond to what the
researcher wants to know can be a very time-intensive task.

Instead, MineBot tries to parse the board visually, just like a
human would. In order to do this, a Python library known as
PyAutoGui was employed [12]. This library essentially al-
lows us to do simple GUI tasks, to allow for automatic typing
or clicking in Python. The most important feature that was
used from PyAutoGui was its locate and locateAll functions.
What these functions allow python to do is to search for an
image on the screen. The former will return the coordinates
and size of the first instance of the image it finds, and the lat-
ter will return the coordinates and size of all instances found
on the screen (as a 2D list). It also has options to only search
within a certain area on the screen (see Section 5.1 for more
details). Additionally, PyAutoGui also contains a function to
move the mouse to a specified coordinate on the screen in
pixels, as well as functions for right and left clicking, all of
which were used.

4.1 Parsing the Board

The full algorithm for solving the board can be seen in Algo-
rithm 5.1. Line 1 of Algorithm 5.1 is to construct the initial
board representation. However, this requires multiple steps
(which are done for each Mine system icon found):

1. Find the coordinates of the Mine system icon in the top
left of the screen (See Figure 3).

2. Click on that mine image to make the Minesweeper win-
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Algorithm 1: High level algorithm for visually parsing
and solving a Minesweeper Board. More detailed de-
scriptions of the individual lines of the algorithm are dis-
cussed in detail in Sections 3 and 4.

1 function SolveBoard
2 Construct initial board representation based on starting

board state
3 while the game is not solved and MineBot has not hit a

mine do
4 while Logical moves can be made do
5 Make a logical move
6 Update the representation to reflect that move
7 end
8 if the game is still not solved then
9 Make a guess according to the guessing scheme

10 end
11 end
12 if the board is solved then
13 print congratulatory message and stop
14 end
15 else
16 print apologies and stop
17 end

dow active.

3. Find images of the top right and bottom left of the board,
and use their locations to calculate the width and height
of the game area both in pixels and in number of tiles.

4. Call locateAll() on 11 different tile images – flag, empty,
unknown, and the number tiles 1-8, storing each result as
its own list.

5. Condense those 11 lists into one giant list containing the
coordinates and type for every tile on the board.

6. Find the top-left tile on the board by looking for the tile
with the lowest (or tied for the lowest) X and Y coordi-
nate.

7. Using that top left tile, the locations of all the other tiles
can be derived accordingly, and that information can be
used to construct an internal representation of the board.

It is worth pointing out that these steps will construct the ini-
tial representation of any Minesweeper board, including cus-
tom difficulties. In addition, the board does not have to start
off as a new board; MineBot can take over solving a board at
any time. Additionally, as long as the entire board is on the
screen, the board can be anywhere on the screen (as long the
Mine system icon is visible and not hidden behind other win-
dows) and Minebot will be able to detect and work with it.
Furthermore, Minebot runs Algorithm 5.1 for each Mine sys-
tem icon it finds, allowing it to solve all boards on the screen
in a single execution.

The other major part of the overall algorithm that requires
image parsing is Line 6, updating the representation. This
is fairly straightforward. If a move revealed a single tile,

MineBot just uses PyAutoGui to recheck that one square
(note that this means running 9 different checks, as anything
from an empty tile all the way up to a number 8 tile could be
revealed). If MineBot determines that it has revealed a empty
tile however, this means that the board has now flood-filled
those unknown tiles until numbered tiles were found, which
means that MineBot needs to make sure it updates all relevant
tiles. There are two easy ways to do so. First, MineBot could
just floodfill itself, parsing each tile in each direction until
all relevant numbered tiles have been revealed. Second, the
board can actually just be reparsed as in Line 1 of Algorithm
5.1, minus the first two steps. Due to some strong overhead
in the locateAll() function, the latter method is actually much
faster, so that is the method MineBot uses. Also note that if
MineBot exploded a mine with its move, that is dealt with in
Line 3 of Algorithm 5.1, where Minebot makes sure it has not
hit a mine by visually searching the board for exploded mines
and halting if it has.

Finally, MineBot visually parses the board in Line 3 of Al-
gorithm 5.1, as a bit of a shortcut. Rather than checking
the board representation to see whether or not it is solved,
MineBot can simply search the screen for the Smiley-With-
Glasses image that appears when the player wins (This is also
done for Lines 8 and 12 of Algorithm 5.1). Strictly speaking,
this is slower due to the speed of the image search, but its
effect on the overall runtime is negligible. Similarly, to see
if MineBot has hit a mine and lost, it searches the board for
Exploded-Mine images, and return that it has lost if any are
found.

4.2 Making moves

Whether MineBot has logically derived some information, as
in Line 5 of Algorithm 5.1, or is taking a random guess, as in
Line 9 of Algorithm 5.1, it needs to actually effect that change
on the board. To do this, it uses the grid of tile coordinates
that we constructed in Line 2 and a little bit of math to locate
the coordinates in pixels of the tile that we want to right or left
click. MineBot can then use PyAutoGui to move the mouse
to that tile, and then also use it to right or left click the tile
as wanted. This automated clicking ties everything together,
allowing our separate program MineBot to directly affect the
Minesweeper board.

4.3 The Representation

As the main focus in this work is the parsing of the board to
create a visual representation, it is important to discuss that
created representation. Figure 4 shows an example of a board
along with the representation that MineBot creates for that
board. The board is stored as a 2-Dimensional array, which
uses integer numbers to represent each individual tile. The
numbered tiles are simply encoded according to their num-
ber (1-8), empty tiles (those with no mines around them) are
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Size of Box (Pixels) Rough Proportion of Laptop Screen Time Taken
1366 x 768 (1,049,988) Full Screen 135.000 seconds

683 x 384 (262,272) 1/4th Screen 133.813 seconds
342 x 192 (65,664) 1/16th Screen 138.656 seconds
171 x 96 (8,208) 1/64th Screen 137.094seconds
85 x 48 (4,080) 1/256th of Screen 136.250 seconds
43 x 24 (1032) 1/1024th of Screen 136.422 seconds
16 x 16 (256) A single Minesweeper Tile 131.953 seconds

Table 1: A table of the time taken for 10,000 calls to locateAll() based on the amount of space searched. The leftmost column shows the size
in pixels, the middle shows approximately how much of the computer’s screen is being searched, and the last column shows the amount of
process time the search took on the processor. This was used instead of real time for a fair comparison, all tests took approximately 6 minutes
to run in real time.

Figure 4: An example of the representation created by MineBot’s
visual parser. The current board is on the left, and a visual printout
of MineBot’s 2-Dimensional array representation is on the right.

encoded as 0s, and unknown tiles are encoded as -1s. Flags
are then encoded as 9s, making a total of 11 different sym-
bols being used in the representation. It is worth noting that
this conversion is created with 100% accuracy – as long as the
board is fully on the screen and set to one of the 3 default con-
figurations (whether unsolved or partially solved), the repre-
sentation will always be made accurately. Furthermore, this
representation is very similar to what a programmer would
create from the game’s back-end and likely compatible with
any solver (with the one exception listed below). This shows
that using this visual parsing framework, solvers can play the
game just as well by visually parsing the board as they can by
having access to the back end.

Note that the number of mines and time remaining are not
encoded, as they are not used in the solver. If a solver re-
quired the number of remaining mines in order to work on the
board, this could be easily done by having the parser search
for the number of mines. The easiest (but most monotonous)
way to do this would be to take an image of every amount of
mines from 1 to the maximum, which would require at least
a hundred screenshots (since Expert difficulty starts with 99
mines). It is also important to note that actual mines (not
flags) and exploded mines are not encoded, because if either
of those are seen the game is already over.

5 Conclusions

In conclusion, Minebot is a unique Minesweeper solver based
on a novel idea: playing Minesweeper by visually parsing the
board like a human would. It is able to solve most boards
(sans unlucky guesses), but offers the advantage of not need-
ing access to the code of Minesweeper in any way. Instead,
it is able to visually parse the Minesweeper board from any-
where on the screen, and interact with it perfectly (this is not
to say the solving is perfect, but the parsing of the board to
an internal representation, the clicking to open or mark tiles,
etc. never has any errors). It is also able to solve multiple
boards in a single execution. In addition, it makes moves and
guesses in a manner that is much more “human” than solvers
that try to play completely optimally. Often researchers fo-
cus on trying to make an AGPA play the game optimally, but
there is also value to be gained by having agents play more
like humans and observing their behavior. Additionally, one
does not always have access to the back end of video games or
similar tasks. As such, agents which can play games without
direct access to them are a valuable line of research, and we
believe this work is an important step in that direction. If one
were to tie MineBot’s visual parser with a more sophisticated
solver, they could match the state of the art in Minesweeper
solving, but do so without any access to Minesweeper’s code
whatsoever!

5.1 Limitations and Future Work

Unfortunately, there is one large limitation to work of this
nature: the locate() and locateAll() functions in PyAutoGui
are very slow, sometimes taking a second or more to search
the screen for a single image. Being that there are several lo-
cations in MineBot’s code which search for 10 different im-
ages, this means it could take up to 10 seconds per move.
Minesweeper is not a live-action game, but 10 seconds per
move would be agonizing to watch, and would be consider-
ably slower than a semi-skilled human. Fortunately, in prac-
tice it runs considerably faster, making it feasible to watch.
That being said, we did attempt a few methods of speeding it
up, which will now be discussed.

One technique that should logically speed up the searching
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Figure 5: An illustration of more complicated tiling in games. On
the left is a “plains” tile with no mountain under it. In the center is a
standard mountain tile (notice how the entire mountain does not fit
on the tile), and on the right is a plains tile that has a mountains tile
below it. On a 16x15 tile map, a total of 148 individual tiles were
identified due to these combinations, before even factoring in that a
variety of units could be placed on each tile, leading to a very high
overall tiling complexity.

is passing the locateAll() function a region with which to
work. As it states in the official documentation: “These lo-
cate functions are fairly expensive; they can take a full sec-
ond to run. The best way to speed them up is to pass a re-
gion argument (a 4-integer tuple of (left, top, width, height))
to only search a smaller region of the screen instead of the
full screen” [12]. Based on this, whenever a tile flood-filled
by revealing a blank (discussed in Section 4.1), we origi-
nally attempted to re-parse the tiles one at a time under the
assumption that searching the 16x16 pixels that make up a
single Minesweeper tile would be much faster than parsing
the entire screen. However, this was not the case. Table 1
shows a table of searching for an icon on the screen using lo-
cateAll() for various box sizes ranging from the entire screen
to a single Minesweeper tile (Approximately 0.024% of our
laptop’s total screen space). Note that this is processor time,
not real time, for a more fair comparison. As can clearly be
seen here, the size of the box in which PyAutoGui searches
seems to have very little effect on how long the search takes,
contrary to the documentation. We hypothesize that it is ac-
tually still searching the entire screen, and then just returning
only the instances which fit inside the box. Searching a sin-
gle tile takes approximately as much time as searching the
entire screen in these experiments. Based on this, it was actu-
ally faster to re-parse the entire board than to try and parse the
tiles that flood-filled one at a time. It should also be noted that
a tile flood-filling creates a noticeable pause in the solving as
Minebot re-parses the board.

However, by giving the function a box, the search is able to be
constricted to the board itself. As discussed above, it does not
actually speed up anything, but it does avoid some possible
false positives from having multiple Minesweeper windows
open or the like. In order to do this, as part of Line 1 in
Algorithm we add a piece of code which locates the Mine
system icon in the top left of the Minesweeper window. Then,
MineBot does the initial board parse in a rectangle based on
the location of that icon. Next, once we know the top left
tile’s coordinates, we know the exact box that the board takes
up on the screen, so all further visual searches are restricted to
that box which reduces the potential for false positives in the
visual search. This is also what allows Minebot to solve all
Minesweeper boards on the screen in one fell swoop, instead
of getting confused if there are multiple boards on the screen.

Figure 6: Another illustration of more complicated tiling in games.
This is a set of 4 rocks from Creeper World 2 (Left). The first in-
teresting thing to note is that the bottom right rock has another rock
to the right of it, which changes its tile. It is also interesting to note
that the top right tile only has the bright brown line next to it, not a
bright then a faded like can be seen on the left, top, or bottom. In
the right image, which has an overlay put on it, we can see the sizing
issue. In addition to making some of the idiosyncrities of the tiling
more clear, it also illustrates that the top two rock tiles in black are
smaller than the bottom two rock tiles in red (23 tall versus 24 tall).
These are all complexities that would make capturing the layout of
a mission much more complicated than with a Minesweeper board.

There are two other ways to speed up PyAutoGui’s image
searching: searching in greyscale and searching with reduced
confidence. Unfortunately, searching in grayscale causes the
unknown tiles and the empty tiles to be mixed up, so the board
is not read in properly. We can reduce the confidence to about
95%, but it does not make a significant difference in time and
reducing it further can lead to false positives when searching
for tiles.

Finally, a limitation with this kind of work in general is that
the program needs to have an image of each individual item
for which it is trying to search. For Minebot, this meant a to-
tal of 17 (12 tile types, 2 smiley types, the bottom left and top
right corners of the board, and the Mine system icon), which
was very feasible. However, there are a couple of tricky as-
pects with this. First, different resolutions will throw PyAuto-
Gui off a lot, so getting the images can be a little trickier than
one would expect. Next, some games tile in a more compli-
cated fashion. Minesweeper is uniform with its tiling, so it
works well. However, some games such as Advance Wars
perform more complicated tiling. For example, that game has
plains tiles and mountains tiles. If a mountains tile is right be-
low a plains tile, it actually changes the plains tile by leaking
onto it (See Figure 5). This can lead to games like this ei-
ther having very complicated logic or far more tiles than one
can reasonably encode. Additionally, some games just do not
tile regularly. For example, in Creeper World 2 the same tile
for the same object can sometimes be different heights (See
Figure 6) An important area of future work would be to make
more robust visual parsing systems that can handle these ir-
regularities, preferably in the general case.
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ABSTRACT 
 
There continue to be underrepresented student 
populations in undergraduate computer science and 
information technology programs in the United States and 
Pennsylvania. Despite some enrollment growth, female 
students in particular continue to be underrepresented. 
The authors are in the final year of managing a five-year, 
$614,375 program to support underrepresented student 
populations in our majors via scholarships and supporting 
activities, funded by the National Science Foundation. 
The program has been particularly successful in recruiting 
and retaining female students. We have discovered 
several patterns of behavior that provide early warnings 
for at-risk students. Lack of first-semester contribution to 
simple activities such as suggested blogging are about 
93% accurate in predicting students who will not remain 
in the program due to lack of motivation and/or reliable 
work habits. Scholars leave the program because of low 
grade point averages, changes to non-STEM majors, or 
dropping out of college. Low incoming standardized 
exam scores also provide warnings. Detecting at-risk 
students early, and making continued scholarship support 
contingent on attendance at classes and tutoring sessions, 
are promising means for improving retention. Additional, 
more positive types of intervention are considered. Some 
of our findings may apply to our department’s overall 
undergraduate population. 
 
KEY WORDS 
Gender balance, scholarships, underrepresented students.  
 
1.  Introduction 
 
In spring 2015, with our third submission, our Department 
of Computer Science and Information Technology at 
Kutztown University received a National Science 
Foundation (NSF) [1] grant of $614,375 to support 
underrepresented student populations in our majors via 
scholarships and supporting activities. Acceptance of 
scholars was based on prior academic accomplishments at 
high school or community college, letters of 
recommendation, an essay describing why the applicants 
were interested in our programs, standardized test scores 
where available, and financial need. Retention was based 
on maintaining a minimum grade point average and 

staying in a STEM major (Science, Technology, 
Engineering, Mathematics) at Kutztown University, 
allowing for a possible major change. The university does 
not solicit ethnic information as part of the admission 
process, so we did not screen applicants regarding gender 
or ethnicity. We did encourage underrepresented student 
populations to apply in brochures and recruitment. 
 
The program began with a Principle Investigator (PI) and 
two co-PIs. One co-PI retired just as the NSF approved 
the grant proposal. One of the authors became the second 
co-PI that spring 2015. The PI took a medical leave of 
absence in fall 2016 and spring 2017, throughout the 
second year of the five-year program, and retired at the 
start of spring 2018, midway through the third year. The 
remaining co-PI became the PI in that semester, leaving 
the program with two investigators instead of the planned 
three. Recruitment within the department failed to attract 
a second co-PI. The grant also funded one graduate 
assistant (GA) performing interviews and other data 
collection activities concerning scholars, along with two 
undergraduate student workers as supplemental 
instructors, and another as a tutor. It also provided limited 
funding for student mentors as a support group. There 
were volunteer faculty and industry mentors. The GA for 
the 2018-2019 academic year is now a full-time, 
temporary instructor in the department, and a coauthor of 
this paper. The PI organized a significant amount of the 
data of this report, serving as a coauthor. The 2019-2020 
academic year is the fifth and final year for awarding 
scholarships, and the present paper is a summary of 
results going into the final grant report. 
 
2.  Enrollment Demographics 
 
2.1 U.S. computer science enrollment demographics 
 
Table 1 is an abbreviated version of Table B8 of the 2018 
annual Taulbee Survey [2], abbreviated by removing 
computer engineering majors and consolidating small 
groups not appearing among our scholarship’s scholars. 
The Taulbee percentages by gender for programs 
reporting gender in undergraduate computer science 
enrollment in the Taulbee Survey are 80.5% male and 
19.5% female. 
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Table 2 gives a similarly abbreviated report by gender 
from 2010-11 through 2014-15 from the Association for 
Computing Machinery’s (ACM) 2015 in-depth study of 
underrepresentation [3], extracted from ACM’s Table 1. 
These are the years leading up to our program, and there 
is a slight uptick in the last two reported years, suggesting 
agreement with the Taulbee’s 19.5% for women in 2018. 
 
White Black Hispanic Asian Other total 

44.8% 5.1% 11.1% 23.1% 15.9% 100% 

 
Table 1: B.S. in C.S. 2018 enrollment, 156 U.S. depts. 

 
Year # Programs Overall female % 
2010-11 59 13.42% 
2011-12 61 13.08% 
2012-13 64 12.81% 
2013-14 57 14.52% 
2014-15 67 15.95% 
 
Table 2: Female B.S. in U.S. C.S., 2010-11 to 2014-15 

 
2.2 Kutztown University enrollment demographics 
 
Table 3 gives overall enrollment in computer science and 
information technology at Kutztown University, alongside 
the percentage of students reporting as females, black / 
African-Americans, and Hispanic in the major population. 
There is no consistent growth trend in enrolled women 
after 2012, although there is some restoration towards the 
2012 number after 2015, the start of the scholarship 
program. There is a growth trend among African-
American students over that time, with 2018 and 2019 
percentages more than doubling the nationwide 5.1% of 
Table 1. Enrollment of students identifying as Hispanic 
fluctuates, and is on par with the 2018 value in Table 1. 
The percentage of females in Table 3 is noticeably lower 
than the 19.5% of the Taulbee Survey for 2018 [2] and the 
indicated trend of Figure 2. 
 

Year BS CSIT Female Black Hispanic 
2010-2011 170 9.41% 4.12% 8.24% 
2011-2012 185 11.35% 5.41% 9.73% 
2012-2013 193 13.99% 6.22% 7.77% 
2013-2014 205 11.22% 4.88% 8.78% 
2014-2015 216 10.65% 6.48% 11.57% 
2015-2016 279 10.75% 12.19% 8.96% 
2016-2017 289 11.76% 10.73% 10.38% 
2017-2018 336 13.39% 11.61% 8.33% 
2018-2019 337 13.65% 11.28% 7.42% 
2019-2020 300 13.00% 10.67% 9.33% 

 
Table 3: Female & ethnic enrollment at Kutztown 

 
2.3 Our scholarship program’s demographics 
 
Table 4 gives demographics for our STEM scholars. All 
but one successful scholar remained in computer science 

or information technology; one switched to biology and 
maintained the scholarship. Table 4 is for all scholars 
participating for at least one semester in the program, 
including those who later left as reported in the next 
section. Six students did not participate because of lack of 
financial need; their gender balance was 50-50; they do 
not appear in Table 4. Percentages are for the number of 
scholars in the righthand column. With an average of 14.8 
scholars per year for the five years, set against an average 
of 308.2 CSIT majors for the same five years, scholars 
comprise on average 4.8% of our majors. With 50% to 
65% of that 4.8% being women, the scholarship program 
made a measurable increase to overall enrollment. Yearly 
fluctuations in departmental enrollment of black / 
African-American students loosely coincide with 
enrollment of black / African-American scholarship 
students. Hispanic students in the scholarship program are 
clearly underrepresented in comparison to the overall 
major in Table 3 by percentage. 
 
Fall  Female Black Hispanic Asian # scholars 
2015 50.00% 62.50% 0.00% 0.00% 8 
2016 64.29% 35.71% 7.14% 0.00% 14 
2017 68.42% 26.32% 5.26% 0.00% 19 
2018 65.00% 30.00% 5.00% 5.00% 20 
2019 61.54% 46.15% 7.69% 7.69% 13 
 

Table 4: Percentage of # scholars by category 
 
Recruitment of incoming students to the program used 
several approaches. In 2015, before the first year of the 
scholarships, we contacted 82 regional high schools via 
letters, flyers, and postcards. We received no qualifying 
applicants from that effort. Though solicited by the 
investigators, the university’s admission organization 
made no contribution of effort to the program. Thereafter, 
we recruited incoming freshman from underrepresented 
populations during summer events starting in 2015, and 
during fall and spring STEM recruitment open houses. 
We also recruited increasing numbers of transfer students 
in the second and third year. We advertised the program 
at the three Girls in Computer Science Symposium events 
for high school girls in fall 2016, fall 2017, and fall 2018, 
discussed in Section 4.2. We do not know of any students 
in the program or department that enrolled as a result of 
Girls in Computer Science Symposiums; some may have 
enrolled here or elsewhere. 
 
The degree to which scholars in Table 4 correlate with 
departmental major enrollment in Table 3 is only one 
important dimension of this program. If a scholarship that 
includes only 4.8% of the majors in an average year for 
five years is to serve as a catalyst for stimulating diversity 
in enrollment of underrepresented populations, it must 
provide information about what worked within the 
program, and what did not, in order to be useful for 
planning. The next section takes up that analysis. 
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3.  Retention in the program 
 
3.1 Student data relating to the scholarship program 
 
There were 31 scholars in the program, with 11 of these 
still enrolled in spring 2020, at the time of this writing. 
There were 9 additional students who applied and 
qualified academically, but did not enter the program due 
to lack of financial need (6 students) or the decision to 
enter a non-STEM major or a different institution (3). The 
latter 9 are not part of this retention analysis. While 31 
students X 23 attributes listed below do not comprise a 
large dataset, there are some major correlations with 
retention that we believe to be significant. 
 
For data analysis we arranged the following attributes of 
active scholars in the file format used by the Weka data 
analysis tool [4,5], along with manual analysis in 
Microsoft Excel[6]. We collected data from the 
university’s grading database, scholar interviews 
conducted by our graduate assistants, and from direct 
observation of the scholars’ on-line activities and meeting 
attendance. All data collection took place with the 
permission of the scholars, subject to standard 
Institutional Review Board guidelines. 
 
gender – self reported as female / male / other. 
 
ethnicity – self reported as White / Black / Hispanic / 
Asian / did-not-want-to-report. 
 
Interviewed Y or N – scheduled and attended interview 
with the graduate assistant collecting data. Some scholars 
never scheduled or attended requested interviews. 
 
Fit1to4 is a number in the range [1,4] expressing how 
well a scholar felt they fit into the department, collected 
in the Interview. 
 
Confident1to4 is a number in the range [1,4] expressing 
how confident a scholar felt, collected in the Interview. 
 
BlogPosts is the number of blog posts requested by the PI 
/ co-PI that were actually made by each scholar. 
 
BlogUseful Y or N – indicates whether the scholar felt the 
blogs to be useful, collected in the Interview. 
 
UseTutors Y or N – indicates whether the scholar 
reported using tutors, collected in the Interview. 
 
UseMentors Y or N – indicates whether the scholar 
reported using mentors, collected in the Interview. A 
mentor could be a fellow CSIT student, a faculty mentor, 
or an industry mentor. 
 
EventsAttend – is the number of CSIT events attended 
by the scholar, collected in the Interview. 
 

InternYears – indicates number of years scholar was 
employed in CSIT internship(s) , collected in the 
Interview. 
 
CARErating – gives the scholar’s rating of the this 
program on a scale 1-10, collected in the Interview. 
 
AvgAwardYear – is the average monetary award to 
scholar per year. 
 
MathSAT – is the scholar's incoming math SAT score. 
 
HSGPA – is the scholar's incoming high school grade 
point average in the normalized range [0.0, 4.0]. 
 
ALEKS – is the scholars score on the math placement 
exam. 
 
StartGPA – is the scholar's first-semester overall grade 
point average. 
 
EndGPA – is the scholar's most recent cumulative grade 
point average. 
 
Gpadelta – is the EndGPA minus StartGPA. 
 
entry – tags the student as new undergraduate, a transfer 
student, or a returning student. 
 
newstudent – is Y for an entry of new, else N. 
 
status – is the scholar's current status: Dropped (out of 
college) / Current (in the program) / DropSTEM (lost 
scholarship due to change to a non-STEM major) / 
LowGPA (dropped from program due to multi-semester 
low grades) / Graduated (from the program). 
 
InSTEM – is Y if scholar Graduated OR Current, else N. 
 
Objective measures are those not collected in the 
Interview: gender, ethnicity, Interviewed, BlogPosts, 
AvgAwardYear, MathSAT, HSGPA, ALEKS, 
StartGPA, EndGPA, Gpadelta, entry, newstudent, 
status, and InSTEM. The acts of scheduling and showing 
up for a data collection interview by a graduate assistant 
is an objective measure given by the value Y for attribute 
Interviewed, but answers to Interview questions 
themselves are subjective measures. 
 
3.2 Predicting retention from early motivation 
 
One of the most revealing analysis results reported in this 
section relates motivation and willingness to follow 
instructions to retention. Weka gives the following OneR 
rule, which relates InSTEM retention (scholar is Current 
in or Graduated from the program) back to the attribute of 
our list most closely correlated with InSTEM retention. 
OneR is a machine learning algorithm that determines the 
data attribute that correlates most closely with the class 
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attribute being predicted, and then builds an if-then-else 
structure mapping value ranges for the predicting attribute 
to the class attribute [7]. The following rule has only one 
level of if-else structure. 
 
BlogPosts: 
 not ? -> Y 
 ? -> N 
(27/31 instances correct) 
 
This OneR rule predicts that scholars who made blog 
posts (“not ?” means the number is not unknown in the 
dataset) tend towards retention, while scholars that did not 
post blogs (“?” is unknown because there is no number of 
posts) tend towards non-retention. 
 
The confusion matrix for this rule and dataset follows. 
 
  Y   N      <-- classified as InSTEM 
 19   1    |  Y actually still InSTEM 
  3   8    |  N no longer InSTEM 
 
This confusion matrix for the results shows that OneR 
correctly predicts that 19 students who wrote blog entries 
were retained in the program, and it correctly predicts that 
8 students who did not make blog entries were not 
retained. This rule incorrectly predicts that 3 of 31 
students who wrote blog entries were retained in the 
program (they were not), and it incorrectly predicts that 1 
student who did not make blog entries was not retained. 
OneR’s rule gives 27/31, or 87% accuracy for this rule 
with this dataset. Two of the misclassified students 
suffered from health problems beyond the control of the 
grant administrators or themselves. Those problems 
affected their measures. Discounting their numbers, 27/29 
gives 93% accuracy for this rule. 
 
Table 5 illustrates this data relationship in more detail. 
Blank cells indicate students who did not create a 
BlogPost, or who did not schedule and attend an interview 
in order to answer the BlogUseful question, among others. 
The red, underlined Current entry near the bottom left of 
the table shows the one scholar who did not create a blog, 
and the three red, underlined BlogPost counts show the 
three students who created blogs but were not retained. 
Two left the university, one with a low GPA and one with 
a high GPA and medical problems, and the other left the 
program due to a low GPA. 
 
Using OneR to map Interview attendance to retention in 
the program gives a positive but less predictive 
correlation, with 22/31 = 71% accuracy. 
 
Interviewed: 
 Y -> Y 
 N -> N 
  Y  N   <-- classified as InSTEM 
 17  3 |  Y actually still InSTEM 
  6  5 |  N no longer InSTEM 

 
Scholars in Table 5 with blank BlogUseful entries did not 
schedule and attend interviews.  Three non-interviewees 
are retained, and six interviewees were not. 
 
In addition, OneR maps answers to the interview question 
of whether blog posting was useful or not, exactly as it 
maps the Interviewed question, with 22/31 = 71% 
accuracy. Removing the two students with interfering 
medical problems brings this figure to 22/29 = 76% 
 
BlogUseful: 
 Y -> Y 
 N -> Y 
 ? -> N 
  Y  N   <-- classified as InSTEM 
 17  3 |  Y actually still InSTEM 
  6  5 |  N no longer InSTEM 
 
Students who interviewed and answered either Yes or No 
to the question “Is the blog useful” correlate with 
retention, while students who did not interview (? -> N) 
correlate with non-retention. 
 
status BlogPosts BlogUseful 
Current 1  
Current 3 Y 
Graduated 3 Y 
Graduated 4 Y 
Current 5 N 
Current 6 Y 
Current 7 Y 
Graduated 7 Y 
Graduated 8 Y 
Graduated 9 N 
Current 15 N 
Graduated 9 Y 
Current 15 Y 
Graduated 18 Y 
Current 20 N 
Current 20 Y 
Current 26 Y 
Graduated 28  
Current 56 Y 
Dropped 10 N 
LowGPA  N 
Dropped  Y 
Dropped 10 Y 
LowGPA  Y 
LowGPA  Y 
DropSTEM   
DropSTEM   
DropSTEM   
Current   
DropSTEM   
LowGPA 9  
 
Table 5: Mapping blog entries to retention in program 
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The useful facts about the blog posting correlation 
BlogPosts: 
 not ? -> Y 
 ? -> N 
are the following. 
 
a. This measure is objective, not an opinion. They either 

posted, or they did not. 
 

b. In addition to being a very accurate predictor at 87 to 
93%, it is a very early predictor. Scholars were 
instructed at the start of the program and at the start 
of each semester: 
 

“Welcome back to another semester! For a few of you, 
your last semester!! This is a reminder that as a CARE 
scholarship recipient you have certain responsibilities. 
Some of these are maintaining a journal (blog), updating 
your resume annually, and working with mentors.  Also, 
make sure you have signed the consent form. If you 
haven’t, or aren’t sure if you did, please stop by my office 
asap.” 
 
c. Blog posting is not enforced by grades or other 

levers. 
 
We conclude that assigning but not forcing blog posts to 
all incoming majors would provide early indications of 
students who will have problems with the major. Posting 
versus not posting appears to be a combination of 
motivation and willingness to follow a simple 
requirement with no punitive repercussions for not 
following. Forcing blog posts would have lost this early 
indicator. 
 
Scheduling and attending interviews, while objective, has 
several limitations. At 71 to 76% it is less accurate than 
the blog post measure. Second, it is not early in the 
program. Interviews occurred near the end of each spring 
semester, while scholars received the blog instruction 
when they entered the program and at the start of each 
semester. Third, while not coerced, there is some pressure 
to respond to the graduate assistant / interviewer’s request 
to set up and attend an interview that is not present with 
the blog. That pressure may have lowered the predictive 
accuracy. Finally, as seen by the third OneR rule above, 
the answer to the question of whether the blog is useful 
has no correlation to retention. Only the fact of giving a 
Yes or No answer, by virtue of attending an interview, has 
any correlation. While blogging may not be perceived as 
useful to some of the retained scholars, it is useful to the 
project managers by providing an early warning measure 
for motivation and willingness to follow instructions in 
the absence of an absolute mandate. 
 
3.3 Correlating retention with gender and ethnicity 
 
Table 6 shows retention by student-reported gender and 
ethnicity. The “% of 31” is the percentage of all program 

scholars for that row. The “%accepted” column is the 
“Retained” column divided by the “Accepted” column; it 
is the retention rate for that row’s students. Keep in mind 
that retention correlates strongly with posting at least once 
in the blog, indicating motivation and / or willingness to 
follow an assignment with no grade or means of 
enforcement, early in the program. 
 
 Accepted % of 31 Retained %accepted 
Female 19 61.29% 13 68.42% 
Black 10 32.26% 4 40.00% 
Hispanic 2 6.45% 1 50.00% 
Asian 1 3.23% 1 100.00% 
White 17 54.84% 13 76.47% 
DNR 1 3.23% 1 100.00% 
 

Table 6: Program acceptance, retention by category 
 
With such small numbers, the rows with measures for 
Hispanic, Asian, and DNR (did not report ethnicity) 
students are not indicators of patterns, beyond the fact that 
few Hispanic and Asian students entered the program. 
Table 3 shows an average of 9% of the university’s CSIT 
majors self-describe as Hispanic, undoubtedly with many 
qualifying for the program. That row in Table 6 indicates 
a need for doing more effective recruitment among 
incoming Hispanic students. 
 
The measure of 61.29% female students in the program, 
and 68.42% retention rate among females, indicates that 
the program has been effective in recruiting successful 
females, when compared to the numbers of Tables 2 and 
3. 
 
Retention rate among white females was 8/12 = 66.6%. 
Retention rate among black / African-American females 
was 3/4 = 75%. Other female-ethnicity subcategories of 
Table 6 contained only 1 or 2 students and are too small 
for statistical analysis. Several additional measures help to 
determine why female scholars had a high success rate. 
 
 Female Black White 
Blogged 15/19 (79%) 4/10 (40%) 16/17 (94%) 
Interviewed 14/19 (74%) 7/10 (70%) 14/17 (82%) 
Fit 3.039 3 3.509 
Confident 3.607 3 3.738 
UseTutors 10/12 (83%) 4/10 (40%) 11/17 (65%) 
UseMentors 11/14 (79%) 3/10 (30%) 12/17 (71%) 
Interned 2/19 (11%) 3/10 (30%) 1/17 (6%) 
MathSAT 518 488 531 
HSGPA 3.462 3.19 3.49 
ALEKS 68 57 65 
Retained 68.42% 40% 76.47% 
 

Table 7: Measures for 3 largest categories 
 
Table 7 gives significant measures for the three largest 
demographic categories, with the bottom row being a 
copy of the rightmost column entries of Table 6. Blogged 
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and Interviewed are objective measures, with percentages 
based on population size for each row. Fit through 
Interned are subjective measures based on interview 
questions. Fit is a response within the range [0.0, 4.0] for 
the question, “On a scale of 1-4, how do you feel you fit 
into the Comp. Sci. population at Kutztown U?” 
Confident is a response within the range [0.0, 4.0] for the 
question, “Again, on a scale of 1-4 are you confident in 
your abilities to succeed in this program?” UseTutors 
measures number of scholars reporting using tutors and/or 
supplemental instructors, including those funded by the 
grant. UseMentors measures number of scholars reporting 
using student mentors funded by the grant and/or 
volunteer mentors from departmental faculty and 
industry. The math SAT, high school GPA (range [0.0, 
4.0]), and ALEKS math placement exam score are 
objective measures received upon entry to the university. 
ALEKS may take place any time before the first 
mathematics course; some transfer students with transfer 
math courses do not take the ALEKS exam. All three of 
these measures are mean values in Table 7. 
 
Participatory measures Blogged, Interviewed, UseTutors, 
and UseMentors are lowest among the Table 7 population 
with the lowest retention rate, black / African-American 
scholars. The Fit measure (how do you feel you fit in?) is 
about the same for female and black / African-American 
scholars, in a major discipline dominated by white males 
in recent years. In contrast, females feel about 20% more 
confident in their ability to succeed, on average, than do 
black / African-American scholars; the female population 
is on par with the white population in the confidence 
measure. Participation in internships does not contribute 
to retention in the Table 7 correlations, although it 
probably contributes to success after graduation. 
 
Black / African-American scholars entered the program 
with lower Math SAT, HSGPA, and ALEKS scores than 
the other two categories of Table 7. Subjective confidence 
was lower. Participatory measures as noted are lowest 
among black / African-American scholars. In contrast, the 
subjective feeling of fitting in are not significantly lower 
than they are for female scholars. 
 
40% of black / African-American scholars did complete 
the program, so lack of retention is not universal in this 
population. Again, using lack of forced blogging as a 
measure can catch students from any category who are 
prone to non-retention. Once detected, the authors 
hypothesize that more active encouragement of all 
scholars at risk to participate in using tutors and mentors 
is the most promising approach for helping these students, 
even to the limit of mandating attendance at tutoring 
sessions for non-blogging students and students with low 
GPAs. The alternative is to allow these at-risk students to 
continue in the program until they fail to meet its GPA 
requirements. The rules for this scholarship program state 
that students are required to maintain an overall GPA of 
2.5; students who fell below that measure were given a 

semester to achieve a single-semester GPA of 3.0 before 
being dismissed from the scholarship. We will consider 
an added requirement for future scholarship programs, 
that students detected as at-risk via the unforced blogging 
requirement, those with low incoming standardized exam 
scores, or those with GPAs near or below 2.5, must attend 
class and tutoring sessions as part of the continuation of 
inclusion in the program. All students were encouraged to 
use tutors, and all students with GPAs below 2.5 were 
encouraged again to use tutors in their warning letters 
before the probationary semester. Given the overall non-
participatory behavioral pattern of most non-retained 
students, it may be necessary to replace encouragement 
with mandates for attendance. There may be some 
helpful, non-mandated interventions for at-risk students 
discussed in Section 5. 
 
After removing the status attribute of the attribute list 
because it is redundant with the InSTEM attribute, and 
removing the university GPA measures because they 
happen after the fact of classes, we achieved the most 
accurately predictive model by using Weka’s Naïve 
Bayes statistical model, based on conditional probabilities 
[8]. This model gives detailed correlations of scholar 
measures to InSTEM retention. The Bayes table gives the 
following measure of accuracy. 
 
Correctly Classified Instances  90.3226 % 
Kappa statistic                           0.7748 
  Y  N      <-- classified as InStem 
 20  0    |  Y actually still InSTEM 
   3  8    |  N no longer InSTEM 
 
Interpreting the Kappa statistic is beyond the scope of this 
paper, although a value of 0.7748 is good. Naïve Bayes 
mis-classifies only 3 students out of 31, going one better 
than OneR on Blogged. Moreover, perusing the Naïve 
Bayes correlation table is instructive and interesting, so it 
appears in full below. The left column of values is for 
InSTEM = Y (retained), and the right column for InSTEM 
= N (not retained). Weighted, normalized attributes do not 
typically sum to the number of scholars in Naïve Bayes 
tables. Naïve Bayes assumes a normal distribution of 
numeric attributes. Reported [total]s for discrete attributes 
and weight sums for numeric attributes relate an 
attribute’s correlation to the Y/N InSTEM class; reported 
precision is the percentage of positive predictions to total 
predictions conditioned by a numeric attribute. Inspecting 
the relative values in InSTEM’s Y column to its N 
column show the relative correlation of each attribute-
value to InSTEM. Naïve Bayes skips over unknown 
attribute values such as interview questions unanswered 
by students. 
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Naive Bayes Classifier 
                       Class 
Attribute (InSTEM)        Y         N 
                      (0.64)    (0.36) 
======================================= 
gender 
  F                      14.0       7.0 
  M                       8.0       6.0 
  [total]                22.0      13.0 
 
ethnicity 
  White                  14.0       5.0 
  Black                   5.0       7.0 
  Hispanic/Black          2.0       1.0 
  Asian                   2.0       1.0 
  Hispanic                1.0       2.0 
  DNWTR                   2.0       1.0 
  [total]                26.0      17.0 
 
Interviewed 
  Y                      18.0       7.0 
  N                       4.0       6.0 
  [total]                22.0      13.0 
 
Fit1to4 
  mean                 3.4412    2.9375 
  std. dev.            0.5927    0.6644 
  weight sum               17         6 
  precision             0.375     0.375 
 
Confident1to4 
  mean                 3.7353    2.6667 
  std. dev.             0.348    0.7454 
  weight sum               17         6 
  precision               0.5       0.5 
 
BlogPosts 
  mean                13.8534   10.4762 
  std. dev.           12.5124    1.8519 
  weight sum               19         3 
  precision            3.9286    3.9286 
 
BlogUseful 
  Y                      14.0       5.0 
  N                       5.0       3.0 
  [total]                19.0       8.0 
 
UseTutors 
  Y                      14.0       4.0 
  N                       3.0       3.0 
  [total]                17.0       7.0 
 
UseMentors 
  Y                      14.0       4.0 
  N                       4.0       4.0 
  [total]                18.0       8.0 
 
CSIT Events Attended 
  mean                 5.0196    2.6667 
  std. dev.            2.8387    1.3333 
  weight sum               17         6 
  precision            1.3333    1.3333 
 
Internship Years 
  mean                 0.4118         0 
  std. dev.            0.8443    0.1667 
  weight sum               17         6 
  precision                 1         1 

 
CARErating 
  mean                 9.2813       8.4 
  std. dev.             0.918    0.8602 
  weight sum               16         5 
  precision               0.5       0.5 
 
AvgAwardYear 
  mean              7307.5324 7370.3289 
  std. dev.         1720.2903 1905.5156 
  weight sum               20        11 
  precision          363.5588  363.5588 
 
MathSAT 
  mean               556.8182       500 
  std. dev.            92.793   30.1511 
  weight sum               12         6 
  precision           27.2727   27.2727 
 
HSGPA 
  mean                26.9346    19.629 
  std. dev.           39.2477   32.3997 
  weight sum               19        10 
  precision            3.5052    3.5052 
 
ALEKS 
  mean                   74.4      36.3 
  std. dev.           13.5233       9.9 
  weight sum               11         2 
  precision               6.6       6.6 
 
entry 
  new                    16.0       9.0 
  transfer                6.0       3.0 
  returning               1.0       2.0 
  [total]                23.0      14.0 
 
New student 
  Y                      16.0       9.0 
  N                       6.0       4.0 
  [total]                22.0      13.0 
 
Correctly Classified Instances  28               
90.3226 % 
Kappa statistic                          
0.7748 
 
=== Confusion Matrix === 
 
  a  b   <-- classified as 
 20  0 |  a = Y = retained InSTEM 
  3  8 |  b = N = not retained InSTEM 
 
3.3 Retention by year 
 
Table 8 gives two measures of retention by year for the 
program. The Retained percentage is the percentage of 
scholars who joined the program that year and who 
graduated or who are completing the program now. The 
StayedIn percentage is the percentage of scholars who 
remained in the program into the next year or who 
graduated. There are 13 scholars in the program during its 
fifth and final year. The first row of percentages fluctuates 
by year, while the second increases almost monotonically. 
Reasons for leaving include Dropping STEM as a major 
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or dropping out of college, a consistently low GPA across 
two or more semesters, and one Medical problem. 
 
YearJoined 1 2 3 4 
CountJoined 8 9 7 7 
Retained 60.00% 44.44% 100.00% 71.43% 
NumberIn 8 14 19 20 
NumberOut 5 12 15 18 
StayedIn 62.50% 85.71% 78.95% 90.00% 
WhyNot Drop Drop,GPA Drop,GPA,Med Drop,GPA 
 

Table 8: Retention by year of the program 
 
We conjecture that increase in year-to-next (StayedIn) 
retention in year 2, and increase in joined-to-completed 
(Retained) retention in year 3, may have been caused by 
increases in recruiting transfer students starting in year 2. 
That conjecture turned out to be incorrect. In looking for 
common attributes among cohorts, the two attributes most 
closely correlated with the year each scholar joined are 
incoming math SAT and ALEKS math placement tests, 
seen in the Naïve Bayes tables below, but these measures 
do not match the retention trends in Table 8 very closely. 
 
Naive Bayes Classifier 
 
                  Class (YearJoined) 
Attribute     1        2        3        4 
         (0.26)   (0.29)   (0.23)   (0.23) 
========================================= 
MathSAT 
  mean      500   545.45   481.82   610.91 
ALEKS (math placement exam) 
  mean        0     46.2     74.8       66 
 
Correctly Classified Instances  20 64.5% 
Kappa statistic                 0.5277 
 
The lower-valued entries for ALEKS derive from the fact 
that this math placement exam was not required by the 
university during the first year and a half of this program; 
zeroes substitute for missing values. The peak math SAT 
year 4 corresponds with the second highest incoming 
retained percentage of 71.43% , and the peak ALEKS 
year 3 corresponds with the highest incoming retained 
percentage of 100%, but otherwise, yearly attribute 
correlations are weak. Of course, StayedIn is cumulative 
across advancing years, since each year accumulates the 
retained scholars from the previous and current years. 
 
Given the importance of these exam-based incoming 
indicators, the following Naïve Bayes table relates status 
in the program to mean exam scores, where InSTEM is 
the combination of graduates from the program and 
current successful scholars. Clearly, both exam scores are 
reliable early indicators for at-risk scholars. Again, 0 is an 
indicator of absence of ALEKS scores due to lack of 
mandatory testing early in the program. Also, some 
students do not take the ALEKS exam until they are 
preparing to take a mathematics course. 
 

Naive Bayes Classifier 
 
Class (current scholars+graduated are InSTEM) 
Attribute    DropKU   InSTEM DropSTEM   LowGPA 
             (0.11)    (0.6)   (0.14)   (0.14) 
============================================ 
MathSAT 
  mean       518.18   556.82   463.64   518.18 
ALEKS 
  mean        46.2     74.4     26.4        0 
 
4.  Related departmental activities 
 
4.1 Digital arts and creative coding courses 
 
Beginning in the fall 2015 semester, one of the authors 
began offering Introduction to Creative Graphical Coding, 
an entry level programming course for general education 
credit designed to attract a diverse student population. 
The course was an outgrowth of this author’s previous 
course teaching Adobe Photoshop and Illustrator image 
editing to general education students, but with a focus on 
graphical programming. Furthermore, in spring 2016 this 
author began teaching a more advanced Object-Oriented 
Multimedia Programming course, serving both students 
who had completed the Introductory course, and CSIT 
majors who wanted to learn graphics and multimedia 
programming. The Introductory course soon became a 
required course in an interdisciplinary minor in Web 
Development with the Graphic Design Department, with 
the Advanced course serving as an elective. Kutztown 
University’s Art Department added a major in Applied 
Digital Arts (APD) in spring 2018, with the Introductory 
course required of all of these students, and the Advanced 
course required in two of the four major tracks.  
 
Table 9 shows the gender distribution for the two courses, 
with semesters including APD students underlined. The 
Introductory course immediately achieved a gender 
balance almost never seen in CSIT courses. The two APD 
tracks that include the Advanced course also include 
courses involving programming computer games or 
embedded multimedia systems. At the current female 
enrollment number of 19.57%, the advanced course 
exceeds the U.S. and Kutztown female enrollment of 
Tables 2 and 3, and reaches the 19.5% reported for the 
Taulbee Survey [2] in Section 2.1 of this document. 
 
course semester female students %female 
Intro fall2015 1 16 6.25% 
Intro fall2016 10 21 47.62% 
Intro fall2017 12 43 27.91% 
Intro spring2018 26 53 49.06% 
Intro spring2019 26 68 38.24% 
Intro spring2020 40 78 51.28% 
Advanced spring2016 2 26 7.69% 
Advanced spring2017 6 40 15.00% 
Advanced fall2018 9 47 19.15% 
Advanced fall2019 9 46 19.57% 
 

Table 9: Gender in Multimedia Programming  
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This author’s intention of attracting more female students 
to programming has been successful. Grades and 
enthusiasm show no aptitude differential by gender. A 
few of these women have switched to become CSIT 
majors. A long-term goal is to attract more of them to our 
master’s programs in computer science, information 
technology, professional master’s program, or data 
science certificate program, after they have had successful 
experience with programming as undergrads. 
 
4.2 Girls in Computer Science Symposium 
 
Our department chair and another female department 
member introduced the annual Girls in Computer Science 
Symposium in 2017 that includes a Cyber Café, campus 
tour, hands-on activities, and meeting with faculty and 
industry members for regional high school girls in 8th 
through 12th grades. Table 10 gives attendance statistics. 
The goal is not one of recruitment to Kutztown 
University, but rather recruitment to computer science and 
information technology. The events are well received by 
the attendees and regional industry members and, as seen 
from Table 10, the event is growing. 
 

Girls in CS schools attendees vendors 
vendor 
attendees 

Mar-17 5 71 10 17 
Oct-17 6 75 14 25 
Oct-18 6 97 14 31 
Oct-19 10 165 12 31 
 

Table 10: Girls in Computer Science Symposium  
 
The focus of the event is the Cyber Café, where regional 
vendors present demonstrations and discuss how 
computer science and information technology are utilized 
at their company. This provides the student attendees an 
opportunity to learn more about potential careers in 
computer science and information technology. Each year, 
more than 95% of the student attendees rated the Cyber 
Café as excellent or very good. Comments indicated the 
students learned about possible careers in computer 
science and information technology they had not 
considered before, which is one of the primary goals of 
the symposium. 
 
5.  Conclusions and Interventions 
 
The enrollment and retention of female students in the 
program has been a success, with overall statistics at 
61.29% accepted and 68.42% retained as shown in Table 
6.  Table 7 shows that female scholars had high aptitude, 
were motivated to participate in program activities, and 
were successful. Combined with larger and growing 
numbers of females learning multimedia programming as 
conveyed by Table 9, and the increased participation in 
the Girls in Computer Science Symposium of Table 10, 
the commitment of this scholarship program and related 

programs at Kutztown University are supporting female 
CSIT students well. 
 
Table 7 shows that recruitment of Hispanic scholars and 
retention of African-American scholars are below 
adequate levels when compared to our majors as a whole 
in Table 3. Recruitment has largely been “in house” in 
terms of soliciting students who were already enrolled in 
Kutztown University’s CSIT majors, and so recruiting a 
higher percentage of Hispanic students to similar 
scholarship programs should start with focusing on 
students already at hand. 
 
Retention of African-American scholars, or any scholar 
demographic with lower than average retention rates, 
depends on using knowledge gained from additional 
retention indicators. The analyses reported in this paper 
suggest the following steps. 
 
1. Initiate a program of encouraging all incoming 

majors to blog during the first semester without 
actively enforcing this encouragement. Enforcement 
would defeat the predictive nature of voluntary 
participation. 
 

2. Require all incoming majors to take the ALEKS math 
placement exam at the start of the incoming semester, 
instead of allowing a student to wait until planning 
the first math course. Correlate incoming math SAT 
and ALEKS math placement results to success in the 
major for all students. 

 
3. Use contribution to the first-semester blog and the 

incoming math SAT and math placement exam 
scores to identify at-risk students who have met 
minimum requirements for acceptance. 

 
4. For at-risk scholars benefitting from a scholarship 

program, include mandatory attendance in classes 
and tutoring sessions among the terms of the 
scholarship. Similarly, for scholars falling below the 
minimum GPA required for retention in the 
scholarship program, make attendance in classes and 
tutoring sessions mandatory. These requirements may 
not be applicable to the majors at large, because they 
are two-tiered attendance requirements. Majors not at 
risk do not have these requirements. However, for 
scholarship recipients, they are justifiable in terms of 
continuing scholarship awards that must be earned. A 
GPA that falls below a minimum was already in the 
terms of the award of this study. Reducing risk by 
mandated class and tutoring attendance is preferable 
to loss of a scholarship in a later semester. 

 
Voluntary attendance at interviews, tutoring sessions, 
mentoring sessions, and CSIT events provides additional 
concrete evidence of likelihood of success, at later dates 
than incoming exam scores and blogging, but they do 
supply additional measures that correlate with retention. 
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Step 4 above relies exclusively on mandates. “A Cross-
section of Promising Interventions” on pages 28-35 of the 
ACM 2015 in-depth study of underrepresentation [3] 
suggests a variety of interventions already present in the 
efforts discussed above. These include peer mentors, early 
orientation sessions, developing curricular structures such 
as the multimedia programming courses to encourage 
exposure to the discipline so non-traditional students can 
“discover an interest they didn’t know they had.” The 
study explicitly mentions building courses around 
“compelling contexts” such as image processing, robotics, 
art, and music. “These types of experiences may resonate 
with students in the arts or other populations and help 
engage students outside STEM fields in CS.” This is 
exactly the approach of our collaborations with faculty 
and curricula in the College of Visual and Performing 
Arts at Kutztown University. 
 
A checklist of additional interventions to “Meet Students’ 
Varied Backgrounds” [3] follows, tagged YES if our 
program currently employs these techniques, NO if not, 
and MIXED if partially employed. 
 

• Offer summer bridge programs for students from groups 
with historically higher attrition rates (NO). The difficulty 
for our scholars is that recruitment has been largely in 
house from already-matriculating students. A summer 
bridge program preceding the first semester would require 
assessing at-risk students before that summer via 
voluntary blogs and math SAT and placement tests. It is 
doable. 
 

• Provide tutoring for introductory topics  (YES). 
 

• Provide various paths through the introductory sequence 
(YES). 
 

• Offer electives to address gaps (YES). 
 

• Encourage student groups to offer workshops (YES). 
 

• Increase helpful collaboration, such as pair and team 
programming, active learning, avoiding competitive 
course policies, and encouragement by demographic peers 
(MIXED). 
 
Increasing helpful collaboration depends largely on the 
alignment of all faculty in the department, and 
unfortunately lack of such alignment leads to mixed 
results. This is a sad fact of priorities in academic culture 
to which we must apply consistent pressure for change 
over time. The ACM study [3] states that, “A common 
fallacy is that there is one silver bullet that can transform 
an institution into an inclusive and equitable learning 
environment for all students. The frustrating fact is that 
there is no silver bullet. Even a single bad actor within a 
department can thwart efforts to improve the culture and 
community of the department. Rather than a set of 

predefined steps to follow in diversity and inclusion work, 
making improvements requires understanding the culture 
and community at an individual institution and the 
narratives and actors that work against an inclusive 
environment.” We are in full agreement that the work is 
incremental and ongoing, informed by analyses such as 
the current one. 
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ABSTRACT 
 
The Model-View-Controller (MVC) is a design pattern for 
architecting the interactions among human users of 
graphical computing systems with the software Controller 
that manages user input, the Model that houses system 
state, and the View that projects the Model state into 
intelligible graphical form. The present work examines 
extending MVC into a Distributed Model-View-Controller 
pattern, starting with a stand-alone MVC system that is 
amenable to distribution over a local area network (LAN). 
Distribution takes the form of cloning a stand-alone MVC 
application into distinct client and server programs, and 
then altering each for its purpose while maintaining the 
initial graphical compatibility of the starting, stand-alone 
system. A graphical client remote control running on a 
tablet computer sends its Model update events to the 
server’s Controller via the LAN, acting as a remote input 
device for the server. The client uses simple, two-
dimensional graphics for efficiency, while the server’s 
graphical View can afford to use computationally 
expensive three-dimensional animations. Avoiding server-
to-client synchronization avoids congestive LAN traffic 
and complicated interaction. The client acts as a one-way 
remote control, albeit a remote control with a display that 
is a simple version of the server’s display. 
 
KEY WORDS 
Android tablet, distributed remote control, graphics.  
 
1.  Introduction 
 
This report grows out of a course project in creating a 
graphical remote control (the client) on an Android tablet 
device [1] to manipulate a graphical application (the 
server) running on a PC or laptop, in the context of an 
undergraduate course in object-oriented multimedia 
programming. In the previous offering of this course, we 
used a text-based menu system on the client device to select 
and send commands to the server via the wireless local area 
network (LAN). While meeting minimum requirements for 
a remote control, the client user interface looked nothing 
like the graphical server. Its use was cumbersome and 
nonintuitive. This report explains how we distributed the 
well-known Model-View-Controller (MVC) design 
pattern [2] to convert a stand-alone, interactive graphical 

application into two programs, a graphical server running 
the main application, and multiple graphical clients whose 
user interface reflects the graphical nature of the server 
while avoiding excessive synchronization traffic on the 
LAN. 
 
2.  A Stand-alone Graphical Application 
 
Figure 1 illustrates the graphical view of the handout code 
for the first, stand-alone assignment. Each rectangle 
represents a musical note, similar to a key on a piano 
keyboard. Color represents a note’s position in its scale 
being played, where a musical scale is a cyclic sequence. 
Brightness represents a note’s aural volume. The 
application was intended for a circular planetarium 
projector, hence the guide circle. The arrangement of notes 
was random in the handout code. Pitch and volume are 
ambiguous in Figure 1, because there are multiple notes of 
a given position in a scale, e.g., multiple “do”, “re”, “mi”, 
etc. notes at distinct octaves, just as there are on a piano. 
 

 
 

Figure 1: Randomly arranged notes in handout code 
 
Graphical coding for this course is in Processing [3-6], 
which is a framework consisting of library classes, 
functions, coding conventions, and an integrated 
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development environment (IDE) in Java. A generated Java 
class encapsulates the programmer’s sketch code. A timer-
driven loop calls the programmer’s draw() function 
periodically at the frame rate, by default every 60th of a 
second. By clearing the display and redrawing graphical 
shapes at slightly different locations on each invocation of 
draw(), the programmer can create animations. 
 
Processing code can access the full Java class library, 
including the Musical Instrument Digital Interface (MIDI) 
[7-8] classes in package javax.sound.midi [9]. In this 
assignment project, pressing on a mouse button toggles the 
Processing mousePressed Boolean variable to true. A loop 
within the application’s periodic draw() function finds the 
closest graphical note within Figure 1 to the pressed mouse 
and invokes its display() function. The note’s display() 
function performs two actions: It displays a 3D graphical 
shape, centered at the 2D location of the closest note in 
Figure 1, and it sends a MIDI noteon message with the 
pitch and volume as parameters to a sound synthesizer 
selected at program start-up time. For the assignment we 
used software sound synthesizers built into the Java MIDI 
library. Releasing the mouse re-invokes the note’s 
display() function, informing it to silence the sound with a 
MIDI noteoff message, and to return to displaying a 2D 
rectangle. 
 

 
 

Figure 2: Notes arranged using polar geometry 
 
The first assignment requirement was to arrange the notes 
in a logical order that would be apparent to a musician 
playing this virtual instrument. The author supplied 
pseudocode and a library of polar geometry functions for 
converting device coordinates to polar coordinates and vice 
versa. Polar geometry uses a normalized coordinate 
dimension of rotational amount in the radian range [0, 2p) 
for longitude around the circle from a reference ray (the 
line from the center to the rightmost edge of the circle), and 
a normalized dimension of [0.0, 1.0) for the latitude 
distance from the center at 0.0 to the perimeter. Using 

normalized coordinates was a key design decision in this 
project for distributing a graphical design across computer 
displays of varying pixel ratios. The first step in 
interpreting a mouse location is converting from device 
coordinates to normalized polar coordinates; the last step 
in displaying a graphical object is converting from 
normalized coordinates to device coordinates. The author’s 
polar geometry library functions convert using the pixel 
resolution of the device running the code. The library also 
supports normalized Cartesian geometry with X and Y 
coordinates in the range [-1.0, 1.0], and their conversion to 
device coordinates, for applications that bound the 
interaction area with rectangles. 
 
In Figure 2, we mapped the pitch of each note to its 
longitudinal location around the circle, and its volume 
(MIDI velocity) to its distance from the center, with the 
loudest notes in the central ring. Three notes of the same 
color along a given ray going out from the center have the 
same pitch with decreasing volume. The most bass note is 
the red “do” note along the ray from the center to the 
rightmost edge of the circle; pitch increases counter 
clockwise, with the most treble note also being a “do” note 
just before the most bass note. 
 
In this first assignment, students also selected a MIDI 
instrument and an audio effect (MIDI controller) to 
customize their instrument sounds [7], and they replaced 
the author’s 3D box (cuboid) with a custom 3D shape to 
display when a note sounded due to a mouse press. 
 
3.  Applying Model-View-Controller 
 

 
 

Figure 3: Model-View-Controller design pattern 
 
Figure 3 illustrates the Model-View-Controller design 
pattern as it applies to the design of graphical user interface 
(GUI) based applications [2]. A user triggers input data 
events via sensors such as key presses and mouse 
manipulation, sending these events and their data to a code 
module comprising the Controller. The Controller updates 
the state of the application that resides in the Model 
module. The Model updates a sensory display that 
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embodies the View, illustrating the updated state of the 
Model for the human user. 
 
Figure 4 illustrates the Model-View-Controller design 
pattern as it applies to this application. Mouse movement 
updates Processing’s mouseX, mouseY coordinate 
variables using device coordinates. Processing supplies 
mousePressed and keyPressed boolean variables that are 
true whenever these states are entered (the mouse or a 
keyboard key is pressed), and it invokes optional, 
programmer-supplied mousePressed() and keyPressed() 
functions whenever those events occur.  
 

 
 
Figure 4: MVC for our stand-alone Processing sketch 

 
The periodic draw() function of this single-process 
application finds the closest graphical note to mouseX, 
mouseY when mousePressed is true. Originally, we 
required a note’s rectangular bounding box to enclose the 
mouse location before considering it a match. We later 
found that computing the distance from the mouse to the 
nearest note using Processing’s dist() function, and 
triggering that note when mousePressed is true, makes 
manipulation of an Android tablet much easier than 
requiring mouse containment in a note’s bounding box. On 
the Android tablet, pressing the display surface with a 
finger or stylus constitutes a mouse press. The periodic 
draw() code to locate and trigger note display when 
mousePressed is true is the primary implementation of 
Controller code. We also used code in the keyPressed() 
function to set global properties in the Model state such as 
display versus omission of the guide circle. 
 
As illustrated by Figure 4, there are Musician and Note 
classes in this application. There are potentially up to 16 
Musician objects, one for each of up to 16 MIDI channels, 
where a channel maps to a configurable, typically unique 
instrument sound. In the stand-alone program, Controller 
code driven by pressed-mouse proximity invokes 
Musician[0].playNote() for the closest Note object, using a 
parameter to inform the Musician whether that Note object 
is being played. Musician.playNote() sends MIDI 
messages to the sound synthesizer for setting up its 
channel’s instrument voice and audio effects, then invokes 
Note.display() for each Note object passed to it by the 

Controller. Note.display() draws a custom 3D shape and 
sends a noteon message to the sound synthesizer when the 
Note is first selected. It sends a noteoff message when the 
Note is first deselected, and it displays the default 2D 
square when the Note is not being played, colored 
according the Note’s position in its musical scale, with 
brightness according to its MIDI velocity (loudness). The 
View in this sketch is both the graphical visual display and 
the MIDI sound synthesizer aural display. 
 
3.  Distributing Model-View-Controller 
 
There were three very important design constraints for our 
distributed system: 1) Make this semester’s Android 
remote control client graphical in a way that reflects the 
presentation of the server that it controls, 2) Avoid the need 
for server-to-client messages to synchronize visual state, in 
the interest of efficiency, and 3) Reuse as much of the code 
from the Figure 4 system as possible. Support for multiple 
client devices readily falls out of our architecture, as we 
will see. 
 

 
 

Figure 5: MVC for our distributed Processing system 
 
3.1 The server-side design 
 
In the second assignment for this application, the author 
supplied the server solution code appearing in the bottom 
half of Figure 5 (notice the server subscripts in the bottom 
half and the client subscripts in the top), and also supplied 
the solution to the previous, stand-alone sketch, along with 
instructions for the students to modify this sketch into the 
remote-control client. 
 
Both the server and client sides of Figure 5 started out as 
identical code from the Figure 4 solution. The primary 
design enhancement in the server of Figure 5 is the addition 
of oscEvent() as a peer to Controller functions 
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mousePressed() and keyPressed(). This new function is the 
receiver interface for Open Sound Control (OSC) [10], a 
distributed data transport mechanism that supports the 
passing of string commands and an array of data strings, 
integers, and float numeric values between applications. 
Processing’s oscP5 library [11] sends and receives User 
Datagram Protocol (UDP) datagrams [12] containing OSC 
messages with these data types. The Processing server 
starts an oscP5 listener thread that receives incoming OSC 
messages addressed to the server process; the oscP5 
listener thread invokes oscEvent() when messages arrive. 
Given the fact that, like most GUI frameworks, Processing 
data structures are not safe for concurrent access, it is 
necessary for oscEvent() to insert incoming OSC messages 
into a thread-safe queue for later polling and processing 
from the main Processing thread’s invocation of draw(). 
 
Initially, when a client starts execution, it sends its 
identifying OSC client message to the server, which 
responds with a server message, confirming receipt. 
Thereafter, all messages are remote control commands 
from the client to server, via this client-side function: 
 
void sendOSCMessage(String command, int midiChannel, 
int pitch, int velocity) 
 
Commands include noteon, noteoff, and a several clear 
variations for clearing so-called stuck notes. UDP does not 
guarantee message delivery, and very occasionally, the 
wireless LAN will drop a noteoff message, leaving a Note 
sounding indefinitely on the server. The clear messages can 
shut off all sounding Notes from a client, or all Notes on 
the server. Playing a Note from a client restarts it, so 
clearing is a transient action. 
 
Parameters midiChannel, pitch, and velocity make it clear 
that OSC is serving as a proxy transport for messages to the 
server’s MIDI synthesizer. An incoming server oscEvent() 
invocation supplies the arguments passed by a client via 
sendOSCMessage. The server’s oscEvent() Controller 
logic identifies the Musician (via the midiChannel) and 
Note being played or silenced by an incoming noteon or 
noteoff message, and invokes Musician.playNote() with 
parameters supplied by the OSC message. 
Musician.playNote() deals with Notes played by the local 
mouse and by OSC messages identically. 
 
A critical aspect of this distributed design is that it must be 
possible to identify a Note object in the server’s Model 
without reference to its graphical/geometric location. The 
reason is that the server may apply creative graphical 
manipulations such as display rotation, scaling, animation, 
and 3D effects that are not sent back to the client. The client 
maintains a much simpler, 2D representation of the system, 
both for efficiency on an Android tablet, and to avoid 
congesting the wireless network with server-to-client state 
updates. The client sends proxy MIDI commands. The 
server does not update the client. 
 

We achieved this critical design aspect by making each 
Musician object identifiable by its unique midiChannel in 
an array (there are only 16 channels), and each Note object 
identifiable by its composite pitch-velocity key in a Java 
HashMap. OSC messages trigger function calls in the 
appropriate Musician and Note objects, regardless of 
graphical locations, via these Musician array indices and 
Note HashMap keys. In general, in order to minimize the 
processing demand and synchronization overhead that 
would be required by server-to-client state updates for 
multiple client devices, it must be possible to address state-
bearing objects within the server Model independently 
from their graphical locations and other properties in the 
server. Of course, Notes in the server still maintain location 
for display and spatial correlation with mouse presses in 
the server user interface, but these spatial attributes do not 
cross the OSC network. 
 
The only other server enhancements beyond Controller 
OSC message handling are graphical and musical features 
that do not affect the clients. Figure 6 shows that the server 
constructs and displays Note objects for all possible scales 
– this is the chromatic scale in Western music, comparable 
to all the notes on a piano – and adds elaborate 3D graphics. 
The apparent pillars on the right side of Figure 6 are single 
notes being sustained. The Note.display() function stacks 
multiple visual note shapes vertically during play, and it 
plots a translucent copy of its note shape across the entire 
display area, overlaid with translucent copies of other 
sounding note shapes. This server architecture accepts 
concurrent messages from multiple clients via oscEvent(), 
calling Musician.playNote() indexed by each client’s MIDI 
channel, and having those Musician objects concurrently 
display/play Note objects keyed by pitch and velocity. The 
single-Musician system of Section 2 has become an 
ensemble. 
 

 
 

Figure 6: A three-dimensional server-side display 
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3.2 The client-side design 
 
The top half of Figure 5 illustrates the client side of the 
design. We developed it on PCs and laptops, and then 
cross-compiled for Galaxy S3 Android tablets for testing 
and deployment [13]. Processing has an Android mode 
built into its IDE that simplifies the job of building for 
Android. 
 
Student instructions for porting the Section 2, stand-alone 
sketch to the client included the following main points. The 
purpose in enumerating them here is to outline the steps for 
migrating the stand-alone application to a distributed 
system, while creating an efficient graphical remote control 
on a low-CPU-performance tablet device. 
 
A. Convert all 3D graphical display calls in the starting 

code to their 2D counterparts. The client uses strictly 
2D graphics for efficiency on tablet computers. 
 

B. Take out all of the MIDI library imports and function 
calls. The Android device does not support Java’s 
javax.sound.midi library, and the goal in the 
architecture of Figure 5 is to use the tablets as remote 
controls for graphics and music generation on the 
server. We commented out MIDI calls in the client 
Musician and Note classes in order to document where 
noteon and noteoff calls occur. 
 

C. Add a call within the programmer-supplied Processing 
setup() function to start an oscP5 listener thread, and 
add a call within draw() to manage menu-based user 
interfaces and the initial reply receipt from the server. 
The user interface steps through a series of menu states 
in a state machine, beginning with establishing contact 
with the server, through updating various client 
configuration parameters. Figure 7 shows the client 
GUI for setting the server’s IP address and UDP port 
number. While most user interaction is via graphical 
manipulation of the Android display, client 
configuration parameters are set via menus, as they 
were in the previous offering of this course. What is 
new in this project is the creation of a non-menu, 
graphical remote-control UI on the client that is 
isomorphic to the server’s display. Figure 7 illustrates 
the kind of UI that we wanted to get away from in this 
design. By using Processing source code tabs, the 
author encapsulated all OSC and menu code in a way 
that eliminated the need for students to understand it. 
A Processing IDE tab is simply a subset of a 
Processing sketch’s source code. A sketch can have 
one or more tabs. When a programmer compiles and 
runs a sketch, the preprocessor combines all tabs into 
a single source class for the sketch, but programmers 
do not see that aggregation of source code. 
Processing’s tab mechanism provides a means for 
hiding code that does not need to be visible to the 
students, simplifying their tasks. The single function 
calls added to student setup(), draw(), and 

Note.display() invoke functions defined within an 
author-supplied source tab. 

 
D. Within Note.display(), replace commented MIDI 

noteon and noteoff function calls with calls to 
sendOSCMessage() as discussed in the previous 
section. OSC messages bear the same data as MIDI 
messages, from each client to the server. 
Musician.playNote() code for setting MIDI instrument 
types and effects is no longer used in the client. The 
server keyPressed() Controller interface supports 
configuring Musician objects. 

 
E. Insert a few ancillary lines of code into draw(), for 

example “orientation(LANDSCAPE)” to guarantee 
stable orientation on a tablet (this runs but has no effect 
on a PC), and substitution of a client MIDI channel 
variable set by the user interface for the MIDI channel 
used as a Musician array index on the server. As in the 
previous assignment, there is only one Musician object 
on the client, and the user can change its MIDI channel 
via a Menu. The server supports up to 16 MIDI 
channels, and therefore 16 concurrent Musicians / 
instruments. 

  

 
 

Figure 7: Client menu for setting server LAN address 
 
To summarize the event and data flow in Figure 5, a user 
of a tablet client uses a finger or stylus to configure client 
parameters via menus, and then to manipulate Note objects 
via the interactive graphical display. The finger or stylus 
acts as the mouse. Note.display() invocations arrive at a 
client Note object, similarly to the Section 2 code and this 
section’s server, but client Note.display() now acts 
differently. It turns its 2D rectangle into a circle, but more 
importantly, it invokes sendOSCMessage() to send MIDI 
noteon and noteoff data to the server. Thus, Note as part of 
the client’s MVC Model sends visual function calls to the 
client View, and it sends musical function calls via OSC to 
the server’s Controller. The server interprets incoming 
OSC messages similarly to mousePressed() events, 
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locating the Musician object via the MIDI channel sent 
from the client, and locating the Note object by using the 
message’s pitch and velocity as a compound key. The 
server invocation of Musician.playNote() and 
Note().display is identical for local mouse presses on the 
server and for OSC events arriving from one or more 
clients. 
 
Figure 8 shows the client-side musical GUI. As in the 
server, Notes are arranged in a circular order by pitch, and 
outward from the center by velocity. There is one round 
note being sounded by a mouse or finger press in Figure 8. 
There are fewer Notes in the client’s Figure 8 than there are 
in the server’s Figure 6 because the server must support all 
possible notes in the Western chromatic scale, i.e., the 
white and black piano keys within a five-octave range. The 
client must support only a three-octave range for the scale 
that it is playing. In performance pieces where all clients 
play exactly the same scale, we configure the server via 
keyPressed() commands to use exactly the same scale as 
the clients. This update to the server’s Model propagates to 
the server’s View, and there are then the same number of 
notes on the server as on the clients. The general design 
constraint is that the server must support the union of all 
client configurations, in this case musical scale and octave 
range. 
 

 
 

Figure 8: A two-dimensional client-side display 
 
On the left side of Figure 8 are text boxes for setting scale 
(major here), the tonic “do” note (G), the MIDI channel 
(15), and the ability to record and play back loops of note 
presses. Mouse-clicking one of those text areas brings up 
its menu GUI for user reconfiguration of the client. 
 
When in record mode, each sendOSCMessage() call saves 
an object containing its arguments into a timed sequence, 
in addition to sending an OSC message to the server. When 
in playback mode, a utility function invoked from draw() 
sends the saved sequence of notes to the server via 
sendOSCMessage() at the recorded times. The author 
added this looping enhancement after completion of the 
course. There are opportunities for additional 

enhancements to the client, such as playing chords 
(multiple notes) when a user triggers a note. The system as 
described supports multiple client devices used as distinct 
musicians, typically using unique MIDI channels mapped 
to unique instrument synthesizers on the server. 
 
4.  Other possible uses for distributed MVC 
 
The general flow of events and data outlined for Figure 5 
can apply to other applications. For example, the author 
and two students are in the midst of developing a graphical 
gravity simulator for a planetarium dome. A client user 
manipulating an Android tablet selects a new planet of a 
user-configured planetary type, size, and mass/density, and 
then swipes it into a planetary system display on a server. 
The server uses orbital mechanics to determine whether the 
incoming planetary mass is captured in an orbit by the 
server’s star, or falls into the star, or escapes the system 
[14]. The final client GUI will include exemplary planets 
that are scaled and injected into the system by finger 
strokes. We are using OSC messages to send planet 
injection data to the server. As in the client of Figure 8, 
manipulation within the guide circle interacts with the 
server’s graphical state (e.g., stellar system), and 
manipulation outside the guide selects configuration 
parameters (e.g., planetary properties). For Cartesian 
geometry systems, a guide square centered in the display 
replaces the guide circle of the current application. 
 
The author also exhibits juried, computer-generated art 
videos, and is with working with digital art students. One 
problem with creating videos from interaction with stand-
alone graphical applications is that, depending on the mode 
of video capture, the user’s mouse cursor shows up. 
Distributed painting using tablet devices eliminates that 
problem. The painter controls the paintbrush configuration 
parameters, brush location, and brush application on a 
client tablet, which sends paintbrush data via OSC to a 
server that implements the canvas. 
 
Efficient implementation requires that there not be a 
plethora of server-to-client messages clogging up the LAN. 
The present design avoids that potential problem. The only 
server-to-client message is confirmation of the initial client 
contact. This requirement is different from that of a 
networked graphical game, where distributed client GUIs 
must reflect the detailed state of the game server. In the 
present approach, clients and servers are all in the same 
room using a single LAN. Users can look at the server’s 
display to perceive the server’s View of its Model. 
 
5.  Conclusions 
 
Lessons learned start with using a modular Model-View-
Controller design as diagrammed in Figure 4, with the 
intent to clone-and-enhance it to the distributed MVC 
architecture of Figure 5. 
 

54



Next, use normalized coordinates in the ranges [0, 2p) 
longitude and [0.0, 1.0) latitude for polar geometric 
arrangements, or the linear range [-1.0, 1.0] for Cartesian 
X, Y arrangements, converting them to device coordinates 
at the last step before graphical display. This normalization 
of geometry saves a lot of conversion coding when 
identical or isomorphic Views must appear on server and 
client displays with different width-to-height pixel ratios. 
 
Minimize the number of server-to-client communications, 
ideally only to confirmation of initial contact. Doing so 
avoids congestion on the LAN and overly complex 
synchronization code. 
 
In hand with the previous paragraph, keep graphics on a 
client tablet as simple and efficient as possible. Comparing 
Figure 6 to Figure 8 shows that it is possible to direct 
sophisticated graphics on a compute-intensive server from 
much simpler graphics on a client tablet. 
 
Design a key-based mechanism for identifying server 
objects on the clients, such as the MIDI channel for 
identifying Musician objects, and the pitch-velocity 
compound key for identifying Note objects in this system. 
Doing so decouples the geometric locations of objects on 
the server from locations on clients. Given the fact that 
there may be multiple layers of nested geometric 
translations (moves), rotations, and scales on server and 
client graphical devices, communicating via location data 
would require multiple geometric transforms. It is much 
simpler to avoid the need for keeping track of geometric 
transforms at the system level of Figure 5. 
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ABSTRACT 
Two-dimensional game Sprites are graphical constructs 
that move around on the screen in a video game. Game 
Sprites are generally read off an image file and displayed 
as a cyclic sequence of frames. While animated sprites are 
displayed as a sequence of images in most games, certain 
entities in a game may have passive roles that require 
visualization with just a single image. Furthermore, the 
narrative of a game may require event-driven 
modifications of an entity’s appearance on screen. 
Typically, this is done by associating a different Sprite 
sheet with the entity, even if the change is only 
incremental. An open-ended, yet reusable Sprite design 
capable of effecting incremental changes is therefore a 
desirable component of the software architecture of the 
game. In this paper, the author discusses a design that is 
flexible, open-ended and extendable for various Sprite 
models. 
KEY WORDS 
Game Sprites, Computer Graphics, Swing, Object Oriented 
Programming, Game Design, Java.  
 
 
1. Introduction 
 
Sprites in a two-dimensional game are animated objects 
that move about on a game screen. Sprite objects are 
typically rendered frame by frame like a flick-book, where 
each on-screen presentation is loaded off a sprite sheet and 
then displayed in a sequential manner. The sprite sheet 
contains aligned pixel maps of the entity to be displayed, 
depicting a cycle of the repeated movements that are to be 
rendered on-screen. Sprites are the primary mechanism by 
which entities are rendered on the screen in 2D games. A 
typical game loop iterates through a cycle of sprites in 
about 16.667 milliseconds, or a frame rate of 60 frames per 
second. Since sprite sheets are static images, and not 
programmatically generated, they are not easily rotated or 
mutated. This makes collisions in 2D games hard to 
represent in a realistic manner. 
 
Most interactive 2D video games involve actors that play 
an adversarial role. As a result of such encounters, the 
appearance of the entity may change. For example, a car 
colliding with a barrier may appear damaged, or a building 
that has been impacted may appear degraded. One way to 
manage such changes to the appearance of an entity is to 

prefabricate multiple sheets depicting various stages of 
degradation. But in some cases, the narrative of the game 
requires transformations to the appearance of an entity that 
is entirely event driven. To illustrate this point, consider a 
game where 2D tanks can be taken into combat with one 
another in a zone which is demarcated with barriers. The 
design of the game may require tanks to be able to demolish 
such barriers in order to transit between zones. Such 
barriers would typically have to be drawn out rather than 
presented as a sprite, since there are too many possible 
states in which the damage can occur. In early 
implementation of games when code was largely 
procedural, the entire screen was rendered, and the I/O was 
processed procedurally. However, in the Object-Oriented 
world, there is typically a game engine which invokes 
methods on various entities and co-ordinates the narrative 
of the game. Therefore, rendering entities using an Object-
Oriented platform requires having a representational form 
that can provide various features in an extendable manner, 
while presenting various entities to the game engine in a 
consistent manner. The paper introduces a reusable design 
for sprites and describes an efficient implementation that 
facilitates the transformation of pixels dynamically without 
the need for the creation of multiple sprite sheets depicting 
various degraded states of the entity associated with it. 
Sprite sheets are memory intensive and method invocation 
on graphics contexts are computationally expensive in 
Java. 
 

 

Figure 1: A typical sprite sheet 

2. The Design of a Sprite 
 
The sprite is essentially an image from a sequence of 
images that appears on the screen. The Sprite class should 
therefore contain a concatenation of aligned images, which 
can be iterated through endlessly. The images themselves 
may be loaded from an image file on disk, or it may have 
been rendered on a canvas programmatically. The design 
issues are basically the following. Should these sequential 
images be mutable, or should be they final? Should 
mutable sprites be animated? If so, what are the 
concurrency issues that might reveal itself? Should 
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concurrent modifications be accommodated, and if so, 
what are the likely design implications? 
 
The Sprite class is abstract and is extended by the 
Immutable and Mutable sprite classes. To facilitate 
iteration, the ImmutableSprite class implements the 
java.util.Iterator interface which offers a non-terminating 
iterator. To support immutability, and for duplication 
independent of the copy constructor, the Sprite class also 
implements the Cloneable interface [1]. 
 

 
Figure 2: Class diagram for the Sprite and its descendants 

In addition to this, the Sprite class provides affine 
transforms for rotation and scaling purposes. 
 
The loadSpriteSequence() method in the Sprite class is 
declared abstract and overridden by the concrete classes: 

1. Mutable Sprite 
2. Immutable Sprite 

 
The Mutable Sprite contains image sequences that can be 
manipulated, and, the Immutable Sprite, which as the name 
suggests, is not modifiable. They are mutually unrelated on 
the basis of being iterable. The loadSpriteSequence() is 
overridden in functionally specific ways by each concrete 
class. The purpose of this method is to generate a list of 
buffered images from a sprite sheet. The BufferedImage 
type is one that is optimized for high performance graphics. 
The sprite sheet itself can be loaded either from an image 
file, or from an image created as a BufferedImage 
programmatically. 
 
2.1 Generation of Sprite Sheets 
 
The considerations for Sprites are driven largely by 
aesthetics and appearance. For a sprite sheet to be effective, 
the individual images in the sprite must be perfectly 
aligned within each frame. Alignment simply means that a 
centre of gravity for each image needs to be identified and 
maintained from frame to frame, so the animated Sprite 
does not dither with the frame as the iterator cycles through 
images. 
 
The GNU image manipulation program (GIMP) provides a 
plugin for Sprite sheet generation. Each frame of the Sprite 
sheet can be constructed as an individually modifiable 

layer within GIMP. The layering feature of GIMP makes is 
easy to align the center of gravity of each frame. Once the 
layers of the sprite sheet are individually constructed, the 
entire sheet can be generated by exporting all visible layers 
to a Portable Network Graphic (PNG) file. The PNG 
format supports transparency (alpha channel) and is ideal 
for Sprite sheets since it allows the background to show 
through each frame on pixels where the artwork does not 
exist. Furthermore, it supports lossless compression. 
 
Each layer in GIMP is treated as a frame and the plugin 
concatenates each frame into one long image file. Sprite 
sheets created with the GIMP plugin are long strips, but 
there is no attribute within the generated file. For this 
project, the image count within the Sprite sheet was 
contained in the file name, so that an application processing 
the sheet can infer the image count without having to do 
additional processing of the contents of the sprite sheet.  
 
2.2 Fragmenting the Sprite Sheet into Images 
 
The Sprite class implements the java.util.Iterable interface, 
providing an endless iterator. The Iterator object can be 
used to generate the next image in the sequence. The 
indexed image from the Sprite sheet is obtained by 
invoking the subImage method provided within the 
BufferedImage class. By specifying the desired rectangular 
area of the sub image, the individual frames of the Sprite 
sheet can be extracted from the sheet and added to an 
iterable list. 
 
 
3. Sprite Mutability and Endless Iteration 
 
The mutable and immutable sprites basically differ in the 
fact that one is modifiable and the other is not. In cases 
where a single thread accesses the structure, there is no 
cause for concern. But games are typically multi-threaded 
and making frequent event-driven updates on Sprites make 
them prone to being rendered in an inconsistent state [2]. 
This can be avoided by using “copy-on-write” structures. 
But creating copies of sprites in the middle of a game is 
expensive and can introduce noticeable lag in the game. 
Proper synchronization can avoid race situations [2], but 
the overheads of locking can have a major impact on 
performance as well. The mutability of Sprites should 
therefore be selective, rather than the default feature. 
 
3.1 Aggregating Images in a Sprite Sheet 
In this design, sprite mutability is controlled during 
construction by specifying a mode bit. A Sprite created 
with the mode bit set for mutability will be furnished with 
an ArrayList of images that can be locked for 
modifications. The ArrayList<> type provided in Java 
Collections is a mutable, resizable array implementation. 
However, the basic ArrayList is not synchronized. As a 
result, multiple threads modifying the array can generate 
inconsistencies. It might not always be possible to lock 
access to the ArrayList using the intrinsic lock of an object 
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that wraps the ArrayList. To facilitate easy locking the list 
of BufferedImages provided by the Sprite is either wrapped 
as a synchronized list for modifiable Sprites or presented 
as an unmodifiable list for immutable Sprites. 
 

 
Figure 3: Synchronized and unmodifiable list 

 
3.2 Affine Transforms on Sprites 
Mutations of Sprites can be in the form of rotations, scaling 
and filtering. All these transformations can be effected by 
creating appropriate BufferedImageOp objects. These 
operational objects can carry out Affine transforms such as 
scaling and rotation and image filtering on any image 
producer. The current implementation supports real-time 
rotations and scaling of sprites. Filtering of sprites is still 
under design, since it is primarily the manner in which 
damage would be indicated on a sprite. The classification 
and categorization of damage on Sprites is work in 
progress. 
 
The Sprite class maintains two modifiable attributes that 
register the orientation and the scale factor to be applied to 
each sprite image. The mutators are shown in the figure 
below. Once the BufferedImageOp objects are built, they 
are applied on each image that is returned by the iterator. 
Performance studies on the latency of active 
transformation is still ongoing. Profiler outputs and 
analysis will be published as soon as they are available.  
 

 
Figure 4: Affine Transform operators for transformations 

 
3.3 Concurrency Issues Affecting Mutable Sprites 
The game loop runs through an entity list invoking a series 
of methods on each entity [3]. The game loop is typically a 
timer that runs various steps and then sleeps until the next 
invocation of the actionPerformed() method happens. The 
sequence of events is as follows: 

1. Display each entity on the screen 
2. Gather user interaction events 

a. Keyboard 
b. Mouse 
c. Joystick 
d. Track ball 

3. Update location of each entity 
4. Compute collision information  
5. Add dead entities to the removal list 
6. Reprocess entity list and update visual 

characteristics of each mutable entity 
7. Repeat from step 1 

 
Step 4 is a computationally intensive stage, requiring a 
direct-sum algorithm of O(N2) complexity for an 
exhaustive check for collisions between all unique pairs of 
N entities. This step can add considerable latency to the 
game loop. Moreover, subsequent steps 5, 6, and 7 depend 
on the successful completion of step 4 and have to be 
completed sequentially. 
 
One self-imposed constraint of this implementation is that 
the API should be drawn entirely from portable 
Swing/AWT elements. Since Swing is inherently thread 
unsafe, explicit multithreading had to be avoided for this 
project. The game loop is essentially the Swing Event 
Dispatch Thread. Concurrency was maintained by 
submitting steps 4, 5, and 6 to a Swing Worker thread. This 
makes it entirely possible that in cases where the frame rate 
is too high, the screen rendering step could easily be 
triggered before the appearances of entities can be updated. 
The possibility of a race condition happening while the 
game loop executes can be avoided by ensuring that the 
mutable sprites do not implement the Iterable Interface. 
 
Unlike conventional iterators which throw a 
NoSuchElementException when it reaches beyond the end 
of the underlying collection, the ImmutableSprite provides 
a limitless iterator, which wraps around to the beginning of 
the collection instead of throwing an exception. Though the 
semantics of the Iterable does not prohibit endless looping 
as far as this author can gather from the official 
documentation for Java, it does raise some issues with 
mutable sprites. Iterators are implicitly used by for-each 
loops, and modification of the collection while an iteration 
is in progress will generate a concurrent modification 
exception. In other words, by providing an endless iterator, 
we are also imposing the quality of immutability on our 
collection. In order to uphold the concurrent modification 
exception clause, this design offers a getNext() method for 
mutable sprites, and the class does not lend itself to implicit 
iteration. The mutable sprite does not implement the 
Iterable interface for this reason. 
 
3.4 Generating Damageable Sprites 
Damageable sprites can be generated by applying filters to 
the buffered image. Mutable sprites accommodate such 
modifications, and change can be affected by using the 
appropriate BufferedImageFilter on the image producer. 
However, the overheads of modifying sprites on the fly can 
be prohibitive [4]. Alternately, sprites for an entity can be 
swapped for other predefined sprites to make rapid 
switches to the imagery. The choice between declaratively 
creating sprites beforehand, or programmatically 
modifying them in real time is largely driven by the 
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complexity of the modifications that are demanded. Event 
driven damages cannot be predetermined. In games that 
involve event driven damage to entities, mutable sprites are 
the only option. 
 

 
Figure 5: Space Invaders with degrading citadels 

The cult-classic Space Invaders is an example of a 2D 
graphical game that supports damage to sprites. The aliens 
and the cannon, as well as the missile are immutable, while 
the citadels are static, but mutable. The damage sustained 
by the citadel is basically an XOR of the missile and the 
citadel pixels at the point of collision. Depiction of such 
screens and game narratives can be supported through 
mutable sprites. The game itself can be hardcoded fairly 
easily. But constructing it with a generic game engine 
would require the use of various types of sprites to achieve 
the overall effect. 
 
 
4. Conclusion 
 
Representation of sprites in a 2D game is challenging since 
demands can broad based. Sprites can be animated, built 
out of a sequence of repeating images, or may be static and 
unchanging on screen. Providing the developer with a 
coherent way of handling sprites was the basis of the design 
explained in this paper. The base class Sprite makes it 
possible to manage the higher-level aspects of various 
sprites mentioned. In the proposed architecture, the 
differences inherent in the aforementioned types of sprites 
are handled by the two concrete classes, the Mutable and 
Immutable Sprites. These two types can be used to generate 
static, or dynamic, and permanent, or transient sprites to 
suit the demands of the narrative of the game. The efficacy 
of Mutable sprites is still under investigation and the code 
is being profiled for bottlenecks. The Sprite design 
explained in this paper increases code reuse, while 

accommodating the flexibility needed by efficiently 
displaying entities on screen. 
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ABSTRACT

Emojis are a collection of emoticons that have been stan-
dardized by the Unicode Consortium. Currently, there are
over 3,000 emojis in the Unicode standard. These small pic-
tographs can represent an object as vague as a laughter ( )
to something as specific as a passport control ( ). Due to
their high information density and the sheer amount, emo-
jis have become prevalent in common communication media
such as SMS and Twitter. There is a need to increase natu-
ral language understanding in the emoji domain. To this end,
we present the CoNFET (Composition of N-grams for Emoji
Translation) algorithm to translate an English sentence into
a sequence of emojis. This translation algorithm consists of
three main parts: the n-gram sequence generation, the n-gram
to emoji translation, and the translation scoring. First, the in-
put sentence is split into its constituent n-grams either in an
exhaustive manner or using dependency relations. Second,
the n-grams of the sentence are translated into emojis using
the nearest neighbor in a vectorized linguistic space. Finally,
these translations are scored using either a simple average or
an average weighted by the Term Frequency-Inverse Docu-
ment Frequency (TF-IDF) score of the n-gram. As the result,
the sequence of emojis with the highest score is selected as
an output of the sentence summarization.

KEY WORDS
Natural Language Processing, Abstractive Text Summariza-
tion, Emoji, Word2Vec, Word Embeddings, TF-IDF

1 Introduction

Automatic text summarization is a category of algorithms that
aim to produce a small set of representative information from
a larger input document. There are two general categories
of automatic summarization: extractive and abstractive. Ex-
tractive summarization extracts sentences and phrases that are
already present within the document in order to produce an
outline. While this method can produce representative sum-
maries, it does have the drawback of limiting the vocabulary
that can be used in the summary to the vocabulary within
the original document. Conversely, abstractive summariza-
tion tries to understand the information within the document
and summarizes it by creating new phrases and sentences.

In our previous research [1], we implemented two extractive
summarization methods: Term Frequency-Inverse Document
Frequency (TF-IDF) and TextRank and presented the results
of running the algorithms on three different corpora: Moby-
Dick by Herman Melville, a selection of Reuters news ar-
ticles, and a selection of posts on Reddit. Both algorithms
produced representative summaries on the short stories from
Reddit. However, they did not perform optimally when pre-
sented with larger fictional works and the news articles which
possessed a more complex story arc.

In the domain of Natural Language Processing (NLP), word
embeddings [2] allow machines to produce representative,
fixed-length vectors from a single word. This was a massive
breakthrough in NLP mainly because many machine learning
algorithms take a fixed-length vector as their input. Most pre-
vious attempts of word embeddings were lossy or produced
vectors of an unwieldy length. Another benefit of this vector
representation is that it allows a direct numerical comparison
between the words. This work has been expanded from words
to both emojis [3] and sentences [4].

Our research aims to tackle abstractive text summarization in
a novel way by compressing an English sentence into a series
of emojis. Emojis are a pictographic language that is com-
monly used on the Internet and within text messages. In the
latest emoji standard, there are 2,823 individual characters
that can be used alone or conjoined with modifiers to change,
among other things, skin tones and gender. Because of their
information density and lack of formal grammar, emojis are
ideal for text summarization. Emoji denseness allows the
compression of large chunks of a sentence into a single emoji.
For example, the running emoji ( ) can represent a man who
is running away from something or a man participating in a
track event in just one character. The lack of formal grammar
avoids a large issue present in most neural machine transla-
tion, so we can focus on the adequacy rather than the fluidity
of the produced translation.

There are two primary uses for our algorithm: text summa-
rization and communication facilitation. Producing a sum-
mary of a document using emojis could prove to be a quick
way to let someone decide if a document is interesting to
her/him without reading the whole document. It could also
be used to facilitate communication across language barriers
between people with learning disabilities [5].
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2 Related Work

The algorithm presented in this paper is based on the concept
of embeddings [6]. Embeddings are a way of representing
human text in a machine-understandable format. Normally
this representation is a vector of floats with a range from -1
to 1 and a length of 300 to 700 depending on the application.
The specific sentence vectorization model that our algorithm
uses is Sent2Vec [4]. This model is based on Word2Vec [2]
and extends the word vectorization into a representative sen-
tence vectorization. Emoji2Vec [3] was also developed from
Word2Vec, so that it can embed emojis in the same semantic
space. This allows a direct vector comparison between words
and emojis.

There have been other systems that accomplish a similar task
in different ways. Emoji Dick [7] is a crowd-sourced trans-
lation of Moby Dick into emojis using Amazon Mechanical
Turk crowd-sourcing platform. In addition to explicit trans-
lation, some email clients are using pictographs to augment
communication for individuals with cognitive disabilities [5].
Outside of the realm of emojis for text translation, there is
also research in the area of caption generation for images us-
ing emojis [8; 9]

The n-gram is a common motif within the domain of NLP.
An n-gram is a sequence of n contiguous terms within a
document. The term can be anything like characters, sylla-
bles, or words. However, an n-gram is composed of words
in our application. Commonly, unigrams, bigrams, and tri-
grams are used, which are n-grams of length one, two, and
three, respectively. N-grams are pertinent in their use as
the terms within the Term Frequency-Inverse Document Fre-
quency scoring and as the units of comparison for a given
sentence when evaluating the cosine distances. Both of these
topics are discussed in Section 3.3. To better understand our
scoring methods, we will briefly discuss the concepts of Term
Frequency and Inverse Document Frequency in this section.

Term Frequency (TF) [10] is how often a given term appears
in the document being summarized. While there are multi-
ple ways to calculate the TF value, it is typically defined by
Equation (1):

TF (t, d) = ft,d (1)

where f is the number of occurrences, t is the term, and d is
the document.

Inverse Document Frequency (IDF) is the relation of how
many documents are in the corpus against how many of those
documents contain a given term. IDF is often defined as the
logarithm of how many documents are in the corpus divided
by how many documents the given term appears in as shown

in Equation (2):

IDF (t,D) = log
|D|

|{d ∈ D : t ∈ d}|
(2)

where t is the term, d is the document within the corpus,
and D is the corpus.

Term Frequency-Inverse Document Frequency (TF-IDF) is
the product of Term Frequency (TF) and Inverse Document
Frequency (IDF) as shown in Equation (3).

TF − IDF (t, d,D) = TF (t, d) · IDF (t,D) (3)

where t is the term, d is the document, and D is the corpus.

Common words, such as “the,” will appear in many docu-
ments and have a lower TF-IDF score. Words pertinent to the
document should be relatively frequent within the document
and less frequent in the corpus. As the result, the relevant
words will boost its TF-IDF score. For instance, imagine a
corpus of three sentences: “The dog walks quickly.”, “An ap-
ple falls from the tree.”, and “The hero acted quickly.” The
Term Frequency of “the” within the first sentence is 1

4 since
25 percent of the words are “the.” However, there are three
documents and “the” is in every document. Thus, its Inverse
Document Frequency is log( 33 ) = 0 and the TF-IDF score
for “the” is 1

4 × 0. On the other hand, the Term Frequency
of “dog” within the first sentence is 1

4 . However, since it is
only in the first sentence, its Inverse Document Frequency
is log( 31 ) and the TF-IDF score for “dog” is 1

4 × log( 31 ), ap-
proximately .275.

3 Emoji Translation Algorithm

The CoNFET (Composition of N-grams for Emoji Trans-
lation) algorithm developed contains three disparate parts.
These three modules can be easily swapped in and out to
change the functionality of a specific procedure. The three
parts of the algorithm are the n-gram sequence generation,
the n-gram to emoji translation, and the translation scoring.
Each of these topics are discussed in further detail in Sec-
tions 3.1, 3.2, and 3.3, respectively. The overall flow of the
system is described in Figure 1. In this example, the input
sentence “abc” is first split into n-gram sequences. Each se-
quence is translated into representative emojis during the sec-
ond step. Each emoji sequence is then scored using one of
the scoring metrics such as a simple average and an average
weighted by the TF-IDF score. The emoji sequence with the
highest score is returned as the summary.

3.1 N-Gram Sequence Generation

The first part of the CoNFET algorithm is splitting the input
sentence into a series of n-grams denoted as an n-gram se-
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Figure 1: The overall flow of n-grams in the emoji translation (CoNFET) system

quence. For example, the unigrams from the sentence “The
dog bit me” would be “the,” “dog,” “bit,” and “me.” Sim-
ilarly, the bigrams from that same sentence would be “The
dog,” “dog bit,” and “bit me.” This sequence of n-grams
would ideally split the sentence into its constituent words and
then translate them into emojis. Two approaches have been
applied to generate n-gram sequences: exhaustive n-gram
generation and dependency tree informed n-gram generation.
Section 3.1.1 describes exhaustive generation, meaning that
every n-gram sequence is generated and tested. Section 3.1.2
describes the second approach that generates the sequence in
a way informed by the relations between words in the input
sentence.

3.1.1 Exhaustive N-Gram Sequence Generation

The initial approach for the n-gram sequence generation was
a brute force approach that rests on the assumption that the
optimal n-gram sequence is made up of contiguous words
within the input sentence. That is, if the input is of the form
“a b c”, the optimal n-gram sequence will never contain “c
a”, “c b”, nor “b a”. The optimal n-gram sequence is de-
fined as the sequence that produces the best summary. These
n-gram sequences are generated by producing all composi-
tions of the integer that is equal to the length of the sentence.
Each of those compositions is then extrapolated into an n-
gram sequence. For example, the integer 3 can be generated
by summing the elements in the following arrays: [1, 1, 1],
[1, 2], [2, 1], or [3]. Any one of those arrays can be turned
into an n-gram sequence by taking n-grams that are equal to
the length of the element from the input sentence. For ex-

ample, [1, 1, 1] is translated into a sequence of 3 uni-grams.
The major downside to this approach is computational com-
plexity. For a sentence with the word length n, this algorithm
generates 2n−1 sequences. While speed was not a major con-
cern with this algorithm, sentences with 10 or more words
take prohibitively long to translate, as shown in Figure 2.
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Figure 2: Translation time of two n-gram sequence genera-
tion algorithms

Figure 2 depicts the translation time for sentences with dif-
ferent lengths using the exhaustive and dependency tree sen-
tence composition algorithms. The translation time using the
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exhaustive algorithm increases exponentially, because of this
fact sentences with more than ten words become extremely
time consuming to process. In fact, sentences with more than
11 words results in a memory exception in the development
environment when trying to summarize with the exhaustive
algorithm. Note that the CoNFET algorithm was executed
through a Jupyter Notebook running within a Docker con-
tainer on a system exposing one core of an Intel Xeon 6140
and 16 GB of RAM to the virtualized system.

3.1.2 Dependency Tree Informed N-Gram Sequence
Generation

The second approach that was used to generate a represen-
tative n-gram sequence is the dependency relations within a
sentence. Figure 3 shows an example of the sentence “I fin-
ished my homework just before class started.” with the part
of speech tagging and the dependency relations. The depen-
dencies can be thought of as modifiers in the sense that the
pronoun “I” modifies the verb “finished” to inform who exe-
cuted the action.

finished
(VERB)

I
(PRON)

homework
(NOUN)

the
(DET)

started
(VERB)

just
(ADV)

before
(ADP)

class
(NOUN)

Figure 3: Dependency tree for “I finished the homework just
before class started.”

The tree in Figure 3 has certain redundancies that can be re-
moved in order to form larger groupings of words as nodes.
There are two rules used for this tree collapse:

(1) Parent and child relationship: If a parent has only one
child, then the parent and the child are combined.

(2) Leaf relationship: If two or more leaves are on the same
level with the same parent, then these leaves are com-
bined.

The redundancy check algorithm shown in Algorithm 1 ex-
plores a tree for dependencies in a depth-first manner starting
at the root. Each node is first evaluated for a parent and child
relationship. If the current node has only a single child, then
the child node is combined into the current node. The next
relationship the node is evaluated for is the leaf relationship.
If the current node has two or more children that are leaves,
then the leaves are combined into the current node.

An example of the first tree collapse rule, that is, the parent
and child relationship collapse, can be seen in Figure 4 and
Figure 5. The nodes “homework” and “the” are highlighted

Algorithm 1: Modify a dependency tree in-place to re-
move redundancies
RemoveRedundancies (root)

Input: The root node of a dependency tree
foreach c ∈ root.children do

// Parent-Child Check
while len(c.children) = 1 do

c.text← c.text+ c.children[0].text
c.children← c.children[0].children

end

// Leaf Check
leafText← “”
foreach leaf ∈ c.children do

leafText← leafText+ leaf.text
c.children.remove(leaf)

end

c.children.append(new Node(leafText))
RemoveRedundancies (c)

end

in Figure 4 to indicate that they fulfill the requirement of a
parent with only one child. These two nodes can be collapsed
into one node as shown in Figure 5.

finished

I homework

the

started

just before class

Figure 4: Before the parent and child relationship tree col-
lapse

finished

I the homework started

just before class

Figure 5: After the parent and child relationship tree collapse

An example of the second tree collapse rule, that is, the leaf
relationship collapse, can be seen in Figure 6 and Figure 7. In
Figure 6, the three leaf nodes “just,” “before,” and “class” are
highlighted to indicate that they are the children of “started”
and they are on the same level. These three nodes can be
collapsed into one node as shown in Figure 7.
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finished

I the homework started

just before class

Figure 6: Before the leaf relationship tree collapse

finished

I the homework started

just before class

Figure 7: After the leaf relationship tree collapse

3.2 N-Gram to Emoji Translation

The next step in the CoNFET algorithm is to translate an n-
gram sequence into an emoji sequence. At its most basic, an
emoji is purely a visualization of a keyword. For example,
the dog emoji ( ) is a visual representation of any of the fol-
lowing: “dog”, “puppy”, “Shiba”, etc. With this in mind, it
is now simpler to find a way to draw comparisons between
n-grams and emojis. Both the emoji description and the n-
gram in question can be vectorized, so that a direct mathemat-
ical comparison can be made. The vectorization is performed
using Sent2Vec [4]. Once the emoji and the n-gram are in
the same format, the cosine distance calculation as shown in
Equation 4 is used for a direct similarity comparison. The
best emoji is defined as the emoji with a description that has
the lowest cosine distance to the n-gram.

Cosine distance = 1− ~u · ~v
||~u||2||~v||2

(4)

where ~u and ~v are the two equal-length vectors that the cosine
distance is being calculated for.

3.3 Translation Scoring

Each n-gram sequence generated in Section 3.1 is given a
score based on the individual n-gram cosine distance. Then, a
sequence of the emojis corresponding to the highest score be-
comes the output of the summarization for the input sentence.
Average cosine distance scoring and weighing metric using
TF-IDF methods are used in our algorithm and discussed in
Section 3.3.1 and Section 3.3.2, respectively.

3.3.1 Average Cosine Distance Scoring

A score for the overall n-gram sequence is generated by
adding up the cosine similarity of each n-gram composing
the sequence and then dividing by the number of n-grams as
shown in Equation 5. The average cosine distance was cho-
sen as a metric because it is computationally inexpensive to
calculate and it allows all n-gram scores to contribute equally
into the overall score of the translation.

Average cosine distance score =

∑k
i=1 si
k

(5)

where si is the cosine similarity for the ith n-gram in the
given n-gram sequence and k is the total number of n-grams
within the n-gram sequence.

3.3.2 Weighing Metric using TF-IDF

There are words that do not carry much semantic weight with
extraordinarily small cosine distances to certain emojis. For
instance, the word “a” maps directly to . In order to ad-
dress the varying impact of individual words, inspiration is
drawn from one of the abstractive summarization techniques,
Term Frequency-Inverse Document Frequency (TF-IDF).

Using an open-source Python library Gensim [11], the TF-
IDF scores are created for every term in a given corpus. It is
impractical to create n-grams of every possible length as the
input sentence could be any length. Therefore, the document
frequencies for all n-grams except unigrams are estimated. To
generate such a document frequency for a given n-gram, two
estimates are needed: the probability that each term within
the n-gram occurs together in a document and the probabil-
ity that the terms occur in the proper order. A naive estimate
of the chances of the constituent terms occurring in the same
document can be obtained by multiplying their document fre-
quencies together as shown in Equation 6.

P (a1 ∧ a2 ∧ . . . ∧ ak in d ∈ D) =
k∏

i=1

DocFreq(ai, D) (6)

where ai is the ith term in the n-gram, k is the total number
of n-grams within the n-gram sequence, d is the document,
and D is the corpus.

In order to obtain a similarly naive estimate of the terms oc-
curring in the necessary order, the input sentence is used as
a template. Considering the number of rearrangements of the
words in the input sentence with the terms in the n-gram in the
proper order against all possible rearrangements of the words
gives the probability that the n-gram appears in that sentence.
Multiplying both of these values together gives a weight for
each individual n-gram within the sequence. While there are
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issues with treating the words as independent and with treat-
ing a sentence as representative of a document, this allows us
to handle arbitrary n-grams as well as keep the dictionary in
a manageable size. There exist words like “New” and “York”
that are frequently paired and in some corpora occur together
more often than either word independently. Now having a
score for each n-gram within the sequence, a score for that
particular sequence can be obtained by weighing each n-gram
cosine similarity with its TF-IDF score and then averaging by
the TF-IDF score as shown in Equation 7.

Average score weighted by TF-IDF =

∑k
i=1 wi × si∑k

i=1 wi

(7)

where si is the cosine similarity score of the ith n-gram
and wi is the corresponding TF-IDF weight.

3.4 Sentiment Emoji

One complication with the summarization process is that
multiple phrases map to the same emoji. With the few hu-
man translations considered, the emotion behind the input
sentence was not obvious after translated into emojis. For
example, both sentences “Happy dog treats dog” and “Sad
dog treats dog” map to . In an attempt to facilitate
human translation, a sentiment emoji was proposed. Tagging
the sentence with a or a might allow humans to get
closer to the input. Using the Python library TextBlob [12], a
sentiment score is obtained for the input sentence. It results
in the polarity and subjectivity scores that are corresponding
to how positive and how factual TextBlob ranked the input,
respectively. Initially, the table in Figure 8 was used and the
polarity is ranged from -1 to 1 and the subjectivity is ranged
from 0 to 1.

Figure 8: Table used in conjunction with TextBlob for initial
sentiment analysis

In order to allow more than the nine emojis seen in Figure 8
and use emojis more in line with how they are used on social
media, emojis were scored using tweets. Using Twitter’s API,
between 30 and 100 tweets were gathered for each emoji.

Each tweet was scored using TextBlob and the scores for each
emoji were averaged. Then, the emoji with the average senti-
ment score closest to the sentiment score of the input sentence
is selected as the sentiment emoji using the standard deviation
as the distance. The results from scoring tweets are shown in
Figure 9. Many emojis end up with the polarity and subjectiv-
ity values close to zero, which does not allow distinguishing
between emojis when considering the distance from the in-
put. There are two reasons for this: the size of the dataset
and the lack of preprocessing of the tweet data. First, due to
Twitter’s limitation on daily API queries, the dataset gathered
was fairly limited. This issue is easily addressed by gathering
data for a longer time. Second, misspellings, slang, and gram-
matically incorrect sentences yield poor results in TextBlob.
For example, even a simple misspelling such as “tightt” for
“tight” is enough to give the tweet a score of zero. This pre-
processing issue could be fixed by including a more complex
cleaning pipeline before sentiment analysis. An implementa-
tion linking an existing public emoji-sentiment dataset from
something like Kaggle to sentiment scores of the input sen-
tence instead of scoring the tweets using TextBlob might pro-
duce better results. This consideration was initially discarded
for two reasons: first, because the largest dataset found only
had around 1000 emojis and approximately 80 percent of the
emojis had fewer than 100 occurrences. Second, the emojis
are tagged with their number of positive, negative, and neutral
occurrences. How to appropriately map this onto TextBlob’s
two dimensional subjectivity/polarity scores was not immedi-
ately obvious. However, there are far fewer emojis that would
be clustered at zero.

4 Test Plan

Translation algorithms are commonly evaluated by compar-
ing the output from the algorithm to the known good trans-
lations. However, because there has not been much research
done in this English to emoji translation domain, there was
not a large enough amount of sample data to test this algo-
rithm in that fashion. Furthermore, the allocated research
time did not allow for the creation of such a dataset. Due to
this fact, a new way to quantify the accuracy of the translation
algorithm was needed. The testing algorithm developed starts
by generating an emoji translation for a given number of input
sentences. These emoji translations are presented to a user for
translation back into English sentences. A direct numerical
comparison can then be drawn between the input sentence to
the algorithm and the sentence provided by the human using
the cosine distance between the vectorized sentences. One
major downside to this testing is that it is human-in-the-loop,
meaning that human interaction is needed to complete the
test. This leads to a slower overall testing process, introduces
potential bias due to educational, cultural, and societal differ-
ences, and removes the ability to test at each iteration. The
general flow for this test process is as follows:

(1) Generate sentences in English.
(2) Summarize each of the sentences using CoNFET.
(3) Take the top 20 sentences sorted by the certainty score.
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Figure 9: Preliminary results from scoring tweets

(4) For each machine translated sentence:
(a) Provide the user with the emojis.
(b) Provide the user with the length of the result sen-

tence.
(c) Prompt the user to translate the emojis into a sen-

tence.
(5) For each pair of the machine translated sentence and the

user translated sentence:
(a) Calculate the distance between the two sentences

using Sent2Vec.

5 Implementation and Results

All programs for this research were written in
Python 3 using the following packages: SpaCy [13],
NLTK [14], Gensim [11], TextBlob [12], Sent2Vec [4],
NumPy [15], and Jupyter [16]. The dataset used
is the dataset from Emoji2Vec [3]. The programs
used to implement this algorithm can be found at
https://github.com/AlexanderDavid/
Sentence-to-Emoji-Translation

The results from the exhaustive n-gram generation algorithm
are presented in Figure 10. The results include the sentence
inputted to the algorithm, the emojis generated from the al-
gorithm, and the score attributed to each translation using the
average cosine distance. Because emojis are just visualiza-
tions of specific descriptions, some of these translations may

not make sense unless the specific descriptions of emojis are
known. For example, the n-gram “They are playing” is trans-
lated to the emoji as shown in the third test data in Fig-
ure 10. This emoji is known as the “Flower Playing Cards.”
Once this description is known, the emoji translated sentence
makes more sense.

Figure 10: Results from the exhaustive n-gram generation al-
gorithm

The results from the dependency tree n-gram generation algo-
rithm using the average cosine distance are presented in Fig-
ure 11. These summary results are not as good as the results
of the exhaustive algorithm. This is mainly because the de-
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pendency tree algorithm does not take into account the score
that the translation of the proposed sequence will have. Al-
ternatively, the exhaustive algorithm splits the sentence as to
maximize the resulting score.

Figure 11: Results from the dependency tree n-gram genera-
tion algorithm

6 Conclusion

In this paper, a new algorithm for translating an English sen-
tence into a series of emojis, CoNFET is presented. Emojis
are becoming well understood in the domain of Natural Lan-
guage Processing, so they make sense as an output medium
for a new translation algorithm. CoNFET accomplishes this
goal through the use of the n-gram sequence generation al-
gorithms combined with the n-gram to emoji translation and
the scoring methods. This algorithm could be useful for the
field of communication between individuals with cognitive
disabilities or for describing a long document in a condensed
way.

One of the main drawbacks of this implementation was the
limited dataset [3]. The dataset defines the complexity of the
output language and it is used as a translation mapping from
emojis to English phrases and vice versa. In the current im-
plementation, there are 6,000 entries in the dataset and only
1,662 unique emojis. In the future, some exploration will be
done with scraping different emoji database-like sites (e.g.
Emojipedia) to create a richer output language. In addition
to the size limitations, the dataset is also limited in the sense
that one keyword may have multiple emojis that represent it.
In fact, in our dataset, 15%, around 720 descriptions have
multiple emojis. This means that some n-grams have multi-
ple emojis that are all equally close. In the future, we will
investigate alternate heuristics by using the other keywords
of an emoji when deciding what translation is most suitable.
Finally, the last problem is that each n-gram is translated in-
dividually. Therefore, no previous context in the sentence is
used in the n-gram translation. If the previous n-grams can be
taken into account while translating the current n-gram, this
may produce a more representative emoji sequence. Also,
the test plan detailed in Section 4 should be implemented and
evaluated. While additional work in this area does need to
be conducted to improve the algorithm, this initial effort has

provided a meaningful start.
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ABSTRACT
Loops can be complex to write and even harder for others to
comprehend. Researchers from the software maintenance
community have been working on automatically generating
describing comments for loops from real world software
projects. As these studies point out, their generated
comments can serve as bridges to further convert the
loops to higher order function constructs since they are
declarative themselves. Examples of higher order functions
include the map function over lists. In this paper, we
present our technique which can comprehend common loop
constructs and directly transform loops to higher order
function constructs by manipulating abstract syntax trees.
Our technique can recognize and transform three common
loop patterns and also has a strategy for general loops. Our
technique can also transform higher order functions back to
loops. We implemented our technique as an Eclipse plugin
to help developers and students make the transition from
loops to higher order function constructs.

KEYWORDS
Program Transformation, Software Maintenance, Software
Engineering

1. Introduction
A recent study [1] surveyed 14,317 real world projects and
found only less than 20% of loops are documented to help
readers. Loops without describing comments are hard to
understand in general. The authors developed a technique
which automatically generates describing comments for
a specific kind of loop. The authors suggested that
developers can further transform loops to Java Stream APIs
themselves. In this paper, we take a step further. Our novel
technique can directly transform 4 kinds of loops to Java
Stream code. The idiom of Java Stream code is to use
“higher order functions” such as map, filter, flatMap,
etc. But first, what magic do these “higher order functions”
have?

Higher order functions, functions that take in or return
other functions, have originally been the primary constructs
for functional programming languages. The idea of using
functions to program can be traced back to Church’s lambda
calculus in the early 30’s. Church’s lambda calculus
is Turing equivalent and can be the building blocks of
a modern programming language [2]. An example of
higher order functions is the map function which takes
in another function and applies it to each element in a
collection. This idea exists in many modern programming
languages, sometimes with slightly different names. For
example, C++ has for_each, Ruby has each, Python has
map, Scala has map and so on. The counterpart for Java
had been missing until 2014 with the release of Java 8.
Java does not provide map for general collections but
rather only gives it to the Stream class and allows other
collections to be converted to a Stream. The evolution
of Java exhibits the “climate change” [3] in contemporary
software development that there is a shift from desktop
applications to web applications, from single core to
concurrent computing. Higher order functions like map are
more adapted to the current climate. For example, they
generally can work without side-effects which is crucial to
concurrent computing. Google’s MapReduce model is a
successful example of this paradigm [4]. Moreover, higher
order functions have solid theoretic foundations [5] and can
be reasoned for optimizations through rigorous proofs [6].

One may say that traditional loops can do whatever these
higher order functions can do. This is true without
any doubt. However, not only loops can be hard to
parallelize because of mutability, but also can be a software
engineering nightmare as they are hard to read. The
community of software evolution and maintenance has
expressed such concerns in several studies, e.g., [1, 7]. The
community believes that loops need describing comments
to be readable. However, one recent study [1] showed
that among 14,317 projects, less than 20% of loops are
documented to help readers. So the same study developed
an automatic method to generate describing comments for
some specific loops in real world projects. Contrarily,
higher order functions are considered more “declarative” as

70



opposed to being “imperative”. For example, if one writes
lst.filter(isEven), it should be intuitive enough even
for non-developers. In fact, many declarative languages
such as MySQL are designed to be used by people who
don’t know much about general programming. Other
advantages of higher order functions include an easy access
to data level parallelism [3], the processing of large amounts
of data across multiple processors.

Given the advantages of using higher order functions,
efforts have been made to teach them as early as in
introductory programming courses. For example, How to
Design Programs [8] uses Racket, a functional language
which is a variant of Scheme. This text has been
used in several major universities with active community
pedagogical support. However, overall it is still a minor
choice. For/while loops still dominate in introductory
programming courses as the way to express repetitive
constructs. For students that learned loops in their “native”
(programming) languages, it is even harder for them to
adopt higher order functions than absolute beginners. This
is due to the inherent difference between a loop and a higher
order function like map — one relies on mutation and one
does not.

For that matter, we propose to provide automated assistance
to convert loops to declarative maps in Java for the purpose
of software evolution and maintenance. It can also help
developers or students make the transition from imperative
loops. Unlike the existing commenting approaches, e.g., [1,
7, 9, 10, 11], our technique converts loops directly to the
equivalent higher order function constructs, a source to
source program transformation technique. This could be the
ultimate goal for some of the commenting techniques [1].
To be specific, our technique recognizes and transforms
the most common loop patterns to Java Stream constructs.
Common loop patterns without sophisticated structures
take a surprisingly large portion of loops in real world
projects. For example, a study showed that 26% of loops
in the 14,317 real world projects have the simple while-if
construct, that is, a while loop with a nested if statement [1].
To make our technique more accessible, we developed an
Eclipse plugin that can make the transformation within the
project.

To our best knowledge, our technique is the fist attempt
to convert loops to streams in Java for maintenance and
pedagogical purposes. Our contributions include

(1) a technique that can recognize four loop patterns
and transform them to Java Stream constructs
automatically so as to improve the readability of
related code

(2) a technique that can transform common Java Stream
constructs back to loop constructs automatically

(3) an Eclipse plugin that can help developers and
students convert loops to Java Stream constructs so
as to learn about their relations within the project

The rest of the paper is organized as follows: Section 2
discusses related work, Section 3 demonstrates how our
technique works with an example, Section 4 explains
the details of our technique, Section 5 demonstrates the
prototype of our Eclipse plugin, Section 6 summarizes our
research and possible future work.

2. Related Work and Background
We start this section with recent works concerning
readability and maintenance of loops from real world
projects in the software engineering community. We then
point out the necessity of introducing higher order functions
to developers and students by showing the evolution of the
Java language. Next we discuss the connections between
loops and lists. We show that the theories of lists have
been well studied in decades and have solid applications in
real world problems. Finally we discuss the background of
program refactoring and transformation techniques.

2.1 Readability of Loops

Abelson and Sussman [12] contended that programs must
be written for people to read, and only incidentally for
machine to execute. More specifically, it is reported that
the ratio of time spent reading versus writing is well over
10 to 1 [13]. The software maintenance community has
concerns about code readability in real world projects and
has taken measures to automatically generate summaries
given snippets of code, e.g., [1, 7, 9, 10, 11].

In research [1], the authors first conducted a survey of
14,317 real world projects and found only less than 20% of
loops are documented to help readers. The authors extract
“action units” and mine patterns of loops from real world
projects. Their technique generates and only generates
describing comments for loops that contain exactly one
conditional statement. It may seem very specific but they
found that 26% of loops are loop-if’s. The authors stated
that their technique can help developers identify loops that
can be refactored to using the new Java 8 Stream APIs.
For example, a large number of loops with an if-statement
inside can be described as finding a specific element in
a collection. This can be done exactly with higher order
functions provided by Stream APIs. In this sense, our
work is one step ahead such that our technique directly
converts various patterns of loops to Stream operations.
Such transformations can also preserve the readability.
What makes the difference is that our technique parses code
snippets to abstract syntax trees, manipulate the trees, and
can easily convert the trees back to working code but not
just textual comments.

An earlier technique [7] identifies loops that find elements
which are maximum by some calculations and generate
corresponding comments to help readers understand them.
In both cases, Java Stream’s find and maxBy are the higher
order equivalents to the above two loop patterns. It is
easy to see that such higher order functions are descriptive
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themselves for the semantics.

2.2 Evolution of Java

Early Java had C-like constructs except for the object
oriented features. During the last two decades, Java has
evolved to have more abstract constructs. For example,
generic types were introduced in Java 5 [14]. Generic types
allow developers to abstract over types, e.g., A in List<A>
is a type variable. Future and Executor were introduced
to provide abstraction over the raw threads [15]. It
rescues developers fromwriting error-prone code involving
Thread. Stream, our star in this paper, was introduced
in 2014. Another new member is Optional which
models absence of values to replace the error prone null.
Furthermore, Futurewas enhanced to support composition
with higher order functions similar to map and flat-map.
The Flow API was added in Java 9 to support reactive
programming which is the backbone of Netflix’s streaming
service [3].

We can see the process of how Java attempts to catch
up to the contemporary software development climate.
However, these new constructs cannot be covered in one
introductory course. We believe that one of contributions of
our technique is to introduce students into this new realm of
Java in a gentle manner by starting with the transformation
from loops to streams.

2.3 Higher Order Functions For Lists

Even when a for/while loop does not operate directly on
lists, the values of its control variables will form a sequence
that resembles a list. From this point of view, every loop can
be interpreted as some list processing operation.

If a programming language adopts higher order functions
for collection types, it usually offers not only map but
also other ones in a bundle. Typical companions include
filter, maxBy, groupBy, reduce, foldLeft, among
others. Due to their declarative nature, it is not hard for one
to derive what they do in conjunction with type information.
Bird [6] provides a thorough discussion on the properties
of such higher order functions. For example, map should
distribute over function composition, i.e., map (f ◦ g) =
map f ◦map g. Another example is the commutativity of
filters.

The distributivity of map turns out to be the property
of a functor in category theory. Spivey generalizes list
operations to category theory concepts [5]. “List” construct
can be considered as a “free monoid functor” given an
underlying set. The list functor not only promotes a regular
set to a set of lists but also promotes regular functions
to handle lists (i.e., map). If list is viewed as a functor,
concatenation, flattening, and reduction of lists are natural
transformations. Finally some natural transformations can
form an adjunction.

Such high level interpretation gives lots of potential for us
to further understand higher order functions on lists. In [6],

the properties described in the study was used to optimize a
text processing procedure from O(n3) to O(n).

2.4 Program Transformation

Program transformation can be applied at different levels
such as source to source or intermediate levels inside
a compiler. Program transformation is often used to
obtain better performance. One of the source to source
transformation techniques is called constant folding [16].
The technique substitutes constants for variable expressions
with the help of the reaching definition analysis. For
example, assignment statements x=10;y=x+10 will be
transformed to x=10;y=10+10. Here we can save
one variable lookup. Examples of intermediate level
transformation techniques are loop jamming and loop
unrolling as part of compiler optimization process [17].

Another application of source to source program
transformation is automatic code refactoring. To
help developers, typical Integrated Development
Environment (IDE)s provide various automatic code
refactoring utilities such as variable renaming, extracting
methods, etc. For example, when the developer decides to
choose a better name for a variable, the IDE can identify
the scope of the variable and change all related occurrences
at the same time when the developer simply changes the
declared name. These commonly used code refactoring
techniques are automatic in the sense that the developer
identifies what to change and the necessary changes will
be applied by the IDE. With more advanced data flow
analysis, the identification of possible code refactoring can
also be automated, e.g., [18].

3. Motivating Example
As an example of transforming loop source into an
equivalent that utilizes Java streams, we will be using a
common goal of loops which is to modify every value in
a list by a common function. In this example, we will be
demonstrating this by multiplying every double value in
a list by two. The code to accomplish this using loops is
shown in Figure 1a while its stream equivalent is shown in
Figure 1b. Some lines in these figures have been split into
multiple lines to better describe the various pieces.

3.1 Map

The original list, loop control variable, result variable, and
current element are common elements within the for-loop
structures we will be transforming. The original list, if the
pattern has one, is the list that is providing the main source
of information for the loop. In Figure 1a, the original list
is lst. The loop control variable is the variable in the for
loop initializer that is assigned a value. In this example, i
is the loop control variable. The result variable represents
the final result of a loop and will be the last variable being
assigned a value or receiving amethod call inside a for-loop.
In this example, the result variable is ans. Finally, we
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refer to the current element as a get method invocation of
the original list that uses the loop control variable as its
argument. For this example, lst.get(i) is the current
element.

Next, we will analyze Figure 1a as a developer who is
seeing the code for the first time to demonstrate the greater
challenge of reading loops. Line 1 tells the reader that
the result variable ans will begin as an empty list of the
same typed stored in the original list, double. On line 2,
the reader sees that the there is a for-loop that uses the
loop control variable, i, that has an initial value of zero.
Line 3 shows that the condition of the for-loop is that
the loop control variable i is less than the length of the
original list. Finally, on line 4, the reader sees that the
loop updates i by incrementing it by one on every iteration.
These three statements within the for-statement tells the
reader that the loop will iterate the loop control variable
from zero to one less than the length of the original list.
Line 5 contains the method invocation ans.add. At this
point, the developer knows that a new element will be
added to the result list every iteration of this loop. In
line 6, the reader can see what exactly is being added. It
takes the current variable and multiplies it by two every
time. To completely understand what is happening in
this for-loop, the developer must follow the loop control
variable throughout the loop. First, it is given its initial
value, then the loop condition is checked, then the body is
executed using the loop control variable, the loop control
variable is updated, and the process repeats by checking the
loop-condition again until it is no longer satisfied. Only
after combining all of this information can the developer
deducewhat this loop accomplishes. The reader now knows
that, because the loop will take each element in the list,
multiply it by 2, and add it to the originally empty result
list in order, the result will be the original list with every
value doubled.

Next, we will analyze the example that utilizes streams
demonstrated in Figure 1b. Line 1 tells the reader that
the result variable will be using streams to find its value.
This line does not provide a whole lot of insight into what
the resulting value is going to be so it can mostly be
ignored. Line 2 is the map method invocation. Because
the developer knows that this method will take the stream
and apply the lambda function argument to each element,
it is understood that each element in the stream will be
mapped to a new value. On line 3, the reader can see exactly
what is going to happen to each element. For every value
in the stream, the resulting stream will use the that value
multiplied by two. Already the reader knows that the stream
will contain the elements from the original list multiplied
by 2. Finally, line 4 takes the stream that map produced
and collects the values into a new list to be used as the
result variable. Once again, this line does not provide much
information about the goal of this loop and can largely be
ignored by the reader.

3.2 Our Transformation Technique

Now, we have to be able to transform the example in
Figure 1a to its equivalent stream pattern in Figure 1b. To
begin, we have created abstract syntax tree (AST) diagrams
for both code snippets shown in Figure 2. Looking at these
trees, we can see an easily identifiable structure in the loop
example that can be used to identify it as a map pattern.
The root of this AST is a for-loop that has an initializer,
condition, and updater that makes its loop control variable
iterate from zero to one less than the size of the original list.

In that for-statement’s then block, there is a list add method
invocation and it uses the current variable as its argument.
By detecting this pattern we can tell that this structure has an
equivalent structure that utilizes streams. TheAST that uses
streams is very different than the original AST excluding
one piece. The expression used for the argument of the
add method is used in the lambda expression for the map
method argument. Before this piece can be copied over,
modifications must first be made. The expression from the
add method has references to the current variable i. This
variable does not exist in the stream pattern so it cannot be
used. To solve this, every occurrence of list.get(i) is
replaced with its equivalent, the lambda parameter x. After
this modification has beenmade, this expression can then be
copied over to the new AST. Now that the expression used
in the map method has been properly modified and copied
over, the AST for the stream pattern is now complete.
Finally, the source can updated using the new AST and the
old pattern is replaced.

3.3 Potentials

While parallelizing using Java streams does not always
guarantee performance gains directly, it is a much easier
task for developers to parallelize using streams than to
parallelize a loop manually using Java threads. When a
for-loop is parallelized using Java threads, a developer must
create multiple threads and distribute the loop’s workload.
After adding these optimizations, a developer reading the
code for the first time will have a much harder time
understanding the intention of the loop as they would be
burdened with the additional task of deciphering how the
work was distributed throughout the threads. To use the
parallelized version of streams, readability is not reduced
as stream() is simply replaced with parallelStream().

In the case of the example used in Figure 1b,
parallelizing does not provide any immediate performance
improvements. The operation that map is performing is too
simple and the overhead from using streams overpowers
it. When the expression used for the reduction is more
CPU intensive, the benefits of parallelization begin to
make themselves more apparent. To demonstrate this, a
benchmark was conducted using modified versions of what
is shown in Figure 1a and Figure 1b. stream is replaced
with parallelStream, and, instead of multiplying every
value by two, every value was multiplied by a double
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1 ans = new LinkedList<Double>();
2 for (int i = 0;
3 i < lst.size();
4 i++) {
5 ans.add(
6 lst.get(i) * 2);
7 }

(a) For-loop that doubles every element in a list.

1 ans = lst.stream()
2 .map(x ->
3 x * 2)
4 .collect(Collectors.toList());

(b) Use of Java streams to double every element in a list.

1 // 0 < seed < 1
2 static double expensiveCalc(double seed) {
3 double res = 1;
4 for (int i = 0; i < 100; i++) {
5 res = res * seed + 1;
6 }
7 return res;
8 }
(c) The CPU expensive calculation used to demonstrate
parallelization gains.

Figure 1: Code snippets used to demonstrate Java stream
benefits.

generated by the more computationally expensive method
shown in Figure 1c. The seed argument of this method
used for every test is a random number between zero and
one and is created before a test pass is run. The same seed
is used for every call to this method for one pass of these
tests. This means that the resultant list for each pattern
will be identical and only the load being put on the CPU is
changing with this modification.

The benchmark generates a list of one million random
strings and then times the two map patterns described
above. On a CPU with six cores and over 100 test passes,
it completed the map using the single threaded for-loop in
123.16ms on average. The map using parallelized streams
completed in 30.81ms on average. Performance gains from
using parallelStreams is entirely situational and this
amount of improvement should not be expected in every
real world application. Despite this, this benchmark shows
how simple and readable parallelizing with streams can
be. Parallelizing the original for-loop would make the code
immensely more challenging to read while parallelizing the
stream pattern required only one method invocation to be
renamed.

for statement

init, condition,
updater then

i = 0;

i < lst.size();

i++

method invocation

map

name arguments

x -> x * 2method invocation

res.add

expression,
name arguments

lst.get(i) * 2

Figure 2: Map for-loop and stream ASTs.

4. Methodology
Here we will discuss the technique our tool uses to both
detect for-loop patterns and transform them back and forth
between their for-loop structures and equivalent stream
utilizing structures. We will describe how descriptive
features can be extracted from a for-loop to match the
loop to the correct pattern it transforms into. Finally, we
will describe each of the four transformations our tool can
perform.

4.1 Detecting Patterns

In order to analyze the original source, the text is
first converted into an AST which better represents the
structure of the code than text. All pattern detection
and transformations analyze and mutate ASTs before
converting them back into the resultant source code.

Before a for-loop can be transformed into its stream
utilizing equivalent, we must first identify which stream
pattern matches the for-loop. There are some requirements
that each of the transformation patterns need from the
original for-loop. All of the transformation patterns
share these requirements, so every for-loop is checked
against these requirements before moving forward. The
requirements are listed below.

Requirements

(1) The loop must be a for-loop

(2) Maximum of one nested if-statement

(3) Original list must be parameterized

(4) If the result variable is a list, it must be parameterized

(5) The for-loop can only have one initializer

After a for-loop’s AST structure has been found to pass
these common requirements, the next step is to identify
some common loop features. By looking at these common
features, we are able to match a pattern to a loop’s set of
features. We do so by assigning values to the following 5
feature definitions.

Feature Values

• F1 | If-statement: none (0), comparison using result
variable and current variable (1), or other (2)

• F2 | Increments by one (1) or not (0)
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• F3 | Range: 0->list length (0), 0->k (1), other (2)

• F4 | Result variable type: type stored in original list
(0), new list (1), original list (2), other (3), none (4)

• F5 | Breaks inside if (1) or not (0)

The research paper that generated comments from for-loops
utilized a similar pattern to identify features of a
for-loop [1]. Finally, by identifying all of these features of a
for-loop, it can now be matched to a pattern. Table 1 can be
used to match a set of for-loop features to its stream pattern
equivalent.

Pattern
Feature F1 F2 F3 F4 F5

Map 0 1 0 1,2 0
Reduce 1 1 0 0 0
Find 2 1 0 0,3 1
General 0

Table 1: Matching features to patterns. Empty cells are used
to represent all possible values for a feature.

When transforming a stream pattern back into a for-loop,
the detection is much simpler. Because the stream patterns
are always strings of method invocations, only the names
of those method invocations and their arguments need to
be checked. For example, to find the map pattern we
need to locate a list being assigned to a string of method
invocations: stream, map, and collect.

Table 2 shows for-loop patterns and their equivalent stream
versions. Note that the variables i, lst, and res represent
the loop control variable, original list, and result variable
respectively. It is not required that those variables use those
exact names.

4.2 Map

To convert a for-loop that matches the map pattern, the
entire for-loop is replaced with the stream structure as
shown in Table 2 and its AST in Figure 3a. Much
of what is needed for the stream pattern never changes.
The method invocations stream, map, collect, and
Collectors.toList are always going to stay the same.
The pieces that vary case by case are the result variable,
original list, and expression used in the map method
invocation. These have to be found and inserted into the
new structure. The result variable and original list are
relatively simple to locate in the for-loop and, once they are
found, get copied over to the new AST. The expression that
is originally used in the for-loop structure to add elements
to the result list (marked expression in Table 2) requires
modifications before it can be used in the stream version.
This is due to the fact that the original expression used
here uses lst.get(i) to refer to the current element. The
list control variable does not exist in the stream version so
it must be replaced. To accomplish this, all occurrences
of the current element that uses the list get method must
be replaced by the lambda parameter x used in the map

argument. If the loop control variable is used in any other
way except for finding the current element, then the for-loop
cannot be converted. Finally, with these pieces copied over
to the new AST, the original for-loop can be replaced and
the new source code generated.

This pattern, and all the others, can be transformed from the
stream version back into a for-loop. To do so, the structure
of the for-loop is created and segments are copied over in
the other direction. Modifications, where required, must be
applied in reverse.

4.3 Reduce

The next pattern transformation involves reducing a list
down to a single element in that list by using a comparison.
Table 2 and Figure 3b show the source and AST structures
respectively. Once again, the structure of the method
invocations stream, reduce, and get will always remain
the same for this pattern. The original list and condition
used, however, must be found within the original for-loop.
While the original list can be copied over from the for-loop
as is, the if condition must be modified because it contains
both the current element and result variable. These need to
be changed because, in the stream version, the loop control
variable and result variable cannot be accessed. Because
of this, the current element is replaced with the lambda
parameter x and the result variable is replaced with the
lambda parameter y. After the new AST is generated, it
can be used to replace the original for-loop.

4.4 Find

The find pattern transforms a for-loop that sets the result
variable to the first element in a list that satisfies a
condition. The original for-loop and its transformation
can be found in Table 2 and Figure 3c shows the AST
transformation. The string of method invocations, stream,
filter, findFirst, and get, is always used in the stream
pattern so that structure will always be used. The pieces
that have to be copied over from the original for-loop
structure are the original list and the condition used in the
if-statement. Like before, the condition in this if-statement
will use the loop control variable to refer to the current
element. As there is no loop control variable in the stream
pattern, the way of referring to the current element must
be changed. When copying the condition over to the
filter method invocation argument, every occurrence of the
current element using lst.get(i) is replaced with the
lambda parameter x.

4.5 General

The final general pattern is only used if a for-loop does not
match any of the other three patterns and does not contain a
break or return statement within the loop body. Table 2
presents the original for-loop and its transformation while
Figure 3d demonstrates the AST transformation. Like the
other patterns, the general stream pattern uses a string of
method invocations, Stream.iterate, takeWhile, and
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Loop Stream
Map

for (int i = 0; i < lst.size(); i++) {
res.add([expression]);

}

res = lst.stream()
.map(x -> [expression])
.collect(Collectors.toList());

Reduce
for (int i = 0; i < lst.size(); i++) {

if ([condition])
res = lst.get(i);

}

res = lst.stream()
.reduce((x, y) ->

[condition] ? x : y)
.get();

Find
for (int i = 0; i < lst.size(); i++) {

if ([condition]) {
res = lst.get(i);
break;

}
}

res = lst.stream()
.filter(x -> [condition])
.findFirst()
.get();

General
for (int i = [init];

[condition];
[updater]) {

[body]
}

Stream.iterate([init], i -> [updater])
.takeWhile(i -> [condition])
.forEach(i -> [body]);

Table 2: For-loop and stream pattern code equivalencies.

forEach, that defines the overall structure. For this pattern,
the stream version does have a loop control variable. This
means that init, condition, and body can be copied
over to the new AST as is with no modifications required.
updater, on the other hand, does need to be modified. The
updater in the for-loop updates the loop control variable
with an expression while the lambda in the iterate method
invocation behaves like an assignment. This means that the
updater has to be modified. For example, if i++ is used, the
equivalent expression would be i + 1. After this is done,
the original for-loop AST can be replaced with the new one
and, following that, the new source code.

5. Prototype
Our prototype tool is implemented using the Eclipse Java
development tools (JDT) framework. We first use the JDT
parser to generate the abstract syntax tree of a code snippet.
Then we analyze the AST using the methodology described
in Section 4 to transform the AST. Finally we use JDT
parser to generate source code from the transformed AST.

We developed an Eclipse plugin that can take user inputs
from a prompt window as shown in Figure 4. The plugin
provides two options for the user. One is to transform from
a loop to a stream construct and the other is to transform
a stream to a loop. In either way, the user can input the
code snippet on the top window. The input will be read
in by the plugin and fed to our prototype. Finally the tool

outputs the result in the bottom window. Acceptable inputs,
loops or streams, are restricted to the ones listed in Table 2.
Our plugin will remind the user that it encounters a yet not
convertible input instead of returning an erroneous output.
The benefit of using an Eclipse plugin is that the user can try
out the new stream paradigmwhenever the user wants while
working on a Java project. This can motivate the transition
from loops to higher order functions.

Both the transformation tool and the Eclipse plugin are
available for the public to check out and use. (Links to
the repositories redacted here for the double blind review
process.)

6. Conclusion and Future Work
In this paper, we present our technique which can
transform three common loop patterns and a general loop
pattern to Java Stream constructs. We implemented the
transformation process using JDT and developed an Eclipse
plugin for developers to use in a more accessible manner.
Our technique and prototype implementation can be used
to improve the readability of loops and to evolve the
loops from real world projects. Our technique conducts
source to source transformation which is different from
the current commenting technique which aim to improve
the readability of loops. Our Eclipse plugin can help
developers and students make the transition from loops
to streams as a pedagogical tool. Our insight is that
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arguments

(d) General pattern

Figure 3: For-loop and stream pattern AST equivalencies and modifications.

the plugin is more helpful if it shows not only how to
transform loops to streams but also the other way around
so as to give the learners a full view of the paradigm.
Interestingly, the fact that transformation from streams to
loops is relatively simpler provides evidence that loops are
harder to understand even from the view of an automated
tool.

Our future work includes introducing data flow analysis
to our transformation process. With data flow analysis,
our technique could better understand the meaning of the
loops and provide more accurate transformation to readable
higher order function constructs in general cases. Another
direction of future work is to apply our refined technique to
real world projects for evolution andmaintenance purposes.
Unlike [1, 7] that requires human evaluation for new
comments, the correctness of the transformations can be
automatically verified by the tests that come with the
projects.
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ABSTRACT
Singular Value Decomposition (SVD) is one of the most
widely used matrix decomposition methods for dense
matrix problems. In contrast to the Eigen Decomposition,
which is only applicable for square matrices, every
rectangular matrix has an SVD. This distinction provides
the stability of SVD and makes it highly favorable to
be used across a wide span of applications such as
compressing, denoising, and data reduction. Yet, designing
the algorithm is interesting due to the interchangeability
of the composed algorithms as well as the variety in
their implementations. In this paper we describe an
approach to the implementation of SVD which may be
competitive among other common implementations in
terms of performance. The competitiveness of this work
will be focused on intended functional parallelism and
floating point optimizations. In this paper, we will outline
all underlying routines, discuss the design decisions and
rationale of the C++ implementation, and highlight the
optimization and parallelization of the code.

KEY WORDS
Linear Algebra, Numerical Analysis, C++, Parallel
Programming, Feature Extraction, Singular Value
Decomposition.

1. Introduction

The Singular Value Decomposition method (SVD) is an
example of a fairly popular matrix factorization technique,
which has been studied since the mid-nineteenth century.
The reasons for the popularity of SVD are immediate.
First, SVD is stable, as small perturbations in the original
matrix affect the components of the decomposition greatly.
Second, it is applicable for any rectangular matrix in
oppose to Eigen decomposition, which may only be
computed for rectangular matrices. Third, it has a great
span of applications. SVD gained the majority of its fame
1970s with the increase of computation power of hardware
and has been gaining more appreciation ever since. With
increasing spread of Machine Learning field in 1990s, it
was able to provide efficient means of feature extraction,
data denoising, reduction and many more things which has
impacted the average individual’s life.

Reasonably enough, as SVD has been attracting more
and more attention, the structure of the algorithm could
not have remain unchanged. Many approaches for
designing an SVD algorithm have been proposed over
time, employing various underlying sub-routines and
using different programming languages for the algorithm’s
implementation. However, many of the open-source
solutions are not optimized, as some programmers
would rather choose clear and easily-understandable
mathematical algorithms rather than more more complex,
yet optimized solutions. One of the better approaches
to assembling an SVD may be found as a part of the
LINPACK demo - and yet, even the present solution may
be enhanced - in terms of both algorithm efficiency and the
actuality of the implementation’s language used.

Hereby, the goal of this paper is to design an optimized
SVD algorithm that may be consequently used as a
part of more complex structures. The essence of our
solution lies in its particular implementation, however,
the mathematical basis of the process provides additional
superiority of the structure. For instance, we shall first
consider the fact that SVD is mainly applicable for dense
matrix problems, which makes algorithms, based on use
of Givens transformations (such as Jacobi eigenvalue
algorithm) inapplicable. Furthermore, many open-source
algorithms use QR eigenvalue algorithm which is based
on decomposition of the matrix into A = QR, gradually
zeroing out off-diagonal elements. In contrary to that, we
will be using a Divide and Conquer (DnC)-type algorithm
(Subsection 3.2.). In general case, the complexity of DnC

algorithm applied to an m ×m matrix is
4

3
m3 + O(m2),

which is comparable to QR’s complexity, as both alorithms
start with the tridiagonalization (Subsection 3.1.) of the
original matrix. However, as we will see in subsection
2.2., successfully building an SVD requires eigenvector
extraction as well. In that case, DnC outperforms QR,

having cost per step of
4

3
m3 + O(m3) compared to QR’s

cost per step of 6O(m3). Additionally, the recursive
nature of the algorithm, based on continuously splitting the
matrix allows for parallelism, which we will discuss later
(Subsection 5.2.1.).

Another feature of this work is that we are not using
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any matrix-related external libraries. Instead, we define
our own matrix data type with all related operations
(Subsection 4.). With that in mind, we would like to first
acquaint the reader with the details of the subroutines,
necessary for our solution. The equations shown in the
following sections may seem fairly intimidating, but fear
not. Jumping to section 4. of this paper, you will find
explanations on implementation of each given equation,
which might clarify the overall structure of the algorithm.

2. Mathematical Basis

As we have stated previously, Singular Value
Decomposition is a factorization of a general n × m
matrix A. This factorization takes the form

A = USV ᵀ (1)

where U is an n × n orthogonal matrix, V is an m × m
orthogonal matrix and S is an n ×m whose only nonzero
elements are located on the main diagonal. Now, we
shall show the process of construction of each part in our
factorization.

2.1. Constructing Matrix S

The first step in construction of Matrix S is to find
eigenvalues of symmetric matrix AᵀA, represented by
nonzero real values, in the descending order:

e1 ≥ e2 ≥ · · · ≥ ek (2)

Hence, ek is the smallest nonzero eigenvalue of AᵀA.
The positive square roots of these eigenvalues are called
singular values of A (denoted sk), which form the main
diagonal of S. Therefore, ∀ ek > 0, sk =

√
ek and

S =



s1 0 . . . 0

0 s2
. . .

...
...

. . . . . . 0
0 . . . 0 sk
0 . . . . . . 0
...

...
0 . . . . . . 0



2.2. Constructing Matrix V

The matrix AᵀA is symmetric, thereby, we may use Eigen
decomposition to result with the following factorization

AᵀA = VDVᵀ (3)

where D is a diagonal matrix with the eigenvalues of
AᵀA on its main diagonal and V is an orthogonal matrix,
whose ith (vi) column is formed by an eigenvector with

l2 norm 1 corresponding to the ith eigenvalue in matrix
D. Such columns would not be uniquely defined, as
multiple eigenvalues of AᵀA allow for multiple choices
of corresponding eigenvectors (unless all eigenvalues of
AᵀA are unique). Matrix D, however, is defined uniquely,
depending on the order of the eigenvalues along the
diagonal. We choose D so that the eigenvalues are placed
in descending order.

As we may conclude from the above, Eigen decomposition
of AᵀA is necessary for construction both S and V
matrices.

2.3. Constructing Matrix U

Constructing the last part of the factorization requires
obtaining S and V matrices. We define the first m columns
of U as

ui =
1

si
Avi, for i = 1, 2, ... , n. (4)

However, the additional n−m columns are required. Here,
we need to form additional n−m vectors, which, when
added to the first m columns, will give us a linearly
independent set. Then, we may apply Gram-Schmidt
process to obtain additional columns.

As we have to choose a set of n−m vectors, it is
immediate that matrix U will not be uniquely defined unless
n = m with all eigenvalues of AᵀA being unique.

2.4. Summary

As one may infer from previous sections, constructing each
part of the SVD requires choosing approaches for solving
a set specific sub problems. Precisely, we shall construct
appropriate algorithms for

1. Matrix Transposition (Subsection 4.1.)

2. Matrix multiplication for matrices of arbitrary size
(Subsection 4.1.)

3. Eigen Decomposition (Subsection 3.2.)

4. Gram-Schmidt process (Subsection 3.3.)

The first two points will be discussed as a part of the actual
algorithm implementation (Section 4.), as they would rely
heavily on the particular way we would represent our
matrix. Now, let us discuss the other two algorithms in
more detail.

3. Extracting Eigenvalues

Choosing a stable algorithm for extracting eigenvalues of
a matrix has always been one of the key problems in
Numerical analysis. For our solution, we have chosen an
iterative technique that will allow us to eventually converge
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to all eigenvalues and provide corresponding eigenvectors -
Divide and Conquer method. An important step to properly
build such algorithm is to first tridiagonalize the symmetric
AᵀA matrix.

3.1. Householder’s Method

Householder transformation [1], or Householder reflection,
is a standard approach for transforming symmetric matrices
into the tridiagonal form. Let w ∈ Rn with wᵀw = 1. The
expression

P = I − 2wwᵀ (5)

is called Householder transformation, represented by
m×m symmetric and orthogonal matrix, consequently,
P−1 = P . The goal of Householder transformation
is to selectively zero out specific entries of matrix in a
stable (with respect to round-off error) manner, which is
achieved through repetitively applying the transformation
P to the symmetric matrix A of size m×m so that
A(k+1) = P(k)A(k)P(k) for k = 1, 2, 3, ...,m − 2. As
the purpose of this section is to briefly acquaint the reader
with the used methods, we shall avoid detailed explanation
of the algorithm and introduce the necessary steps instead.
Hence, to compose the Householder transformation, we
need to define the following for each entry ak of the matrix
A

α = −ak+1,k

 m∑
j=k+1

a2jk

1/2

, (6)

r =

(
1

2
α2 − 1

2
ααk+1,k

)1/2

, (7)

w1 = w2 = · · · = 0, (8)

wk+1 =
ak+1,k − α

2r
, (9)

wj =
ajk
2r

, for j = k + 2, k + 3, ..., n, (10)

P(k) = I − 2w(k)w(k)
ᵀ. (11)

At each step k, the resulting matrixA(k+1) = P(k)A(k)P(k)

takes the form

a11 a12 0 0

a21

0 0 0
ak+1,k ak+1,k+1 ak+1,k+2 ak+1,n

0

0 0 an,k+1 an,n




with each cell in A(k+1) updated. As we continue in this
matter, we form the symmetric tridiagonal matrix A(m−1),
represented by

P(m−2)P(m−3) . . . P(1)AP(1) . . . P(m−3)P(m−2) (12)

In this case, reduction of matrix into tridiagonal form

requires
4

3
m3 flops.

3.2. Divide and Conquer

Divide and conquer eigenvalue extraction algorithms
became competitive within the past 30 years due
to improvements of solution methodology and
implementation techniques. The nature of the algorithm
is such that it is optimal for dense matrix problems.
Additionally, it performs extremely well when extracting
eigenvectors is required, which makes it competitive
to other classical algorithms, such as QR eigenvalue
algorithm. We will concentrate on an algorithm, similar
to the one proposed by J.J.M. Cuppen [2], as it represents
one of the most popular and stable statements of such
algorithms. As it is clear from the title, this section will be
split into subsequent “Divide” and “Conquer” parts.

3.2.1. Divide

We start with the symmetric tridiagonal matrix A of size
m×m. We shall now make an assumption that the order
of A is m ≥ 2. The matrix may be expressed in a block
diagonal form as

A =

[
A(1) 0

0 A(2)

]
+α

[
0
1 1

0

0
1 1

0

]
=

[
A(1) 0

0 A(2)

]
+αbbᵀ

where A(1) and A(2) are of order m1 ≥ 1 and m2 ≥ 1
respectively, with m1 + m2 = m. α represents the m1-th
off-diagonal element of A and the vector b is given by

bi = 1 if i = mi or i = mi+1, bi = 0 otherwise.

Suppose matrices A(1) and A(2) may be decomposed as

A(1) = V(1)D(1)V
ᵀ
(1) (13)

A(2) = V(2)D(2)V
ᵀ
(2) (14)

where V-matrices are orthogonal and D-matrices are
diagonal with nonzero real eigenvalues of A. We may
denote the first row of V(2) by fᵀ(2) and the last row of V(1)
by lᵀ(1). Hence, we have

A =

[
A(1) 0

0 A(2)

]
+ αbbᵀ =

[
V(1) 0

0 V(2)

]([
D(1) 0

0 D(2)

]
+ 2αzzᵀ

)[
V(1) 0

0 V(2)

]ᵀ
,

z =
1√
2

[
V ᵀ
(1) 0

0 V ᵀ
(2)

]
b =

1√
2


l(1)

. . .

f(2)

 , with ‖z‖2 = 1.

81



In further sections, we may reference 2αzzᵀ as the
“correction term” for convenience purposes. The scheme
of the “Divide” portion of the algorithm is such that this
process of division shall continue recursively until the
diagonal matrices are found, which would mean that we
have finally reached the diagonal matrix of order m ≤ 2.
Now, let us switch to the “Conquer” part.

3.2.2. Conquer

We have now obtained the Diagonal matrix D of the form
D = diag(d1, . . . , dm),m ≥ 2 with entries ordered such
that d1 < d2 < · · · < dn , vector z ∈ Rn such that
zi 6= 0 for i = 1, 2, . . . , n and a scalar ρ = 2α. The
assumption about the ordering of elements of matrix D is
insured by the fact that we may reorder diagonal entries,
as long as we modify the orthogonal matrix V accordingly.
The eigenvalues of matrix D + ρzzᵀ, denoted λi are equal
to m roots of the rational function

w(λ) = 1 + ρ
m∑
j=1

z2j
dj − λ

, (15)

called Secular equation. w(λ) has precisely n roots λi,
each located on the interval (dj , dj+1) and one on the right
of dm. We assume that the last eigenvalue, λm, is located
on the interval (dm, dm+1), where dm+1 = dm + ρzᵀz.

The goal of the “Conquer” portion is finding all m roots of
the Secular equation. One may make an assumption that
such classical root-finding techniques as Newton’s method
or method of “False Position” should quickly resolve this
problem, however, those algorithms do not show good
results in practice. A solution technique that we will
discuss, called “The Middle Way” was first presented in
[7] is based on the osculatory interpolation of the secular
equation, using the combination of two rational functions

F (λ; p; q) =
q

p− λ
, (16)

G(λ; d; r; s) = r +
s

d− λ
. (17)

which will be used together with a partition of the

secular function w(λ) =
1

ρ
+ ψk(λ) + φk(λ) for all k =

1, 2, . . . ,m, where

ψ(λ) =
k∑

j=1

z2j
dj − λ

, (18)

φ(λ) =
m∑

j=k+1

z2j
dj − λ

, (19)

where k corresponds to a specific eigenvalue. It is clear that
for dk < λ < dk+1,−∞ < ψk(λ) < 0 < φk(λ) <∞.

Solving the secular equation via the chosen method
requires finding an initial approximation for each
eigenvalue, denoted y. The detailed discussion of finding
an such approximation is described in [7] and we would not
re-state it in this paper.

The procedure is carried out such that both ψk(λ) and
φk(λ) are interpolated by rationals of type G(x; d; r; s).
For 0 < k < m,

r +
s

dk − λ
approximate to ψk(λ), (20)

R+
S

dk+1 − λ
approximate to φk(λ), (21)

with {
s = ∆2

kψ
′
k(y) > 0

r = ψk(y)−∆kψ
′
k(y) ≤ 0

(22)

and {
S = ∆2

kφ
′
k(y) > 0

R = φk(y)−∆kφ
′
k(y) ≥ 0

(23)

and ∆k = dk − y < 0 < ∆k+1 = dk+1 − y. The
“better” approximation y + η (η being the correction term)
via solving the equation

1

ρ
+ r +

s

dk − λ
+R+

S

dk+1 − λ
= 0. (24)

This equation has two roots, the one that we need is located
on the interval (dk, dk+1). We shall now find η = λ − y,
which takes the form

η =
a−
√
a2 − 4bc

2c
if a ≤ 0, (25)

=
2b

a+
√
a2 − 4bc

if a > 0, (26)

with

a = (∆k + ∆k+1)w(y)−∆k∆k+1w
′(y), (27)

b = ∆k∆k+1w(y), (28)
c = w(y)−∆kψ

′
k(y)−∆k+1φ

′
k(y). (29)

We shall, however, consider a special case k = m. Then,

η =
a−
√
a2 − 4bc

2c
if a ≥ 0, (30)

=
2b

a+
√
a2 − 4bc

if a < 0 (31)

with

a = (∆m−1 + ∆m)w(y)−∆m−1∆mw
′(y) (32)

b = ∆m−1∆mw(y) (33)

c = w(y)−∆m−1ψ
′
m−1(y)− z2m

∆m
(34)
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Ultimately, “The Middle Way” shows quadratic
convergence. Solving the secular equation itself is
relatively inexpensive and does not add much to the
overall cost of Divide and Conquer. However, as we are
performing the Eigen decomposition of the matrix, we
shall additionally find the eigenvectors, corresponding to
each eigenvalue found, which will provide the shift from
O(m2) to O(m3) cost per step.

3.2.3. Computing the Eigenvectors Stably

In this subsection, we present an algorithm [3]
for extracting all eigenvectors, corresponding to
previously-found eigenvalues, denoted λi. Given the
secular equation, we may represent an eigenvector,
corresponding to an eigenvalue λi as

qi =

(
z1

d1 − λi
, . . . ,

zm
dm − λi

)ᵀ/√√√√ m∑
j=1

(
zj

dj − λi

)2

.

(35)
An issue arises as we find numerical approximations to
each λi, denoted λ̃i, as even though the result may be fairly
close to an actual eigenvalue, the computed eigenvector
may be very different from the actual eigenvector, since the
ratio zi/(d1−λi) may be very different from zi/(d1− λ̃i).
As a result, the matrix composed of eigenvectors may be,
in fact, not orthogonal.

It follows from [3] that in order to achieve an accurate result
for each eigenvector, we shall find z̃i close to zi. Such
vectors are defined as

z̃i =

√√√√i−1∏
j=1

λ̃j − di
dj − di

×
m−1∏
j=1

λ̃j − di
dj+1 − di

× (λ̃m − di)

(36)
Backtracking the process, we infer that the eigenvalues of
D + ρz̃z̃ᵀ are indeed λ̃i=1 for all i = 1, 2 . . .m. We may
then compute each such z̃i with relatively high accuracy,
substitute those back for zi in eq. 36 and consequently
construct the proper eigenvectors.

3.2.4. Summary

Assembling all pieces together, we end up with an
algorithm with O(m3) cost per step. Merging that result
with complexity of Householder’s Transformation, we

result in
4

3
m3 + O(m3) complexity, proposed in the

introduction (Section 1.). The algorithm provides us the
VDVᵀ decomposition of symmetric matrix, from which
defining matrices S (Subsection 2.1.), V (Subsection 2.2.)
and the first m columns of U (Subsection 2.3.) would be
trivial.

3.3. Gram-Schmidt Process

We shall now discuss finding the remaining columns of the
matrix U (Subsection 2.3.). Gram-Schmidt process [1] is
a famous and broadly-used method for orthonormalising a
set of vectors in an inner product space. In our case, we
shall choose n − m vectors and then apply the process to
each of them. The process with respect to matrix U from
section shall be carried out in the following way: define
column vector r, n × 1, then, for each column of U, ui for
i = n−m, ..., n− 1, n

ui = r − uᵀ1r

‖u1‖2
u1 −

uᵀ2r

‖u2‖2
u2 − · · · −

uᵀ(i−1)r∥∥u(i−1)∥∥2u(i−1).
(37)

4. Implementation

Now that the reader is familiar with the mathematical
basis of the project, we shall finally turn to the discussion
of the actual algorithm implementation. As SVD was
becoming excessively popular for the Machine Learning
applications, many of the open source implementations
are written in Python. Some of the more classical
versions as, for instance, the one present in LAPACK, are
written in FORTRAN. We, however, have chosen C++
as the language of our implementation, as we needed
some efficient tools of memory management for building
matrices. The project is split into two files: .cc with all
of the mathematical algorithms, described in the previous
sections and .hpp - with our custom design of the matrix
structure.

4.1. Matrix Header File

Constructing the matrix header file was driven by several
ideas. First, to set up efficient means of manipulating
the matrix and its subsequent data. Second, to define
specific operations that would be used for better handling
the mathematical algorithms. We defined basic private
fields to be “rows_” and “columns_” of integer type, as
well as a double pointer “data,” used to represent data in
each cell of the matrix. We then defined several iterators
for convenient access beginning and ending of the matrix.
These basic steps allowed us to develop some operators for
performing manipulations on matrices. Here, row, column
and matrix parameters are subsequently denoted ‘r’, ‘c’
and ‘M ’:

• double &operator()(r,c) - takes in
comma-separated row and column and returns
data from the subsequent cell.

• MatrixT &operator=(M) - defined for writes data
from the matrix on the right hand side into matrix on
the left hand side.
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• Matrix operator+(M1, M2) - given matrices on
both sides of the expression, performs matrix addition
if the dimensions match.

• Matrix operator-(M1, M2) - given matrices on
both sides of the expression, performs matrix
subtraction if the dimensions match.

• Matrix operator*(M1, M2) - given matrices
on both sides of the expressions, performs
matrix multiplication if the dimensions match.
Operator is also overloaded for matrix-by-scalar and
scalar-by-matrix multiplication.

As for the member functions, we defined the following:

• int rows() - returns an integer number of rows of the
matrix.

• int colms() - returns an integer number of columns
of the matrix.

• Matrix identity() - turns the specified empty
matrix into an identity matrix.

• MatrixT transpose() - transposes the specified
matrix.

• Matrix row_extract() - given a row index, returns
the specified row as a single-row matrix.

• Matrix row_immerse() - given a row index and
a row-matrix, overwrites the existing row in the
specified matrix with a row matrix.

• Matrix column_extract() - given a column index,
returns the specified column as a single-column
matrix.

• Matrix column_immerse() - given a column index
and a column-matrix, overwrites the existing column
in the specified matrix with a column matrix.

• Matrix cut(i, up) - designed specifically to be
used in the “divide” stage (Subsection 3.2.1.). Used to
extract a nonzero submatrix, “upper” or “lower,” from
the block diagonal matrix, given the index ‘i’ of last
row of the “upper” matrix and a boolean “up”.

We also defined a list of free functions:

• double magnitude(M) - given a row or column
vector, returns its magnitude as a scalar.

• Matrix combine(M1, M2) - given two matrices,
“upper” and “lower,” combines them into a block
diagonal matrix.

• MatrixPair sorts(M1, M2, asc) - designed to
deal with matrix groups of the form V DV ᵀ, where
D is the diagonal matrix and V is an orthogonal
matrix. Depending on the specified boolean parameter
‘asc’, sorts the diagonal entries of matrix D in
either ascending or descending order and modifies the
original matrix V such that it remains orthogonal.

4.2. Main Algorithm File

In the main algorithm file, we define all algorithms,
specified in the Mathematical Basis (Section 2.). The
following specific functions constitute the major block of
the specified file:

• void trigiagonalization(M) - given a symmetric
matrix, modifies it into tridiagonal form (Subsection
3.1.).

• MatrixPair eigen_decomp(Sym) - given a
symmetric matrix, performs its eigen decomposition,
returning the diagonal matrix of eigenvalues and an
orthogonal matrix of eigenvectors.

• Matrix secular_solver(Diag, C) - serves as a
subroutine for the eigen decomposition (Subsection
3.2.2.). Given the diagonal matrix, resulting from
“divide” process, and a correction term ‘C,’ consisting
of column vector ‘z’ and constant ‘ρ’, returns
the diagonal matrix of eigenvalues of the original
symmetric matrix.

• Matrix evector_extract(Eig, Diag) - serves as a
subroutine for the eigen decomposition (Subsection
3.2.3.). Given the matrix of eigenvalues and the
diagonal matrix, resulting from “divide” process,
returns a matirx of eigenvectors, orthogonal to the
diagonal matrix of eigenvalues.

• MatrixTuple SVD(Init, Eig, Orth) - given the
original matrix, matrix of eigenvalues of the initial
matrix and a matrix of eigenvectors orthogonal to the
matrix of eigenvalues, returns matrices U (Subsection
2.3.), S (Subsection 2.1.) and V ᵀ (Subsection 2.2.).

Additionally, we defined the following subroutines:

• Correction block_diag(Sym) - given a symmetric
matrix (diagonal or tridiagonal), modifies it into
block_diagonal form and returns a correction term,
consisting of column vector ‘z’ and constant ‘ρ.

• void populate_matrix(&M) - given a matrix of
defined size, populates it with random entries, using
minstd_rand generator.

• Matrix initial_e_approx(Diag, C) - used as a
subroutine for the secular solver function. Given the
diagonal matrix, resulting from “divide” (Subsection
3.2.1.) process, and a correction term, ‘C’, returns
the diagonal matrix of the initial approximations for
eigenvalues of the original symmetric matrix.

• Matrix s_construct(Init, Eig) - given a
diagonal marix of eigenvales, returns a matrix of
singular values. Requires initial matrix to set proper
dimensions.

• Matrix u_construct(Init,SV,Orth) - given the
initial matrix, the matrix of singular values, and an
orthogonal matrix of eigenvectors, returns the matrix
U (Subsection 2.3.).
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• void gram_schmidt(U, i) - given a matrix U with
well-defined i − 1 columns, returns the complete
matrix U(Subsection 2.3.).

• void print_matrix(M) - a simple helper routine that
prints the given matrix.

Furthermore, we factored certain complex equations into
separate primitive subroutines (eq: 16, 18, 19 (with their
differentiated forms), 35, 36).

Most of the major functions were described in fair amount
of detail in the mathematical basis section (Section 2.),
though, we would like to show the implementation of the
eigen decomposition to our readers

MatrixPair eigen_decomp(Matrix &B)
{

const int n = B.rows();

// Stopping case when initial matrix had odd dimensions.
if (n == 1)
{
Matrix ortho (n, n);
ortho(0, 0) = 1;
return MatrixPair(ortho, B);

}
else if (n == 2)
{

const double a = B(0, 0);
const double d = B(1, 1);
const double c = B(1, 0);

Matrix ortho (n, n), diag (n, n);

// Defining diagonal matrix.
const double v = sqrt((a + d)*(a + d) - 4*(a*d - c*c));
const double l1 = ((a + d) + v)/2;
const double l2 = ((a + d) - v)/2;

diag(0, 0) = l1;
diag(1, 1) = l2;

// Eigenvector magnitudes.
const double v12 = ((l1 - a)/c);
const double v22 = ((l2 - a)/c);
const double v1m = sqrt(1 + pow(v12,2));
const double v2m = sqrt(1 + pow(v22,2));

// Defining orthogonal matrix.
ortho(0, 0) = 1.0 / v1m;
ortho(0, 1) = 1.0 / v2m;
ortho(1, 0) = v12 / v1m;
ortho(1, 1) = v22 / v2m;

return MatrixPair(ortho, diag);
}
else
{
// Producing a block diagonal.
// Extracting "correction constant" rho.
Correction Beta = block_diagonal(B);

// Dividing block diagonal matrix into submatrices.
Matrix hi = B.cut( n / 2, 1);
Matrix lo = B.cut(n - (n / 2), 0);

// Performing the "Divide" recursion.
const auto [o1, d1] = eigen_decomp(hi);

const auto [o2, d2] = eigen_decomp(lo);

// Re-combining orthogonal submatrices.
Matrix ortho = combine (o1, o2);
auto orthoT = ortho.transpose();
// Re-combining diagonal submatrices.
Matrix diag = combine (d1, d2);

const auto & [scalar, unitVector] = Beta;

// Defining the "correction" term for the diagonal matrix.
Matrix C = (1 / (sqrt(2))) * (orthoT * unitVector);
Beta = std::make_pair(2 * scalar, C);

// Fixing order of diagonal and orthogonal entries.
Matrix::sorts(0, diag, ortho);
// Retrieving eigenvalues from secular equation.
Matrix evalue = secular_solver(diag, Beta);
// Calculating eigenvectors from defined eigenvalues.
Matrix evector = evector_extract(evalue, diag);
// Fixing order of diagonal and orthogonal entries.
Matrix::sorts(1, evalue, evector);

return MatrixPair (evector, evalue);
}

}

The discussed implementation serves constitute the essence
of our project. Though, they would not provide sufficient
degree of interest if not for optimizations, which will be
discussed in the next section.

5. Optimization

In previous sections, we discussed what makes our
mathematical algorithm basis “optimized” with respect
to some of the known strategies, providing theoretical
advantage to our implementation. In this section we discus
the code optimizations and transformations: the practical
means that we decided to use in order to boost the overall
performance of developed structure. The topic is rather
broad, so we shall first concentrate on some of the key
optimization features, and then discuss some of the basic
practices that we adhered to throughout the development
process.

5.1. C++ Template Usage

One of the first optimization techniques that we applied was
using C++ templates. In particular, we constructed a matrix
template with two defined parameters:

template <bool Transpose = false,
bool Owning = true>

struct MatrixT { ... };

• Transpose - boolean parameter, signifying whether we
are currently working on a transposed version of the
matrix.

• Owning - boolean parameter, states whether we
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are currently working on a matrix, serving as a
non-owning view of the original matrix. This will still
allow for modification, however, we will not perform
any extra memory allocations.

Both parameters allow for better awareness of the current
state of data - whether the currently-observed matrix
represents the transposed version of some original matrix
and whether we are operating on a non-owning view.
Currently, the developed matrix transposition member
function is based on usage of the non-owning view
production feature. Instead producing a brand-new matrix
with data repetition, a non-owning view to the original
matrix is created. Rows and columns of the original matrix
get swapped so that the view represents the transposed
matrix, but we are still referencing the original matrix’s
data, so no extra memory allocations are performed.

Another key feature of template usage is the fact that
all templated matrix calculations are being produced at
compile time, which gives us additional time optimization.

5.2. Parallelization

As we mentioned in the introduction (Section 1.), some of
the chosen subroutines are designed with the intention of
additional parallelization. As our project is C++ - based,
we may conveniently use OpenMP – an API that allows for
shared memory multiprocessing programming. Not every
written algorithm was subject to parallelism, however, we
were able to develop parallel solutions for the following
list:

• Divide and Conquer (Subsection 3.2.)

• Eigenvector Computation (Subsection 3.2.3.)

• Gram-Schmidt (Subsection 3.3.)

• Matrix S Production (Subsection 2.1.)

5.2.1. Divide and Conquer

The nature of the described algorithm, constituting of
recursively splitting the original matrix into submatrices
serves a great basis for parallelization.

While developing this algorithm, we took advantage of
C++’s built-in support for multithreading [4]. We first
defined stopping criteria for spawning additional threads by
specifying a ‘int max_depth’ parameter, which decreases
with each matrix division (Subsection 3.2.1.). Parameter’s
initial value depends on dimensions of the symmetric
matrix. While the parameter has a non-zero value, a
new thread is being spawned for each recursive iteration.
When the parameter value reaches zero, we call our default
version of “DnC” algorithm. Consequently, we result in
having 2p threads operating within the function, where p =

max_depth. Figure 1 shows a divide an conquer strategy
for max_depth= 3. Nodes denoted as circles represent the
threads performing work which ultimately spawns another
thread and recurses with a decreased max_depth. Nodes
denoted as shaded squares represent the threads finally
computing the work. Thread identifiers (in increasing order
by spawn time) are indicated in the center of each node.

0

0 1

10

0

2 3

24 5 1 36 7

d=3

d=2

d=1

d=0

Figure 1: Divide and Conquer thread distribution strategy.

5.2.2. Eigenvector Computation

As shown by eq. 36, we see that the production of
each accurate vector z̃i does not involve accessing other
“z-vectors.” Moreover, finite product functions that are
involved in eq. 16 also involve accessing independent
elements. Therefore, each iteration of the product
may be computed in parallel and then reduced using
a multiplication operator to be finally used in parallel
computation for each individual z̃. Correspondingly, we
may outline the basic process for computing all z̃ vectors,
where

• f(λi) represents the generalized expression of the
form

i−1∏
j=1

λ̃j − di
dj − di

,

• g(λi) represents the generalized expression of the
form

m−1∏
j=1

λ̃j − di
dj+1 − di

,

• h(λm) represents the generalized expression of the
form

λ̃m − di,

The process show in Figure 2 is obviously very far from the
actual implementation of the method for computing all z̃
vectors that uses the OpenMP functionality [6], but it shows
the basic outline of the process.
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Figure 2: Parallelism present in z̃ vector computation

z_structure(const Matrix& eigenval, const Matrix& diag)
{
Matrix Z; // dims == diag
parallel for z in Z.colms(): // Thread
{

Array A; // dim == z;
parallel for i in A.indices(): // SIMD
{
A[] = compute(f(lambda));

}
a = reduce(A, mul); // SIMD

Array B; // dim == diag.colms() - 1;
parallel for j in B.indices(): // SIMD
{

B[] = compute(g(lambda));
}
b = reduce(B, mul); // SIMD

Z[] = sqrt(a * b * h(lambda)));
}

}

Additionally, computation of every eigenvector qi (eq. 35)
may also be done in parallel, as well as well as m
independent computations of

zk
dk − λi

expressions (where

k = 1, 2, . . . ,m). We may outline the algorithm for
eigenvector production, where

• f(λi) represents the generalized expression of the
form

z1
d1 − λi

,

• g(λi) represents the generalized expression of the
form √√√√ m∑

j=1

(
zj

dj − λi

)2

.

Figure 3 shows the parallelization strategy for eigenvector
computation. Its nested parallelism is one of the few
scalable embarassingly parallel algorithms present in this
framework.

5.2.3. Gram-Schmidt

In our application of Gram-Schmidt process, each
subexpression of the form

uk

‖uk‖2
uk for k = 1, 2, ..., i −

1 (for well-defined ui) may be computed independently,
which allows for performing m parallel operations for an
n ×m initial matrix dimension. When all subexpressions
are computed, we may use the “reduction” clause with
a specified matrix subtraction operation to get our final

Figure 3: Parallelism present in eigenvector computation

q_structure(const Matrix& eigenval,
const Matrix& diag, const Matrix& z)

{
Matrix Q; // dims == eigenval
parallel for c in Q.colms(): // Thread
{

Array z; // dim == eigenval.rows()
parallel for i in A.indices(): // SIMD
{

z[i] = compute(f(lambda, i));
}
g_val = g(lambda); // SIMD
Q[c] = transpose(z) / g_val;

}
}

computation for column vector. We may outline the
algorithm for constructing column vectors u, where

• r represents the random vector,

• f(r) represents the generalized expression of the form

uᵀkr

‖uk‖2
uk

Figure 4: Parallelism present in the Gram-Schmidt process

u_structure(const Matrix& U)
{

for c in U.colms():
{

Matrix r; //random vector, r.rows() = U.rows()
Array A; // dim == U.rows()
parallel for i in A.indices(): // SIMD
{

A[i] = compute(f(r, i));
}
res = reduce(A, sub); // SIMD
U[c] = r - res;

}
}

This is another one of the few scalable embarassingly
parallel algorithms present in this framework.

5.2.4. Matrix S Production

Given the eigenvalues of the original matrix, we perform
parallel computation of each individual singular value.
This would be achieved by spawning multiple threads for
computing sk =

√
ek for each eigenvalue ek from the

diagonal eigenvalue matrix and writing the results into the
newly-allocated S matrix.
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5.3. Architecture Memory Optimizations

Throughout the development, we used several “lawful”
programming practices that may count for minor
optimizations. Hereby, we define the following

• Proper Loop Ordering – developing a routine for
square matrix multiplication as shown in Figure 5.
We applied standard practice of specifying an optimal
loop access pattern. We define multiplication process
for the input matrices A, B and a resulting matrix
C as where we hold data from matrix a in register
to avoid re-accessing the same cell. Consequently,
described access pattern together with saving data
results in fairly low cache miss rate, compared to
other potential orderings. In each inner-most loop
iteration, we perform two load operations and one
store operation. The average L1 data cache miss
rate – determined via cachegrind [5] – is 3.8%. The
experiments of the sizes we are processing are small
enough to fit within the last-level cache, thus resulting
in a negligible miss rate for the last-level cache.

Figure 5: Matrix Multiplication strategy

for (int i = 0; i < A.rows(); ++i)
{

for (int k = 0; k < A.colms(); ++k)
{

r = A(i, k);
for (int j = 0; j < B.colms(); ++j)
{

C(i, j) += r * B(k, j);
}

}
}

• Data Reuse – A common and fairly straightforward
coding practice is reusing data. The nature of some
of the mentioned algorithms is such that we often
reference previously-visited data. For instance, in
Gram-Schmidt process (Section 3.3.), we shall avoid
re-computing parts of the expressions of the form
uᵀk
‖uk‖2

uk, where k = 1, 2, ...i − 1, as we are

defining vector ui+1. In general, we adhered to the
convention of not re-making any computations are
re-using previously-defined data whenever applicable.

6. Future Work

This paper describes our Singular Value Decomposition
project in its current state - a C++ library and application
with a well-defined mathematical basis and a set of parallel
optimizations applied. However, the underlying algorithms
are still not perfect. For instance, in addition to “The
Middle Way” (Subsection 3.2.2.) the article [7] describes
a more complex and optimal method of solving secular
equation, so-called hybrid technique, combining features

of “The Middle Way” and “Fixed Weight Method” which
ends up being about 23% faster then the scheme we
are using. Even though solving secular equation only
takes a small portion of overall Divide and Conquer
algorithm’s cost, using a faster scheme may still be
beneficial for performance of the algorithm. Additionally,
using randomly-defined vector to produce n −m columns
for matrix U (Subsection 3.3.) appears to be a non-stable
decision. We shall consider redefining our method of
constructing the matrix U to not depend on randomness,
as results may not fully be reproducible or scalable. The
code has been verified to work using user-defined input
with known answers which were computed manually, but
no official unit testing or formal verification has been done
yet.

The application of singular value decomposition is its most
attractive feature. Hence, our project has been developed
to apply to feature extraction processes commonly used
as a first step for machine learning. Our next milestone
in this project will be applying the developed code for
object recognition in images. This will be achieved through
initially representing an input image in a grayscale as a
matrix of values. Then, we will reduce this matrix’s
data until the most meaningful feature is extracted and
assigning a label to finalized data. We intend to explore a
well-defined SVD-based object recognition method, as it is
one of the main advantages to SVD. This project remains in
active development and will continue to evolve even after
the current goals are achieved.
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ABSTRACT 
This paper describes a system which identifies the musical 
instrument in an audio snippet, using short-time Fourier 
transform and a convolutional neural network. The 
accuracy of the system was measured using different kernel 
sizes in the network. Increasing the kernel size resulted in 
a statistically significant decrease in accuracy. 
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1. Introduction 
 
Automatic music instrument identification is a form of 
music analysis where a track of music is processed and the 
instruments which play at each point in the song are 
detected. [1] There are a few different ways in which 
instrument recognition can be approached, such as only 
focusing on music with one instrument playing at a time 
(monophonic music) or by classifying sounds in their 
timbre space rather than on their common names. For this 
project, the focus is on monophonic instrument 
identification using a convolutional neural network and 
using traditional instrument names for classification. In this 
paper, the Fourier Transform algorithm, the general area of 
neural networks and specifically convolutional neural 
networks will be discussed. This project focuses on 
measuring the impact of modification of the filter size, or 
kernel size, which is a parameter in the convolutional 
neural network. 
 
2. Fourier Transform 
 
Fourier Transform is an algorithm commonly used in 
music analysis which converts from the time domain to the 
frequency domain. The original algorithm is the Discrete 
Fourier Transform (DFT) upon which improvements and 
modifications have been made, such as Fast Fourier 
Transform (FFT) which is quicker, and Short-Time Fourier 
Transform (STFT) which obtains the frequencies in a 
signal over time, rather than all of the frequencies in the 
entire signal at once. [2] “Fast Fourier transform (FFT) is 

an efficient implementation of the discrete Fourier 
transform (DFT)…. The DFT maps a sequence either in the 
time domain or in the spatial domain into the frequency 
domain” [3]. For this project, STFT is more useful than the 
other implementations, since temporal features give 
important information which would be removed if a 
standard DFT or FFT were applied. STFT performs Fourier 
Transforms on possibly overlapping windows of a signal. 
When these windows are combined, it produces a 2D 
matrix which contains the frequency spectrum of the signal 
over time. [1] 

 
2.1 Discrete Fourier Transform 
 
Since STFT contains the equation for DFT in its formula, 
it’s important to describe how DFT works. The equation 
for DFT is 𝑋𝑋(𝜔𝜔) = ∑ 𝑥𝑥(𝑛𝑛)𝑒𝑒−𝑖𝑖𝑖𝑖𝑖𝑖𝑁𝑁−1

𝑖𝑖=0  where 𝑋𝑋(𝜔𝜔) is the 
amplitude of the frequency 𝜔𝜔, which is a frequency in 
radians. x(n) is the amplitude of the signal at sample n, N 
is the total length of the signal, e is Euler’s number (2.72…) 
and i is an imaginary number (√−1). 𝑒𝑒−𝑖𝑖𝑖𝑖𝑖𝑖 is a 
modification of Euler’s formula: 𝑒𝑒𝑖𝑖𝑖𝑖 = 𝑐𝑐𝑐𝑐𝑐𝑐(𝑥𝑥) + 𝑖𝑖 𝑐𝑐𝑖𝑖𝑛𝑛(𝑥𝑥), 
[4] or in this case 𝑒𝑒−𝑖𝑖𝑖𝑖𝑖𝑖= 𝑐𝑐𝑐𝑐𝑐𝑐(−𝜔𝜔𝑛𝑛) + 𝑖𝑖 𝑐𝑐𝑖𝑖𝑛𝑛(−𝜔𝜔𝑛𝑛). 
Euler’s formula traces out the unit circle, using real 
numbers as the horizontal axis, and imaginary numbers as 
the vertical axis. In this way, a coordinate in the unit circle 
can be expressed using a single complex number. For 
example, 0-i represents the position (0, -1) on the unit 
circle, because it is at 0 on the horizontal axis, and -1 on 
the vertical axis. Euler’s formula is essentially used to wrap 
the signal around the unit circle, since the amplitude of the 
signal is multiplied by the position on the unit circle. After  
the sum of all these complex numbers is taken, the distance 
formula is used to convert the imaginary numbers back into 
real numbers: 
�(𝑟𝑟𝑒𝑒𝑟𝑟𝑟𝑟 𝑝𝑝𝑐𝑐𝑟𝑟𝑝𝑝𝑖𝑖𝑐𝑐𝑛𝑛)2 + (𝑖𝑖𝑖𝑖𝑟𝑟𝑖𝑖𝑖𝑖𝑛𝑛𝑟𝑟𝑟𝑟𝑖𝑖 𝑝𝑝𝑐𝑐𝑟𝑟𝑝𝑝𝑖𝑖𝑐𝑐𝑛𝑛)2. This 
provides the amplitude, or “center of mass” of the signal 
drawn for that specific frequency 𝜔𝜔. [5] 
 
A signal is a combination of frequencies, which are 
oscillating sinusoids. Multiple frequencies at once cause 
the signal to look more complex, since the amplitudes of 
all frequencies that are occurring at once are summed 
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together. The individual frequencies still oscillate at exact 
intervals and can be extracted because of this using Euler’s 
formula. The amplitude of the signal at time n represents 
the “height” of the current point from the origin of the unit 
circle when traced using Euler’s formula, and these points 
move counterclockwise as n increments and the signal is 
moved through. Running 𝑒𝑒−𝑖𝑖𝑖𝑖𝑖𝑖 on a later iteration of the 
fourier transform with a higher frequency 𝜔𝜔 cause these 
points to move counterclockwise around the unit circle at a 
quicker interval. If a frequency is in the signal that matches 
with 𝜔𝜔, the points will line up on one side, and when the 
sum of those points is taken, a higher amplitude is gotten 
than if they are evenly distributed around the unit circle. 
[6] 
 
Additional processing must be done after the DFT is 
applied to get a normalized view of the amplitude. Any 
frequencies past the Nyquist frequency, which is the 
sampling rate divided by 2, should be removed, or not 
measured in the first place. Frequencies above the Nyquist 
frequency cannot be accurately measured and produce a 
reflection of the previous half rather than the actual 
amplitudes for those frequencies. Since the frequencies 
from the first half had half their amplitudes “stolen” by the 
second half, the amplitudes of the first half are doubled. 
After this is done, the amplitudes are normalized by 
dividing by N, the total length of the signal. This is done 
because these amplitudes describe how much of the entire 
signal with a length of N contains content for that 
frequency. [5] 
 

Figure 1. Simplified illustration of how Fourier 
Transform can be described as finding “center of mass” 

in the projection on the unit circle. [6] 
 
In the illustration in figure 1, “center of mass” is essentially 
the summation of the signal at a certain frequency, as one 
iteration of 𝑒𝑒−𝑖𝑖𝑖𝑖𝑖𝑖draws only one point in the trace for a 
given point in time (the signal at time n). The figure has a 
signal with a single frequency of 3 beats/second. For this 
run of the DFT, the frequency 𝜔𝜔 would be 2.96, and the 
amplitude of the frequency 2.96 in this signal would be at 
around 0.5 since it is approaching the actual frequency in 
the signal, 3. If a frequency 𝜔𝜔 is not in the signal, then the 
summation of 𝑒𝑒−𝑖𝑖𝑖𝑖𝑖𝑖 times the signal would be around 0, 
since the amplitude of that frequency is 0, and the points 
will be nearly evenly distributed around the unit circle. 

However, if the frequency is present in the signal, then the 
sum would be a nonzero amplitude. This is because the 
“center of mass” of the circle of the wrapped around signal 
would be further away from the origin, since the signal 
would be nearly completely lined up with itself. 

 
2.2 Short-Time Fourier Transform 
 

 
Figure 2. Illustration of how a bell-shaped window 

smooths the signal out. [7] 
 
STFT uses window functions to isolate a frame in time of 
the signal. Window functions have a size of M, a constant 
defined before performing STFT. The window is centered 
on 0, ranging from -M/2 to M/2. A basic Rectangular 
Window simply multiplies everything within the window 
by 1, and everything outside by 0. This provides no 
smoothing, while other bell-shaped window functions such 
as Hanning taper off the signal at the edges to make the 
frames to stitch together better. [2] Figure 2 demonstrates 
how this smoothing occurs when the signal amplitude is 
multiplied by the position in the window function. 
 
The equation for STFT is: 𝑋𝑋(𝜔𝜔)𝑚𝑚 = ∑ 𝑥𝑥(𝑛𝑛)𝑤𝑤(𝑛𝑛 −𝑁𝑁−1

𝑖𝑖=0
𝑖𝑖𝑚𝑚)𝑒𝑒−𝑖𝑖𝑖𝑖𝑖𝑖 where 𝑋𝑋(𝜔𝜔)𝑚𝑚 is the amplitude for a frequency 
𝜔𝜔 at a frame in time m. w(n-mR) is the window function, 
which outputs the amplitude of the window at position n-
mR. R is the hop size, which determines how much overlap 
is between each frame. If R is the same size as the window 
size M, it produces no overlap. If it is half the size of the 
window size M, then each signal will overlap with half of 
the previous input and half of the next input. [2] The 
window function takes in the current position of the 
window, and outputs what the signal at that time should be 
multiplied by. This is 0 for all points outside of the section 
of the signal currently being windowed, which occurs once 
n (current point in the signal) reaches the end of the current 
window (mR +/- M/2). 

 
Figure 3. Illustration of a run of STFT on a single window 

of time [3] 
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The filtered point of the signal then has the main 
calculation of DFT applied to it, which is 𝑒𝑒−𝑖𝑖𝑖𝑖𝑖𝑖. This 
provides the amplitude of the given frequency for that point 
of time. This process of performing a fourier transform on 
a window of time is illustrated in figure 3. The STFT 
algorithm is applied to the signal at all the desired 
frequencies, for a given frame of time m, which provides 
the output of the Fourier Transform (an array of amplitude 
values across the frequencies) in that window of time. This 
is repeated for every single window of time in the signal. 
Then, all the Fourier transforms can be combined to create 
a spectrogram which shows both time, frequency, and 
amplitude. This spectrogram is often displayed which time 
and frequency on two axes, and amplitude is represented at 
each point with a decimal value.  
 
When using STFT, it is important to decide what the 
window size will be, which is a constant throughout the 
entire calculation often referred to as M, or ℓ. If too small 
of a window is used, then the time resolution will be poor, 
but the frequency resolution will be high. If too large of a 
window size is used, then the frequency resolution will be 
low, but the time resolution will be high. In other words, 
small window size makes it clearer to see what points in 
time the frequencies end and start but makes it harder to 
see what frequency is being played at any given moment, 
and vice versa for a larger window size. [8] 
 

 
Figure 4. Illustration of how varying window sizes causes 

changes in frequency and time resolution [8] 
 
In the figure above, for the smaller window sizes such as 
25ms, it is very difficult to pinpoint what frequency is 
occurring at any given time. The frequency resolution is so 
poor that it even appears that the first frequency, which 
should be around 10Hz, is stopping and starting again. 
Even when there are amplitude values, it appears as if the 

frequency could be anything from 0Hz to 40Hz because of 
how large the range is. To contrast, the 1000ms window 
size makes it very clear to see that the first frequency is 
10Hz because of how narrow it is. However, because the 
window is too large, the time resolution is poorer, and it 
appears that two frequencies are occurring at once instead 
of an abrupt transition from one to the next. This can be 
seen by the hazy vertical blue line in the transition from 
one frequency to the next, which seems to suggest that they 
are overlapping. In contrast, the smaller 25ms window size 
has a much clearer time resolution, with no hazy 
boundaries that make the point in time where the frequency 
starts and ends seem ambiguous. Generally, for a sampling 
rate of 44.1kHz, a window size of 1024 is used, which 
seems to provide a balance between frequency and time 
resolution for that sampling rate. [9] [10] 
 
3. Neural Networks 
 
Neural Networks are machine learning tools which 
function similarly to the neurons in the brain, with signals 
being sent between various nodes based on an input, and 
then an appropriate output being provided based on how 
the signals were sent and changed throughout the nodes. 
[11] A neural network has 2 or more layers of nodes. There 
is an input layer where multiple input values are entered, 
and an output layer where multiple values are output based 
on how they were changed by the weights in between the 
nodes. Optionally, multiple hidden layers can be in 
between the input and output layers which further modify 
the values by the weights on their node connections. [11] 
One of the simplest examples of this is the Multi-Layer 
Perception, (MLP) which is a “feed-forward net with one 
or more layers of nodes between the input and output 
nodes. These additional layers contain hidden units or 
nodes that are not directly connected to both the input and 
output nodes”. [12] 
 
These neural networks are trained by modifying the 
weights on the nodes so they result in appropriate outputs, 
as described in [11]: “Analogous to the real brain, the 
artificial neurons try to mimic the adaption of synapse 
strengths by iterative adaption of weights in neurons 
according to the differences between the actually obtained 
outputs and desired answers or targets”. A network can be 
designed to be trained through supervised training, or 
unsupervised training. Supervised training is when there is 
a specific target output the network should reach based on 
input, and it adjusts its weights to obtain a more accurate 
output. Unsupervised training, as described in [13] is where 
“a network can discover clusters of similar patterns in the 
data without supervision. That is, unlike the MLPs, there is 
no target information provided in the training set.” 
 
3.1 Convolution Neural Networks 
 
Convolutional neural networks, or CNNs use convolution 
instead of basic matrix multiplication to compute the 
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output of the layer. Convolution is useful in audio analysis 
and image processing due to its ability to extract features 
in the data regardless of its location. A feature is encoded 
in a filter, or kernel h(m) which is  slid along the input 
single x(n), and point-wise multiplied at section. [1] These 
kernels are usually 2 dimensional, and sometimes 3 
dimensional in cases such as images with multiple channels 
(such as RGB). Although a kernel can be hard-coded to 
contain a feature, it is more practical for these features to 
be learned by the neural network updating the kernel 
weights through backpropagation. 

 
Figure 5. A demonstration of the movement of a (3D) 

kernel through an object [14] 
 
CNNs require much less computational power than a 
traditional fully-connected neural network. Instead of each 
node from a layer being connected to every single node 
from the previous layer, the number of connections for 
each node is the size of the kernel at most. This results in 
both better memory and computational efficiency. [1] The 
performance for a Convolutional Neural Network was 
compared with a Recurrent Neural Network for the task of 
instrument recognition in Mingqing’s paper [15]. LeNet 
architecture was used for the CNN, and the RNN used the 
Long Short Term Memory model. The CNN worked better 
with larger input sizes than the RNN, and the learning rate 
of the CNN was faster than the RNN. 
 
The formula for 1-Dimensional Convolution is (𝑥𝑥 ∗ ℎ) =
∑ 𝑥𝑥[𝑖𝑖]ℎ[𝑛𝑛 − 𝑖𝑖]∞
𝑚𝑚=−∞ . [1] The output of 1D convolution 

is the nth sum of the elements from the input signal which 
have had the kernel slid over them. The summation is taken 
of x[m], which is the current element in the input signal, 
which is multiplied by h[n-m], which is the corresponding 
position in the kernel. 
 
The point behind performing convolution on an image (or 
any object that contains patterns similar to an image) is to 
pick out key features from it that are similar to the kernel. 
A kernel may be designed to detect features such as edges. 
If, for example, it needed to detect a line that slants from 
the top left to the bottom right, it would have a kernel which 
would have all 1s from the top left to bottom right, and -1s 
elsewhere. Size for that kernel can vary, but it would not 
need to be very large because the feature it is picking out is 
simple. The first convolution layer would only be designed 

to pick out very basic features, and later convolution layers 
would be able to pick out more advanced features by 
combining the lower level features. For example, a CNN 
which is designed to detect a face might have a lower level 
which picks out edges and curves using multiple kernels, 
and then later levels would be able to pick out complex 
features such as noses, eyes, or ears. [16] 
 
When performing convolution, the matrix which is output 
can be either of the same size or smaller depending on 
whether padding is used. When same padding is used, the 
input matrix is padded along the edges with a border of 
zeroes. [14] For example, if there is a 6x6 input matrix, and 
a 5x5 kernel, then the input matrix would be padded with 2 
extra layers of zeros, resulting in a 10x10 input matrix. This 
is opposed to valid padding, which does not add anything 
to the dimensions of the input and shrinks the feature map 
after each layer. In the example, after convolution is 
performed, the output matrix would be the same size, 6x6. 
Valid padding would not add anything surrounding the 
input matrix, which in the given example would result in 
an output matrix of 2x2. 
 
After convolution is performed, pooling is performed. The 
purpose of this step is to reduce the size of the matrix and 
extract dominant features. [14] Pooling is performed by 
sliding a kernel (which may be of a different size than the 
convolutional kernel) across the input and outputting either 
the max value in that section for max pooling, or the 
average value of that section for average pooling. Max 
pooling is usually more useful, since it is more aggressive 
in de-noising by discarding all other points besides the 
largest one. [14] 
 
Usually ReLu (Rectified Linear Unit) is used as the 
activation function for CNNs, which simply outputs the 
value of the input if it is positive, and outputs zero if it’s 
negative. [17] This can have issues however, so sometimes 
Leaky ReLu is used. ReLu has an issue with “dead nodes”, 
where some weights are set to such negative values during 
training that they will no longer output positive values no 
matter the input. These weights can no longer be updated, 
since only activated nodes are updated during 
backpropagation. To deal with this, Leaky ReLu does the 
same as ReLu, but multiplies negative inputs by a small 
leak rate instead of setting them to zero, which gives them 
a chance to recover. [17] 
 
The process of convolution and pooling is performed 
multiple times to extract higher level features from the 
input, resulting in multiple smaller matrices after multiple 
kernels have been applied at each convolution layer. These 
smaller matrices are flattened at the end and passed through 
a fully-connected layer which connects each element of the 
flattened input to all output nodes. This last layer the fully 
connected layer is outputting to contains logit values for 
each output class. The output layer puts each node through 
a softmax function, which normalizes them in a probability 
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distribution to determine how well all the features match a 
certain class it is detecting (such as a face, dog, or car). 
 
The softmax function formula is 𝑟𝑟𝑖𝑖 = 𝑒𝑒𝑥𝑥𝑖𝑖

∑ 𝑒𝑒𝑥𝑥𝑘𝑘𝐾𝐾
𝑘𝑘=1

 where 𝑟𝑟𝑖𝑖 is 

the output of node i after being activated by softmax, 𝑧𝑧𝑖𝑖 is 
the net input of the node i before being activated by 
softmax, and K is the number of nodes in the softmax layer. 
This is a function which scales the probability output 
logistically, so a very large input does not output an 
overwhelmingly high probability that overshadows all 
other outputs in the distribution. This function is called 
softmax because it is a “soft” version of the argmax 
function, which outputs 1 for the positions of the input 
which have the highest values, and 0 for all other values. 
Instead of this, softmax outputs high probability values for 
the positions which have the highest values, and outputs 
lower (but not 0) probability values for the positions which 
have lower values. All the outputs combined still add up to 
1, but softmax is not as “hard” because it still preserves 
how relatively small or large each value is. [18] 
 
3.2 Training 
 
When initially creating a CNN, the values in the kernel are 
generally set to random values. This is because a CNN is 
designed to directly learn the features and adjust the 
weights in the kernels accordingly in order to get the 
appropriate result for the given inputs. In the first few 
passes, there will be a high error, which is the comparison 
of the expected result with the actual output of the CNN. 
For example, if a CNN is supposed to detect a face, dog, or 
car, then for the first run on a training example of a face, it 
may output values of ⅓ for each class, when it should have 
outputted 1 for the face class and 0 for all other classes. To 
adjust the weights so an appropriate output is reached, 
backpropagation is used. This consists of four steps, the 
forward pass, loss function, backward pass, and weight 
update. The forward pass is just a training image going 
through the network, and the loss function is then 
performed on the output. The loss function for softmax is 
cross entropy. The equation for cross entropy is 𝐸𝐸 =
−∑ 𝑝𝑝𝑖𝑖𝑟𝑟𝑐𝑐𝑖𝑖(𝑟𝑟𝑖𝑖)𝑁𝑁

𝑖𝑖=1  where E is the total error, 𝑝𝑝𝑖𝑖 is the target 
output for class i, and 𝑟𝑟𝑖𝑖 is the output of the last layer 
activated by softmax. [19] In the previous example given, 
the error would be ((1𝑟𝑟𝑐𝑐𝑖𝑖 1

3
) + (0𝑟𝑟𝑐𝑐𝑖𝑖 1

3
)+ (0𝑟𝑟𝑐𝑐𝑖𝑖 1

3
 ) ) ∗

−1= .477. 
 

 
Figure 6. A demonstration of how weights must be 

adjusted in the correct direction to approach 0 [16] 
 

A backward pass is done through the network. This sends 
the error back through the nodes along the weights and 
computes the derivative of the error with the weights to 
determine the weights which had most influence on the 
error. The weights are then adjusted accordingly by 
multiplying the derivative by the learning factor and 
subtracting that from the weight’s old value. [16] The 
equation for this is 𝑤𝑤𝑖𝑖𝑒𝑒𝑛𝑛 = 𝑤𝑤𝑜𝑜𝑜𝑜𝑜𝑜 − 𝜂𝜂 ∗ 𝜕𝜕𝜕𝜕

𝜕𝜕𝑛𝑛
 where 𝑤𝑤𝑖𝑖𝑒𝑒𝑛𝑛 is 

the new value calculated for the weight to reduce error, 
𝑤𝑤𝑜𝑜𝑜𝑜𝑜𝑜 is the original value of the weight, 𝜂𝜂 is the learning 
rate which determines how much to adjust the weight’s 
value, and 𝜕𝜕𝜕𝜕

𝜕𝜕𝑛𝑛
 is the derivative of the error E in respect to 

the weight w. This derivative describes how much of an 
effect on E an adjustment on the value of w will have and 
can be thought of as the slope of the line in figure 6. 
 
To determine this derivative for any given layer in a neural 
network, the following equation is used: 𝜕𝜕𝜕𝜕

𝜕𝜕𝑛𝑛𝑘𝑘𝑘𝑘
=

𝜕𝜕𝜕𝜕
𝜕𝜕𝑎𝑎𝑘𝑘

𝑙𝑙
𝜕𝜕𝑎𝑎𝑘𝑘

𝑙𝑙

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙
𝜕𝜕𝑧𝑧𝑘𝑘

𝑙𝑙

𝜕𝜕𝑛𝑛𝑘𝑘𝑘𝑘
 where E is the error, 𝑤𝑤𝑘𝑘𝑘𝑘is a weight which 

connects a node k in the current layer to a node j from the 
previous layer, 𝑟𝑟𝑘𝑘𝑜𝑜 is the activated output of a node k in the 
current layer L, and 𝑧𝑧𝑘𝑘𝑜𝑜 is the unactivated net input of a node 
k in the current layer L (the sum of the inputs multiplied by 
the weights is taken, but before the activation function is 
applied to that sum).  This equation is used because we 
cannot determine directly how a weight w affects E, so we 
need to get the derivatives of the directly connected parts. 
The error passed down from an upper layer (E) can directly 
connect with the activated output of a node (a). The 
activated output of a node (a) can directly connect with the 
unactivated net input of a node (z). The unactivated net 
input of a node can directly connect with a weight that 
connects to the node (w). By taking the derivatives of all 
these directly connected parts of the layer, we can produce 
an equation that describes the derivative of the error for any 
given weight in a specific type of layer in the network. 
 
Backpropagation from the softmax layer to fully connected 
layer is easier to perform using the following version of the 

backpropagation equation: 𝜕𝜕𝜕𝜕
𝜕𝜕𝑛𝑛𝑘𝑘𝑘𝑘

= 𝜕𝜕𝜕𝜕
𝜕𝜕𝑧𝑧𝑘𝑘

𝑙𝑙
𝜕𝜕𝑧𝑧𝑘𝑘

𝑙𝑙

𝜕𝜕𝑛𝑛𝑘𝑘𝑘𝑘
 [20] Using 

cross entropy, the derivative of the softmax and loss 
function 𝜕𝜕𝜕𝜕

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙 = 𝑟𝑟𝑘𝑘𝑜𝑜 − 𝑝𝑝𝑘𝑘 where 𝑟𝑟𝑘𝑘𝑜𝑜  is the activated output of 

the softmax function for node k, and 𝑝𝑝𝑘𝑘 is the target output 
for class k. This expression 𝑟𝑟𝑘𝑘𝑜𝑜 − 𝑝𝑝𝑘𝑘 will be abbreviated to 
𝛿𝛿𝑘𝑘𝑜𝑜  as it is the error in this current layer which will be passed 

backward to the previous layer. 𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙

𝜕𝜕𝑛𝑛𝑘𝑘𝑘𝑘
is simply 𝑟𝑟𝑘𝑘𝑜𝑜−1, which 

is the activated output of the previous layer (L-1) for node 
j, which weight 𝑤𝑤𝑘𝑘𝑘𝑘connects to node k on the current layer. 
So the update for the weights which connect the fully 
connected layer to the softmax layer can be calculated 
using the derivative 𝜕𝜕𝜕𝜕

𝜕𝜕𝑛𝑛𝑘𝑘𝑘𝑘
= 𝛿𝛿𝑘𝑘𝑜𝑜 𝑟𝑟𝑘𝑘𝑜𝑜−1. In other words, the 

derivative of each weight is the product of the activated 
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output of the fully connected input, or the flattened vector 
which is the activated output from the previous layer 𝑟𝑟𝑘𝑘𝑜𝑜−1 
and the error of the from the softmax node 𝛿𝛿𝑘𝑘𝑜𝑜  which the 
weight connects to the element of the flattened input. 
 
Backpropagation from the fully connected layer to the last 
feature map output from the last convolutional layer is 
handled using the following equation: 𝜕𝜕𝜕𝜕

𝜕𝜕𝑛𝑛𝑘𝑘𝑖𝑖
=

𝜕𝜕𝜕𝜕
𝜕𝜕𝑎𝑎𝑘𝑘

𝑙𝑙−1
𝜕𝜕𝑎𝑎𝑘𝑘

𝑙𝑙−1

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙−1

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙−1

𝜕𝜕𝑛𝑛𝑘𝑘𝑖𝑖
. [20] This is slightly modified to prevent 

confusion with the previous equation, with j being the node 
of the current layer L-1 (fully connected) and i being the 
node of the previous layer which the weight connects to. 
𝜕𝜕𝜕𝜕

𝜕𝜕𝑎𝑎𝑘𝑘
𝑙𝑙−1 = ∑ 𝜕𝜕𝜕𝜕

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙

𝜕𝜕𝑎𝑎𝑘𝑘
𝑙𝑙−1 𝑁𝑁−1

𝑘𝑘=0 which is the sum of all the error in 

regards to unactivated net input from all N nodes 
(individually labeled k) from the next layer multiplied by 
the derivative of the unactivated net input of the current 
node k from the next layer in regard to the activated output 
of node j in this current layer L-1. 𝜕𝜕𝜕𝜕

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙can also be referred 

to as 𝛿𝛿𝑘𝑘𝑜𝑜  as stated earlier, since this is essentially the change 

in error of node k being sent backward. 𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙

𝜕𝜕𝑎𝑎𝑘𝑘
𝑙𝑙−1is also simply 

𝑤𝑤𝑘𝑘𝑘𝑘 , since the weight connecting node j to k is the change 
from activated output a of node j to the unactivated net 
input z of node k. So this can be simplified to 𝜕𝜕𝜕𝜕

𝜕𝜕𝑎𝑎𝑘𝑘
𝑙𝑙−1 =

∑  𝛿𝛿𝑘𝑘𝑜𝑜𝑤𝑤𝑘𝑘𝑘𝑘𝑁𝑁−1
𝑘𝑘=0  . 

𝜕𝜕𝑎𝑎𝑘𝑘
𝑙𝑙−1

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙−1 is the derivative of the activation 

function (Leaky ReLu in this case) since the change from 
the unactivated net input of a node to the activated input is 

caused by the activation function, so 
𝜕𝜕𝑎𝑎𝑘𝑘

𝑙𝑙−1

𝜕𝜕𝑧𝑧𝑘𝑘
𝑙𝑙−1 = 𝑓𝑓′(𝑧𝑧𝑘𝑘𝑜𝑜−1). The 

derivative of ReLu is 𝑓𝑓′(𝑥𝑥) = {𝑟𝑟𝑒𝑒𝑟𝑟𝑙𝑙𝑚𝑚𝑟𝑟𝑝𝑝𝑒𝑒 𝑖𝑖𝑓𝑓 𝑥𝑥 ≤
0, 1 𝑖𝑖𝑓𝑓 𝑥𝑥 > 0}. In other words, the unactivated input from 
the feed forward is being used to create a mask to pass the 
full error back if it was positive (multiplying by 1) and pass 
the error backwards in a reduced form if the unactivated 
input was negative (multiplying the error by the leak rate). 
𝜕𝜕𝑧𝑧𝑘𝑘

𝑙𝑙−1

𝜕𝜕𝑛𝑛𝑘𝑘𝑖𝑖
= 𝑟𝑟𝑘𝑘𝑜𝑜−2, so the entire equation for getting the 

derivative of the error in regards to the weight is, 𝜕𝜕𝜕𝜕
𝜕𝜕𝑛𝑛𝑘𝑘𝑖𝑖

=

𝑟𝑟𝑘𝑘𝑜𝑜−2𝑓𝑓′(𝑧𝑧𝑘𝑘𝑜𝑜−1)∑ 𝛿𝛿𝑘𝑘𝑜𝑜𝑤𝑤𝑘𝑘𝑘𝑘𝑁𝑁−1
𝑘𝑘=0  . For simplicity, the previous 

layers will usually use 𝛿𝛿𝑘𝑘𝑜𝑜−1 to represent 
𝑓𝑓′(𝑧𝑧𝑘𝑘𝑜𝑜−1)∑  𝛿𝛿𝑘𝑘𝑜𝑜𝑤𝑤𝑘𝑘𝑘𝑘𝑁𝑁−1

𝑘𝑘=0  since this entire portion of the 
equation is passed back to the previous layer as the error. 
 
When backpropagating through a convolutional neural 
network, no weights should be updated for the pooling 
layer, since this layer is just used for condensing the feature 
map. It should have no effects on the input for the next 
layer, so we simply pass back the error from the next layer 
into the previous layer through the position of the feature 
map which had the max value. This max value must be kept 
track of during forward propagation. [21] 

 
Backpropagation through a convolutional layer uses the 

following formula: 𝜕𝜕𝜕𝜕
𝜕𝜕𝑛𝑛𝑚𝑚′,𝑛𝑛′

= ∑ ∑ 𝜕𝜕𝜕𝜕
𝜕𝜕𝑧𝑧𝑖𝑖,𝑘𝑘

𝑙𝑙
𝜕𝜕𝑧𝑧𝑖𝑖,𝑘𝑘

𝑙𝑙

𝜕𝜕𝑛𝑛𝑚𝑚′,𝑛𝑛′

𝑁𝑁2−𝑘𝑘2
𝑘𝑘=0

𝑁𝑁1−𝑘𝑘1
𝑖𝑖=0 . 

[22] This uses a different form of notation than the previous 
backpropagation formulas, since convolutional layers have 
the unique property of shared weights which have the same 
values, rather than each weight connecting specific nodes 
together. So the notation 𝑤𝑤𝑚𝑚′,𝑖𝑖′is used to note a weight w 
which has a position of (m’,n’) in the kernel. 𝑧𝑧𝑖𝑖,𝑘𝑘is similarly 
used to note the position (i,j) in the output feature map z 
after convolution, but before activation. The feature map 
output is N1xN2, and the kernel is k1xk2. The equation 
iterates through all positions in the output feature map 
which are multiplied against this position in the kernel, and 
sums together their derivatives of the error in regard to the 
current unactivated position, and the derivatives of that 
current unactivated position with the weight in the kernel 

w. 
𝜕𝜕𝑧𝑧𝑖𝑖,𝑘𝑘

𝑙𝑙

𝜕𝜕𝑛𝑛𝑚𝑚′,𝑛𝑛′
can be converted to 𝑟𝑟𝑖𝑖+𝑚𝑚′,𝑘𝑘+𝑖𝑖′𝑜𝑜−1 , or the activated 

output of the previous layer at the position (i,j) in the input 
feature map that corresponds to the weight in kernel 
position (m’,n’) that we are updating. 𝜕𝜕𝜕𝜕

𝜕𝜕𝑧𝑧𝑖𝑖,𝑘𝑘
𝑙𝑙 represents the 

error passed down from the next layer, which is often 
notated as 𝛿𝛿𝑖𝑖,𝑘𝑘𝑜𝑜 , so the final equation for backpropagation 
through the convolutional layer is 𝜕𝜕𝜕𝜕

𝜕𝜕𝑛𝑛𝑚𝑚′,𝑛𝑛′
=

∑ ∑ 𝛿𝛿𝑖𝑖,𝑘𝑘𝑜𝑜 𝑟𝑟𝑖𝑖+𝑚𝑚′,𝑘𝑘+𝑖𝑖′𝑜𝑜−1𝑁𝑁2−𝑘𝑘2
𝑘𝑘=0

𝑁𝑁1−𝑘𝑘1
𝑖𝑖=0 . 

 
4. Primary Objective 
 
To measure the performance of a convolutional neural 
network in identifying musical instruments in monophonic 
audio, using a spectrogram generating from STFT as input. 
Time limitation is 1.5 person-weeks over the course of one 
semester 
 
5. Solution Description 
 
A convolutional neural network will be coded in Python, 
[23] utilizing the NumPy library [24] for multidimensional 
operations, the Numba library [25] for speed 
improvements, and Librosa [26] for audio processing. The 
input will be a .wav file of monophonic instrument audio 
which Librosa generates a spectrogram for using STFT. 
The output will be the predicated instrument in the file. The 
network will have 3 hidden layers, with 8 kernels per layer, 
and varying kernel size. Same padding will be used to keep 
the size of the output of convolution the same as the size of 
the input. Leaky ReLu will be used as the activation 
function to prevent dead nodes. 2x2 max pooling will be 
used to condense the matrix after convolution. The learning 
rate starts at 0.001 for convolution layer weights, 0.1 for 
fully  connected layer weights, and 0.01 for biases. After 
every 100 runs, the learning rate is halved to decrease 
weight changes. After the 500th run, the halving stops so 
the learning rate is not too low. 
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Figure 7. Dataflow Diagram demonstrating the structure 
of the project. 

 
The training files being used are from the NSynth dataset. 
[27] The instrument classes will be brass, acoustic guitar, 
keyboard, mallet, and reed. There are at least 4500 samples 
per instrument in the dataset. Each audio snippet from 
NSynth is 4 seconds long, with a sampling rate of 16kHz, 
which is 64000 total samples per snippet (16kHz * 
4000ms). A window size of 1024 samples will be used, 
with a hop size of 512, since an overlap of 50% is 
commonly used. With an overlap of 50%, the total number 
of windows is: ((Total # of Samples / Window Size) * 2) + 
1, since there will be a window in between where every 
window would be if there were no overlap. This results in 
a spectrogram with 126 windows total ((64000 / 1024) * 2) 
+ 1. The max sampling frequency will also be 8kHz 
because this is the Nyquist Frequency for 16kHz, and there 
will be 128 frequency bins total each being 62Hz wide. 
 
An important point to note is that the second and third 
layers of the network have 3D inputs. This additional axis 
is caused by each kernel outputting its own separate 2D 
feature map. When the output of the first layer is passed 
into the second layer, padding is done only around the 
edges of each feature map. This is similar to how the 
padding was done for the spectrogram input, and padding 
is not performed around the entire surface of the “cube”. 
This 3D structure means that each kernel is also 3D. To 
illustrate this, assume the spectrogram input is 126x128, 
and is convolved with 16 3x3 kernels after padding. With 
2x2 max pooling applied after convolution the output of the 
first layer is 16x63x64. This is because there are 16 feature 
maps, one for each kernel, and the dimension of the other 
two axes is halved from the original 126x128 by the 
pooling. For the next layer 16 16x3x3 kernels are used, 
with each one outputting a single 2D feature map. The third 
layer uses the same format as the second layer, as it also 
has 3D input. 
 
30 trials will be done, with each using the same portion of 
the dataset to train the network with 3 different kernel sizes. 
The dataset will be sliced up into 15 chunks of 300 samples 
per instrument. Each chunk of 300 samples will be used 
twice, randomly selecting 30 samples from the first half for 
validation for the first use, and randomly selecting 30 
samples from the second half for validation for the second 
use, with the other 270 samples being used to train. This 
means that there will be 1500 total samples used to test a 
given kernel size, split 90% for training and 10% for 
validation. With each trial taking around and hour and 16 
minutes on one computer (around 25.5 minutes for each 

kernel size) the total runtime of the experiment is 38.25 
hours. 

 
6. Goal Tree and Hypotheses 
 
Null Hypothesis: Changing the size of the kernel will have 
no effect on the accuracy. 
 
Alternative Hypothesis: Increasing the size of the kernel 
will result in worse accuracy, due to local details being lost. 
 

 
 

Figure 8. The goal tree of the experiment 
 

7. Experiment Design 
 
The kernel sizes will vary in the way stated below, with 
runtime and accuracy for each size being measured. 
 

 
 

Figure 9. Factors of the experiment (left) and Block 
Design of the experiment (right) 

 
8. Results 
 

 
Figure 10. Table which shows accuracy of each kernel 

and instrument during validation trials 
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As shown in figure 10, the total accuracy decreases for each 
increase in kernel size. The brass instrument class manages 
to maintain above 50% accuracy no matter the kernel size 
however. It is notable that all the classes have fairly large 
variability, which increases even more as the kernel size 
increases. This is possibly due to certain instruments 
performing either extremely well or extremely poorly in 
each individual trial. For example, brass has a very high 
variability of 0.45 in the 7x7 kernel size. In one trial brass 
may be predicted when brass is input 100% of the trial. 
However, in another trial, either due to the random 
initialization of weights, or the order of the training 
samples, brass may never be predicted no matter what 
instrument is input. 
 

 
Figure 11. Confusion Matrix which shows which 

instruments were predicted when certain instruments 
were input 

 
As stated previously, brass had an unusually high accuracy 
in comparison to other instruments. As seen in this 
confusion matrix, the 7x7 kernel size resulted in brass 
being predicted around 40% of the time for other 
instruments. Brass seems to be overpowering other 
instruments in many of the trials, which may be a 
consequence of the shape of brass instrument 
spectrograms. It is possible that brass has larger features 
than other instruments, which causes it to perform much 
better than those other instruments in larger kernel sizes. 
 

 
Figure 12. Table which shows the runtime of each kernel 

during trials 
 
Runtime, as might be expected, increases slightly for each 
increase in kernel size. Around 2 minutes is added to the 
training time for each increase in kernel size. This makes 

sense, as increasing kernel size is increasing the weights 
connecting each node, resulting in more multiplications 
than the lower kernel sizes. 
 

 

 
Figure 13. Distributions of the training time and total 

accuracy over the experiment trials 
 
The runtime distribution is fairly normal with a slight 
right skew for each kernel size. One or two outliers are 
present in each distribution, which may be due to other 
processes running in the background on the computer 
which increase the runtime. The accuracy distribution for 
3x3 kernel is fairly normal, but the 5x5 kernel accuracy 
distribution is very wide. This suggests that there was a 
variety of outcomes for the 5x5 kernel, with some trials 
performing well and reaching the accuracy level of 3x3, 
and others performing extremely poorly at around the 
30% total accuracy range. The 7x7 kernel had 
consistently poor accuracy from around 20 to 30 percent 
total accuracy, with a few outliers performing well. 
 
9. Analysis 
 
A two sample, one-tailed T-Test was done for both 
accuracy and runtime. The null hypothesis for comparing 
average total accuracy was that the small kernel size had an 
equal accuracy to the larger kernel size, while the 
alternative hypothesis was that the smaller kernel size had 
larger accuracy compared to the larger kernel size. Using 
an alpha of 0.05, there was a statistically significant 
different in total accuracy between each kernel size and the 
larger kernel size being compared, (between 3x3 and 5x5, 
5x5 and 7x7, and 3x3 and 7x7) as each p-value was 
0.000… at 4 significant figures. 
 
The null hypothesis for comparing average total training 
time was that the small kernel size had an equal runtime to 
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the larger kernel size, while the alternative hypothesis was 
that the smaller kernel size had smaller runtime compared 
to the larger kernel size. Using an alpha of 0.05, there was 
a statistically significant different in total training time 
between each kernel size and the larger kernel size being 
compared, (between 3x3 and 5x5, 5x5 and 7x7, and 3x3 
and 7x7) as each p-value was 0.000… at 4 significant 
figures. 
 
10. Conclusion 
 
This paper has demonstrated that, using a system similar to 
this to identify instruments, increasing the size of the kernel 
results in worse total accuracy and slightly higher runtime. 
The decrease in accuracy is possibly due to loss of local 
features. By increasing kernel size, some noise around the 
actual features which should be detected may be picked up, 
which would decrease the accuracy. It is also important to 
note that during operating point pilots, the learning rate was 
fine-tuned using 3x3 kernel sizes. It is possible that there is 
a better learning rate for different kernel sizes. 
 
Future work could include finding out the reason for 
brass’s high accuracy in higher kernel sizes, tweaking the 
learning rate, and tweaking the window size and hop size 
to see their effects. Learning rate in particular is of interest 
because there are likely much more elegant and methodical 
ways to decrease learning rate over time than my somewhat 
janky implementation. Originally the experiment would 
have included the number of kernels per layer as a variable, 
but this was removed to decrease the total runtime. A future 
experiment may implement the changes in number of 
kernels to determine its impact. It is also important to note 
that the number of kernels and training samples for this 
experiment was relatively low. Some other convolutional 
neural networks use around 64 kernel per layer, and only a 
tenth of the dataset was used for each trial in this 
experiment. CUDA could also be implemented in order to 
increase speed of the network. A method called dropout is 
also sometimes used in neural networks to prevent 
overfitting to the datasets. It would also be interesting to 
insert real world samples outside of the dataset to this 
system. Any real-world music sample would need to be 
standardized to the same 4 second slice to be input into the 
system, and would need to be monophonic. It is possible 
that training using the Nsynth dataset has caused 
overfitting, so real world samples may not be accurately 
predicted. 
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ABSTRACT 
This paper focuses on the problem of identifying whether 
a web page contains a news article. Contained within this 
paper is background information about how machine 
learning algorithms combined with information 
extraction algorithms and heuristics are able to identify 
online news articles. This paper also contains an 
experimental design along with a proposed solution. 
Lastly, an experiment was run to determine whether the 
proposed solution of constructing decision trees from 
features extracted from link-target identification and 
CoreEx solved the problem of identifying online news 
articles. 
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1. Introduction 
 
Currently, many news based websites include content 
other than just article text. Because, a news based web 
page is a complex HTML structure, article text is 
generally mixed with code, images, links to other web 
pages, and other HTML elements. And sometimes, a 
news web page contains no article text at all but other 
forms of multimedia content such as videos, images, 
and/or slideshows [1]. 
 
In order to effectively solve the problem of identifying 
news articles a multidisciplinary approach must be taken. 
This project takes such an approach by combining fields 
of information retrieval, data mining, and machine 
learning to solve this classification task.  
 
In doing so, this project will use the following definition 
of an article to classify online news articles: an article is 
a contiguous, coherent work of prose on a single topic or 
multiple closely related topics that alone comprises the 
main informational content of the page. For the news 
domain, in addition to the general requirements for an 
article, a news article must be a story or report at least 
two paragraphs and eight total sentences in length [6]. 

 
2. Literature Review 
 
Topics that deal with information retrieval, data mining, 
and machine learning will be subsequently discussed. 

These topics include the following: link-target identification, 
analyzing the content of web pages, and the C4.5 machine 
learning algorithm. 
        
2.1 Link-Target Identification 
 
The link analysis field studies the relationship between web 
pages. An area of research that really flourished after the 
proposal of the page rank algorithm. The page rank 
algorithm assesses the importance of a web page according 
to the number of external links that point to it. However, the 
page rank algorithm does not classify the content of web 
pages based on the structure of links. To solve the problem 
of classifying web pages, link target identification uses 
extracted features from the root link of a web page. The 
features that are extracted are then used to determine whether 
the root link points to relevant content (e.g. news articles) or 
irrelevant content, such as advertisements [1]. 
 
To create such a classification, six specific features based on 
the link structure are used. Namely, whether the link has a 
number/identification, whether the link has a date, the link’s 
length, whether the link ends with a forward slash mark, 
whether the link contains a reserved word, and the number 
of forward slash marks in the link [1].  
 
The first feature checks to see if the link contains a 
number/identification in the name of the link. Links related 
to news usually have an id in their structure. For example, a 
hyperlink such as: 

https://abcnews.go.com/story?id=62025268 
would be classified as a news article since its link contains a 
number and an id variable [1]. 
 
The second feature checks to see if the link contains a date. 
In general it is more likely that a news article contains a date 
in its link, more so than advertising and/or navigation menus. 
For example: 
http://www.foxnews.com/travel/2018/07/31/obese-tourists-

from-us-and-uk-blamed-for-crippling-donkeys.html 
would be classified as a news article since its link contains a 
date in year-month-day formatting (i.e. 2018/07/31) [1]. 
  
The third feature judges whether a link contains a news 
article by measuring its length. Generally, longer link 
structures usually represent news web pages, since the title 
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of a news article is oftentimes contained within the link. 
For example: 
https://www.bbc.com/news/world-us-canada-48393721 

would be classified as a news article while a hyperlink 
such as: 

https://www.bbc.com/news/england 
would not be classified as a news article, since the former 
link’s length is greater than the latter [1].   
 
The fourth feature leverages the fact that navigation 
menus usually end with a slash mark. For example, a 
hyperlink such as https://news.yahoo.com/ would be 
classified as a navigation type object since the link ends 
with a forward slash mark. Similarly, the fifth feature 
counts the number of forward slash marks in the link 
which indicates the depth of a web page within the 
website’s indexing system [1]. 
 
For the sixth feature a number of reserved words are used 
to filter out multimedia news. Words such as gallery, 
video, image, photo, slideshow, episode, and player are a 
list of reserved words that the sixth feature takes into 
account to determine whether the web page pointed to by 
such a link represents irrelevant content. For example, a 
hyperlink such as: 
https://www.cbsnews.com/video/a-look-back-a-history-

of-sunday-morning/ 
would not be classified as a news article since the word 
video is contained within the link [1]. 
 
2.2 CoreEx 
 
This next form of analysis consists of examining the 
content of a web page by using a heuristic based 
algorithm called CoreEx to extract online news articles. 
By transforming the content of a web page into a 
document object model (i.e. DOM tree), the structure of 
a web page can be accessed by the CoreEx algorithm [3]. 
 

For a terminal node T: 
    -If T is a text node 
     txtCnt(T) = word count of text in T 
     linkCnt(T) = 0 
    -If T is a link node 

      txtCnt(T) = 1 
     linkCnt(T) = 1 
    -In all other cases 
     txtCnt(T) = 0 
     linkCnt(T) = 0 

Figure 1 
 
CoreEx analyzes the amount of text and number of links 
of every node in the DOM tree and then applies a 
heuristic to determine the node (or set of nodes) that most 
likely contains the main content. For every node in the 
DOM tree, CoreEx maintains a set of nodes S which 
stores a subset of the node’s children and calculates four 
counts: txtCnt, linkCnt, setTxtCnt, and setLinkCnt. The 
txtCnt holds the number of words while linkCnt holds the 

number of links contained in one node. To keep the score 
normalized between 0 and 1 a link is counted as one word of 
text. The setTxtCnt and setLinkCnt are the sum of txtCnt and 
linkCnt. CoreEx sets these two values only if the text-to-link 
ratio of a node’s child is above a certain threshold.  The 
CoreEx algorithm can be split up into two parts; namely, 
nodes that are terminal and nodes that are non-terminal [3]. 
 
Figure 1 details CoreEx’s handling of terminal nodes, called 
T. If T is a text node, only contains text, its txtCnt is 
determined by how many words are contained in T. In all 
other cases where T is not a text node a value of 1 or 0 is 
assigned to it [3].  
 
For a non-terminal node N: 
  txtCnt(N) = 0 and linkCnt(N) = 0 
  S(N) is an empty set 
  setTextCnt(N) = 0 and setLinkCnt(N) = 0 
  for each child of N do 
      txtCnt(N) = txtCnt(N) + txtCnt(child) 
      linkCnt(N) = linkCnt(N) + linkCnt(child) 
      childRatio = (txtCnt-linkCnt)/txtCnt 
      if childRatio > Threshold then 
          add child to S(N) 
          setTxtCnt(N) = setTxtCnt(N) + txtCnt(child) 
          setLinkCnt(N) = setLinkCnt(N) + linkCnt(child) 
     end if 
  end for 
  Store: S(N), txtCnt(N), linkCnt(N), setTxtCnt(N), and 
setLinkCnt(N) 

Figure 2 
 

Figure 2 details CoreEx’s handling of non-terminal nodes, 
called N. Initially, N’s txtCnt, linkCnt, and the set S are 
empty. Then for each child of N, N’s txtCnt and linkCnt are 
updated. If a child of N satisfies a pre-set threshold (which 
has been empirically determined to be 0.9) the child will be 
added to the set S and setTxtCnt and setLinkCnt will be 
updated for N. This process repeats until all non-terminal 
nodes have been evaluated [3].   
 

𝑇𝑇𝑇𝑇𝑇𝑇1(𝑁𝑁) =  
𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠(𝑁𝑁) − 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠(𝑁𝑁)

𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠(𝑁𝑁)  

 

𝑇𝑇𝑇𝑇𝑇𝑇2(𝑁𝑁) =  𝑤𝑤𝑠𝑠𝑠𝑠𝑤𝑤ℎ𝑠𝑠𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 ×
𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠(𝑁𝑁)
𝑇𝑇𝑝𝑝𝑤𝑤𝑠𝑠𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡

 

 
𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑠𝑠(𝑁𝑁) = 𝑤𝑤𝑠𝑠𝑠𝑠𝑤𝑤ℎ𝑠𝑠𝑟𝑟𝑟𝑟𝑡𝑡𝑟𝑟𝑟𝑟 × 𝑇𝑇𝑇𝑇𝑇𝑇1(𝑁𝑁) + 𝑇𝑇𝑇𝑇𝑇𝑇2(𝑁𝑁) 

Figure 3    
 
Once the counts are known for each non-terminal node, the 
nodes are scored based on their values for setTxtCnt and 
setLinkCnt. Figure 3 details CoreEx’s scoring function for N. 
The pagetext is the total amount of text that the webpage 
contains. The weightratio and weighttext are weights assigned 
to the function which have been experimentally determined 
to be 0.99 for weightratio and 0.01 for weighttext. Using this 
scoring function the node with the highest score is picked as 
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the main content node and the corresponding set of nodes 
within the set S contains the news article [3]. 
 
2.3 C4.5 Machine Learning Algorithm 
 
C4.5 is a machine learning algorithm that constructs 
classification models. The classification task consists of 
assigning things to categories or classes as determined by 
their properties. In doing so, C4.5 constructs 
classification models through induction by generalizing 
from specific examples. C4.5 is a descendant of an earlier 
machine learning algorithm called ID3. In its simplest 
form, C4.5 generates a classification model in the form 
of a decision tree, where each leaf indicates a particular 
class and each non-leaf represents a decision node that 
specifies some test to be carried out on an attribute. To 
construct a decision tree C4.5 relies on partitioning a set 
of training cases, T, into subsets of cases until a single-
class collection of cases is achieved [4].  
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Similar to the ID3 algorithm, C4.5 relies on a criteria 
called gain to effectively partition the training cases. The 
information theory that underpins the gain criterion relies 
on the notion that the information conveyed by a message 
depends on its probability of occurring under a specific 
condition. Figures 4, 5, and 6 detail C4.5’s calculation of 
gain [2,4]. 
 
Figure 4 shows the function that is used to compute the 
(im)purity of an arbitrary collection of training examples. 
This function when applied to a set of training cases 
measures the average amount of information needed to 
identify the class of a training case in T. The quantity 
����(��,�) calculates the number of training cases 
in T that belong to class ��. The other function, shown 
by figure 5 represents the information gained after 
partitioning a set of training cases by a certain attribute. 
Each �� is a subset of T for which attribute X has a value 
i. Together, both these functions make up the gain 
criterion as shown by figure 6. The gain criterion will 
select attributes that maximize the function. In doing so, 
the set of training cases are partitioned into a 
corresponding decision tree [2,4]. 
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Figure 7 
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Figure 8 
 
C4.5 improves upon the gain criterion from ID3 by 
introducing an additional gain criteria called gain ratio. The 
gain criterion is inherently biased, since it favors attributes 
with many different outcomes. The bias inherent in the gain 
criterion is rectified by C4.5 through a normalization 
procedure in which the apparent gain attributable to an 
attribute with many outcomes is adjusted. Figures 7 and 8 
show C4.5’s calculation of the gain ratio criterion. Figure 7 
calculates the split information for an attribute X. �1through 
�� represents n different subsets of T, after being partitioned 
by n different values of attribute X. After doing so, figure 8 
expresses the proportion of information generated by the 
attribute that is useful for classification [2,4].  
 
In addition to C4.5’s gain ratio, three additional options of 
C4.5 seem to improve its classification performance: 
retrospective pruning, biased windowing, and discrete 
attribute-value grouping. For retrospective pruning, C4.5 
modifies the recursive partitioning of the training cases by 
removing, retrospectively, some of the original structure of 
the original decision tree. Generally, this is done by replacing 
subtrees with leaves by comparing the total number of 
predicted errors. Even though C4.5 cannot exactly determine 
the probability of a predicted error at a given leaf, it is able 
to bound an upper limit on this probability based on a given 
confidence level. C4.5 then equates the predicted error rate 
with this upper limit to then compute the total number of 
predicted errors. By removing parts of the tree that do not 
contribute to the accuracy of unseen cases, a pruned tree 
generally has a lower error rate on unseen cases than an un-
pruned tree [4]. 
 
Under windowing, C4.5 biases the selection of training cases 
(called the window) from which the initial decision tree is 
constructed from. C4.5 biases the selection by making sure 
the distribution of classes in the initial window is as uniform 
as possible. This type of windowing not only supports faster 
construction of decision trees, but also more accurate trees. 
Windowing allows multiple trees to be grown and the tree 
with the lowest predicted error rate is chosen [4]. 
 
Even though the gain ratio criterion usually leads to good 
choices when splitting attributes, the criterion is biased when 
it comes to attributes with many values. To combat this bias, 
C4.5 also uses discrete attribute-value grouping where value 
groups can be created in which a collection of attribute 
values rather than a single value are associated with a single 
decision tree branch. To find reasonable groupings of 
attribute values from the data itself, C4.5 uses a greedy 
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approach of iteratively merging value groups. Initially, 
value groups are just the individual values of the attribute 
under consideration, and at each cycle, C4.5 evaluates the 
consequences of merging every pair of groups. The 
process continues until just two value groups remain, or 
until no such merger would produce a better partition of 
the training cases. The merging of attribute values results 
in fewer subsets of training cases and a corresponding 
reduction in the split info criterion. Which may lead to a 
higher gain ratio value [4].       
 
3. Primary Objective 
 
The primary objective of this project is to assess the 
accuracy of identifying news articles within a web page 
by constructing decision trees using the C4.5 machine 
learning algorithm from features extracted from link-
target identification and/or CoreEx.  
 
4.  Solution Description  
 
To achieve the primary objective several tools were used 
for this project. First, the Python language was used to 
construct a Selenium WebDriver to make direct calls to 
the FireFox web browser running in headless mode. The 
WebDriver then downloaded fully rendered web pages. 
After each web page was downloaded, the lxml toolkit 
was used to remove scripts from the file.  
 

Method Attributes 

Link-Target 
Identification 
 

{ does the root link contain a number/Id in 
the name of the link, does the root link 
contain a date, does the root link contain a 
reserved word, does the root link  end with 
a forward slash mark, the length of the root 
link, the number of slashes contained in the 
root link } 

CoreEx { the HTML tag of the main content node, 
the HTML tag with the highest frequency 
count in the set S, an integer that 
represents the frequency count of the 
highest frequency tag, an integer that 
represents the main content node’s score, 
an integer that represents the depth of the 
main content node in the DOM tree } 

Table 1 – Attributes for Decision Tree 
 
Before CoreEx and link-target identification were run, 
each web page that was downloaded was preprocessed 
beforehand by removing HTML tags that may have been 
detrimental to the overall experiment. (For example, 
many CNN web pages contained style tags within the 
body portion of the HTML document.) In addition to 
script tags being removed, the following tags and/or 
objects were also removed: style tags, leftover javascript 
code, unknown tags not part of standard HTML syntax, 
noscript tags, form tags, flash and frame objects, and 

comment tags. By doing so, the core content of a web page 
could be extracted without also extracting irrelevant content 
such as advertisements, forms, and navigation menus. 
 
Once all of the web pages were downloaded and cleaned, a 
DOM tree parser was constructed using the Java library 
called JSoup. JSoup is an application programming interface 
that allows HTML files to be parsed and manipulated using 
the DOM tree. JSoup, the Java language, and the Eclipse 
Integrated Development Environment (IDE), were used to 
implement link-target identification and CoreEx.  
 
Lastly, the eighth release of the C4.5 machine learning 
program was used to construct decision trees from the 
information gathered after link-target identification and 
CoreEx were run. The attributes for each method can be seen 
in Table 1. Windows Visual Studio Integrated Development 
Environment (IDE) along with the C programming language, 
and the C-Shell command line interpreter were used to 
interact with the C4.5 program. Furthermore, using C4.5’s 
options each model was tuned beforehand, and the data was 
randomly shuffled by the shuf command-line utility.  
  
5. Hypothesis with Goal Tree 
 

 
Figure 9 

 
This project proposes two hypotheses. Hypothesis one 
consists of the following claim: The decision tree 
constructed from link-target identification will perform 
better than CoreEx at identifying news articles. 
Alternatively, the null hypothesis is that the decision tree 
constructed from link-target identification will have the 
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same performance at identifying news articles as the 
decision tree constructed from CoreEx.   
 
The second hypothesis makes the following claim: The 
decision tree constructed from features extracted from 
link-target identification and CoreEx will perform better 
at identifying news articles than the individual decision 
trees constructed from only CoreEx or link-target 
identification. Alternatively, the null hypothesis is that 
the decision tree constructed from features extracted from 
link-target identification and CoreEx will have the same 
performance at identifying news articles as the individual 
decision trees constructed from only CoreEx or link-
target identification.  
 
6. Experimental Design 
 
The dataset will contain a total of 344 fully rendered web 
pages. Using the technique of cross-validation, the 344 
web pages will be randomly shuffled and split up into 10 
groups. Of the ten groups, nine will be used to train the 
model and one will be used to test the model for each 
round. After ten rounds of training and testing, the 
accuracy score for a given trial will be the average of the 
ten accuracy scores obtained during cross-validation. The 
block design can be seen in Table 2. 

 

Block 
Design 

CoreEx Link-Target Id Both 

Accuracy X X X 

Table 2 – Block Design 
 
The web pages that will make up the dataset span from 
2018-19 and consist of the following popular news and 
non-news based websites: CNN, Yahoo News, Food 
Network, Reddit, Fox News, BBC, The Verge, 
Huffington Post, ABC News, NBC News, DW news, and 
CBS News. Each web page will be manually labeled, 
with approximately 49% being labeled as an article and 
approximately 51% being labeled as not an article. 
 
To gauge the likely best C4.5 option to use for each 
decision tree model, one trial of 10 fold cross-validation 
was run for each option and compared.  Because only one 
trial of 10 fold cross-validation was run for each option, 
a form of satisficing reasoning had to be used to 
determine which C4.5 option to use. To determine what 
type of C4.5 option to use, the following methodology 
was devised.  
 
First, the data was examined to see if any of the results 
overlapped with C4.5’s default option. If the results did 
not overlap with C4.5’s default option, the option with 
the lowest median error rate was chosen. However, if 
there was overlap with C4.5’s default option, each result 
was examined further based on the sample variability of 

the error rate; thereafter, the option with the lowest sample 
variability was then chosen.    
 
For link-target identification all of the results overlapped a 
lot with the default option, which generally means that the 
median error rate for each option does not significantly differ 
from each other. Furthermore, after doing a Tukey multiple 
comparisons test on the data set none of the means were 
statistically different from each other at the 0.05 significance 
level. Nevertheless, the combined option of windowing and 
discrete value grouping had a much lower spread than the 
three other options. Accordingly, the decision trees 
constructed from link-target identification used the 
combined option of discrete value grouping and windowing 
for the twenty trials. This project did not tune any of C4.5’s 
hyperparameters.  Consequently, the default value of 10 was 
used for windowing and the default confidence level used for 
pruning was used.   
 

 
Figure 10 

 
For  CoreEx the default option had a much higher median 
error rate than the other three options. Furthermore, after 
doing a Tukey multiple comparisons test on the data set the 
option of discrete value grouping and the combined option 
of windowing and discrete value grouping had statistically 
different means than the default option at the 0.05 
significance level. Thus, these two options were examined 
further. However, when these two options were compared 
with each other the means did not differ significantly at the 
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0.05 level and both had similar sample variability.  Since 
discrete value grouping had the “lower” value for median 
error rate it was chosen. 
 
For the combined option all of the results overlapped with 
the default option. Furthermore, after doing a Tukey 
multiple comparisons test on the data set none of the 
means were statistically different from each other at the 
0.05 significance level. Since windowing was the only 
option in which all of the sample error rates were below 
7%, it was selected for the combined option. 
 
7. Results 

 
Figure 10 shows an example of a typical pruned decision 
tree constructed for link-target identification. Circles 
represent attributes, lines represent attribute values, and 
diamonds represent classes. Furthermore, the two values 
contained in parentheses represent the number of training 
cases covered by the leaf and the predicted error rate. 
 

 
Figure 11 

 
Figure 11 shows the depth of the main content node in the 
DOM tree across websites for articles. The dotted black 
line represents the median depth value of the main 
content node in the DOM tree. For articles this value was 
11. As the histogram shows, most main content nodes had 
a depth value somewhere between 8 and 12 in the DOM 
tree. The only outlier was Yahoo News. Yahoo News had 
a much deeper DOM tree depth for its main content node 
compared to all of the other websites (Yahoo’s main 
content node generally was somewhere between 19 and 
21 in the DOM tree). 
 

 
Figure 12 

 
Figure 12 shows the scores CoreEx assigned to the main 
content node across websites for articles. The dotted black 
line represents the median score of the main content node. 
For articles this value was 1.036. Generally, most scores 
were above 1 and less than 1.25.  However, the Verge had a 
significant proportion of scores above 1.25, as articles on the 
Verge contained more text than links. 
 

 
Figure 13 

 
Figure 13 shows the depth of the main content node in the 
DOM tree across websites for non-articles. The dotted black 
line represents the median depth value of the main content 
node in the DOM tree. For non-articles this value was 10. As 
the histogram shows, the main content nodes for non-articles 
were more dispersed than the main content nodes for articles.  
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Figure 14 

Figure 14 shows the scores CoreEx assigned to the main 
content node across websites for non-articles. The dotted 
black line represents the median score of the main content 
node. For non-articles this value was 0.9945. Most scores 
were somewhere between 0.9925 and 1.0012, and 
generally less than 1.05. 
 
7.1 Structural Examination of the Decision Trees 
built from CoreEx 
 
When it came to only examining attributes of CoreEx that 
were most important to the classification task, three 
attributes that consistently provided a high gain-ratio 
value were: the HTML tag with the highest frequency 
count in the set S, the depth of the main content node in 
the DOM tree, and the count of the most frequent tag in 
the set S. The attribute that dealt with the score of the 
main content node was determined to be less relevant to 
the classification task. Which is surprising since from the 
histograms of figures 13 and 14 it would seem that the 
decision threshold of 1 would be a good value to partition 
the training cases on: a score less than 1 would be a non-
article, while a score equal to or greater than 1 would be 
an article.  
 
The decision tree built from CoreEx would first split the 
training cases based on whether the HTML tag with the 
highest frequency count was a <p> tag or one of the 
following tags: <li>, <div>, <ol>, <article>, <section>, 
<meta>, <a>, or <td>. Generally, a large proportion of 
training cases were classified as articles if their tag with 
the highest frequency count was a <p> tag and their main 
content node’s depth value was either 11, 6, 8, 12, 9, 20, 
21, 19, or 13 in the DOM tree. Conversely, a large 
proportion of training cases were classified as non-
articles if their tag with the highest frequency count was 
either a <li>, <ol>, <article>, <section>, <meta>, <a>, or 
<td> tag. 

 

While CoreEx is a great content extraction algorithm, it 
primarily extracts content based on text and does have 
shortcomings, especially when it comes to a lack of 
structural separation. Namely, when the HTML code offers 
no indication that two content chunks are unrelated, CoreEx 
cannot distinguish between those portions of a page [8]. One 
way to potentially overcome this problem is to extract both 
content chunks first and then afterwards, distinguish which 
portions of the content to keep. By  scoring  nodes’ depth 
values in the DOM tree, both content chunks could be 
theoretically extracted by retrieving a main content node 
whose depth lies within a predetermined confidence 
interval(s) where main content generally resides.  
 
7.2 Structural Examination of the Decision Trees built 
from Link-Target Identification 
 
When it came to only examining the attributes of link-target 
identification that were most important to the classification 
task, three attributes that consistently provided a high gain-
ratio value were: did the root-link contain a date, the number 
of forward slashes in the root-link, and did the root-link 
contain a reserved word. With an initial window of 61 (or 
sometimes 62) training cases, it generally took an average of 
5.1 cycles for windowing to converge to a final decision tree. 
Furthermore, the final window would contain an average of 
105.3 training cases to build the final decision tree. Meaning 
that, in general, 31% of the selected training cases in the 
window contained as much information as training on the 
entire training set of 344. 
 
Consistently, decision trees built from link-target 
identification would first split the training cases based on 
whether the root-link contained a date. Then the second 
attribute generally picked would be whether the root-link 
contained a reserved word. If the root-link did not contain a 
reserved word, the number of forward slashes contained in 
the root-link would then be picked as the third attribute to 
split the training cases on. If a training case contained a date 
in its root-link, the decision tree would classify the training 
case as an article. Generally, a large proportion of training 
cases were classified as not containing an article if they did 
not have a date and a reserved word in their root-link, and 
contained either 0,3,4,or 5 slash marks in their root-link. 
Conversely, a good amount of training cases were classified 
as an article if their root-link contained either a date or their 
root-link did not contain a date and reserved word but had 
1(or 2) forward slash mark(s) and a length greater than 49 (or 
62).  
 
7.3 Structural Examination of the Decision Trees built 
from CoreEx and Link-Target Identification 
 
When it came to examining the combined attributes of link-
target identification and CoreEx that were most important to 
the classification task, three attributes that consistently 
provided a high gain-ratio value were: the length of the root-
link, whether the root-link contained a number/id, and the 
HTML tag of the main content node. With an initial window 
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of 61 (or sometimes 62) training cases, it generally took 
an average of 7.1 cycles for windowing to converge to a 
final decision tree. Furthermore, the final window would 
contain an average of 112.1 training cases to build the 
final decision tree. Meaning that, in general, 33% of the 
selected training cases in the window contained as much 
information as training on the entire training set of 344.  
 
Consistently, decision trees built from link-target 
identification and CoreEx would first split the training 
cases based on the length of the root-link. Then the two 
closest attributes to the root node would be: 1) whether 
the root-link contained a number/id; and 2) the HTML tag 
of the main content node. Lastly, the score of the main 
content node would be used as the last attribute to classify 
the training cases. Interestingly, these four attributes out 
of the original 11 attributes were deemed by C4.5 to fully 
cover the 309 (or sometimes 310) training cases.   
 
From a feature engineering standpoint, the 11 attributes 
originally selected were chosen under the belief that each 
would be relevant to the classification task. However, as 
it turned out, only 4 to 6 of the original 11 attributes were 
actually used in the classification task (the others being: 
did the root-link contain a date and the HTML tag with 
the highest frequency count in the set S). A large 
proportion of training cases were classified as non-
articles if their root-link was less than or equal to 44 and 
their root-link did not have a number/id. Conversely, a 
large proportion of training cases were classified as 
articles if their root-link was greater than 44, their main 
content tag was a <div> tag, and the score of their main 
content node was greater than 0.99519.  
 
7.4 Effect of Discrete Value Grouping 
 
The fact that decision trees built from link-target 
identification and CoreEx had different top attributes (i.e. 
the root node of a decision tree or being close to the root 
node of a decision tree) than the top attributes of the 
individual decision trees was a bit surprising at first. 
However, discrete value grouping was not used for the 
decision trees built from link-target identification and 
CoreEx. To understand the potential effects that discrete 
value grouping had on the individual decision trees, two 
decision trees were constructed using the entire training 
set and C4.5’s default options.  
 
The first default decision tree examined was the decision 
tree constructed from link-target identification. The top 
three attributes that provided a high gain-ratio were: the 
length of the root-link, whether the root-link contained a 
number/id, and whether the root-link contained a 
reserved word. Thus, two of the top three attributes were 
different from the top three attributes found in decision 
trees that used C4.5’s options of windowing and discrete 
value grouping. 
 

The second default decision tree that was examined was the 
decision tree constructed from CoreEx. The top three 
attributes that provided a high gain-ratio were: the score of 
the main content node, the HTML tag of the main content 
node, and the count of the most frequent HTML tag in the 
set S. Once again, two of the top three attributes were 
different from the top three attributes found in decision trees 
that used C4.5’s option of discrete value grouping.  
 
Accordingly, for the decision trees that just used C4.5’s 
default options the top attributes were: the length of the root-
link, whether the root-link contained a number/id, whether 
the root-link contained a reserved word, the score of the main 
content node, the HTML tag of the main content node, and 
the count of the most frequent HTML tag in the set S. 
Consequently, five of these attributes (ie.,the length of the 
root-link, whether the root-link contained a number/id, the 
HTML tag of the main content node, and the count of the 
most frequent HTML tag in the set S) were part of the six 
attributes that were previously discussed as the only 
attributes  used to construct decision trees from link-target 
identification and CoreEx. Thus, discrete value grouping 
played a significant role in modifying the top attributes for 
the individual decision trees constructed from CoreEx or 
link-target identification.  
 
7.5 Overall Scores of Each Approach 

 

Statistics LinkTarget  CoreEx (combined) 

Median 94.15% 95.9% 97.1% 

Mean 94.065% 95.83% 96.915% 

Standard Error 
of the Mean 0.1024% 0.0965% 0.1473% 

Standard 
Deviation 0.4579% 0.4317% 0.6587% 

Table 3 
 

 Z Test Alpha 
(0.05) 

Hypo-Testing 
(one-tailed) 

CoreEx  
vs. LinkTarget  

|-12.13| 1.645 | -12.13|  > 1.645 

CoreEx  
vs. (combined) 

5.21 1.645 5.21 > 1.645 

LinkTarget vs. 
(combined) 

16.26 1.645 16.26 > 1.645 

Table 4 
 
Table 3 contains the descriptive statistics for the overall 
experiment.  Table 3 shows that the decision trees 
constructed from CoreEx and link-target identification had 
the highest mean accuracy score of 96.92% (σx = .15%, σx = 
.66%).  Furthermore, Table 3 also shows that decision trees 
constructed from CoreEx had the second highest mean 
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accuracy score of 95.83% (σx = .10%, σx = .43%). In 
terms of variability, the decision trees constructed from 
CoreEx and link-target identification had the highest 
variability with a standard deviation of approximately 
.66%.  
 
In order to determine whether the different mean 
accuracies of table 3 were statistically significant, 
hypothesis testing was carried out using the mean folds 
test. The mean folds test first averages the cells for a 
single 10 fold cross-validation experiment and considers 
these averages as samples. These averages are known to 
be better estimates of accuracy [5]. Table 4 contains the 
results of conducting mean folds testing. Table 4 shows 
that the null hypothesis for hypothesis one and two can 
be rejected. Furthermore, after examining the results of 
table 3 and table 4 in tandem, it can be concluded that the 
alternative hypothesis for hypothesis two can be 
accepted. Thus, the decision tree constructed from 
features extracted from link-target identification and 
CoreEx performed better at identifying news articles than 
the individual decision trees constructed from only 
CoreEx or link-target identification.   
 
8. Discussion and Conclusion 
 
The results show that combining features from both link-
target identification and CoreEx have the best 
performance in identifying news articles within web 
pages. In conclusion, both null hypotheses for hypothesis 
one and two can be rejected. Furthermore, after 
examining the results of table 3 and table 4, the 
alternative hypothesis for hypothesis two can be 
accepted. However, the alternative hypothesis for 
hypothesis one cannot be accepted since the results of 
table 3 and table 4 show that the decision trees 
constructed from CoreEx perform better at identifying 
news articles than the decision trees constructed from 
link-target identification.  
 
For decision trees constructed from link-target 
identification the three attributes that consistently 
provided a high gain-ratio value were: did the root-link 
contain a date, did the root-link contain a reserved word, 
and number of forward slashes in the root-link. For 
decision trees constructed from CoreEx the three 
attributes that consistently provided a high gain-ratio 
value were: the HTML tag with the highest frequency 
count in the set S, the depth of the main content node in 
the DOM tree, and the count of the most frequent HTML 
tag in the set S. Lastly, for decision trees constructed from 
link-target identification and CoreEx the three attributes 
that consistently provided a high gain ratio value were: 
the length of the root-link, whether the root-link 
contained a number/id, and the HTML tag of the main 
content node. 
 
CoreEx had a hard time distinguishing between different 
forms of unrelated content on web pages that lacked some 

form of structural separation. As outlined by sub-section 7.1, 
one potential solution to this problem is to use a node’s depth 
value in the DOM tree to see if it is within a given confidence 
interval. This would allow both content chunks to be 
extracted for further deconstruction. 
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CASE STUDY: HEADCOUNT SURVIVAL ANALYTICS FOR EMPLOYEE 
RETENTION USING SAS 

 
 

Janet Poague and Dr. Jay Annadatha 
Department of Computer Information Science, Clarion University of Pennsylvania 

J.Poague@eagle.clarion.edu, jannadatha@clarion.edu 
 
 

ABSTRACT 
 
Across industries, CEOs, HR teams, department managers, and other leaders know human capital planning is critical to 
business.  It costs money, time, efficiency, and resources across various departments to onboard and offboard employees.  
Headcount planning is a process intended to ensure an organization has the correct number of people, skills in the right roles 
so the company can execute its business strategy. The following is a data analytics case study analysis for a $485 million-
dollar manufacturer and distributor of products and services for transportation and energy infrastructure for North America 
and Europe focusing on headcount survival analysis for employee retention. The case study will focus only on North 
America for 10+ years covering January 1, 2010 to February 11, 2020. Analysis addresses business questions: 1. Can 
assumptions about the average length of time intervals be made even if employees are still currently employed?  2. Are there 
influences specific to business segments, division, or cost centers?  The employee retention time is analyzed to derive 
insights on the average length of the retention time as well as the factors influencing. 
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AUTO-GRADING BIRDS OF A FEATHER 
 
 

William Killian, Chad Hogg 
Millersville University 

{william.killian,chad.hogg}@millersville.edu 
 
 

ABSTRACT 
 

Servers that accept student assignment submissions, run automated tests against them, and provide students with immediate 
feedback about their work are becoming very popular in university-level computer science departments. Automation saves time 
for faculty members and allows them to focus on high-impact kinds of student interaction. Immediate feedback allows students 
to learn from and correct their mistakes, resulting in deeper comprehension and higher grades.  We are proposing a birds-of-a-
feather session for faculty members who currently use auto-grading systems or are interested in using them in the future. 
Students who use auto-grading systems from the other side may also be interested in participating, and would provide unique 
and valuable perspectives. Discussion is expected to include such topics as how to choose an auto-grading system, how to 
effectively administer such a system, how to design assignments that lend themselves to auto-grading, how to write the 
automated tests used by auto-graders, how to detect and respond to plagiarism, how to maintain a human presence in the auto-
grading loop, how to encourage students to not rely on the auto-grading system for all of their testing, and appropriate policies 
and procedures for courses that have a substantial auto-graded component. 
 
 

BIOGRAPHY 
 
William Killian has been a faculty member at Millersville University for three years, and was formerly a student there. His 
research area includes predictive modeling, programming models, and program optimization. Prior to joining Millersville, 
Professor Killian has worked at Intel and Lawrence Livermore National Laboratory (LLNL), where he focused on application 
fitness, optimization, and performance modeling. William continues to collaborate with LLNL on abstraction layers which 
make it easier for users to create scientific applications which run on upcoming supercomputing systems. 
 
Chad Hogg has been a faculty member at Millersville University for two years, and formerly at King’s College (six years), 
Ursinus College (one year), and Mansfield University (one year). His interests are in automated planning, explanation-based 
learning, reinforcement learning, and computer science pedagogy.  The two sponsors combined have experience using four 
auto-grading systems: Grasst, WebCAT, Submitty, and AutoLab, and experience administering the latter. They have used auto-
grading not only for introductory programming courses, but also Database Systems, Web Development, Computer Architecture, 
Operating Systems, and Computational Models. 
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THE FIRST JOURNEY: A STORY DRIVEN ADVENTURE GAME WRITTEN IN 
8086 ASSEMBLY 

 
 

Devin Kaltenbaugh and Brandon Packard 
Clarion University 

d.kaltenbaugh@eagle.clarion.edu, bpackard@clarion.edu 
 
 

ABSTRACT 
 

Given how games require higher level programming concepts, we wanted to see how well we can make a game in 16bit 
assembly using only lower level programming concepts. The game created is a story driven adventure game called, “The First 
Journey”. It is set in the world of Altia, which is one of many worlds in the Fallen God’s universe. In this game player is the 
young adventure tasked by the king to recover the Golden Pi, a lost artifact from the war of the Fallen Gods. During this 
journey, the player is met by a man named Mutip who aids them in locating the dungeon keys. Each of the dungeon keys is 
guarded by some form of maze, riddle, or puzzle and only by solving them will the player collect the dungeon key and gain 
hints of what is yet to come.  
 
To accomplish this feat, an emulator called emu8086 was used as a platform for writing and testing the program. This emulator 
emulates the Intel 8086 microprocessor released in 1978. Most games today have some type of graphical component that allows 
the player to see and possibly interact with the game world, so to create this graphical component system interrupts 10h / 13h 
and 10h / 09h were used. These interrupts are normally used for writing text onto the screen but since ACSII contains characters 
that look like objects or props the game world could be created. The player also needs some way to interact within the game 
world, so a procedure for detecting collisions between the player and the environment was created, this procedure utilizes 
system interrupt 10h / 08h along with a simple algorithm to read the pixels of the space being moved into to determine if it is 
a null space, an interactable character, or a wall. With the world made and interactions being possible, all that was left was to 
create a system for storing information in memory so that retrieving it was quick and easy.  To do this, rudimentary objects 
were created; the main concepts of writing objects in assembly are the same as in higher level languages, with the difference 
being that instantiation and classes are not really possible without a major speed penalty. Even with all these pieces in place, 
technical issues such as register size, memory size, and debugging posed unique challenges that had to be overcome. 
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A GRAPHICAL, ORBITAL GRAVITY SIMULATOR FOR PLANETARIUM  
 
 

Angela Kozma and Todd Lichtenberg 
Kutztown University 

akozm527@live.kutztown.edu, tlich108@live.kutztown.edu, parson@kutztown.edu  
 
 

ABSTRACT 
 

Undergraduate Student Poster Abstract. The planetarium director at Kutztown University has expressed interest in having a 
way to allow public attendees to control a game-like, graphical gravity simulation on the dome. The present project is the 
design and implementation of that system, with attendees using hand-held Android tablets as controllers for the projected 
graphical simulator. Novel aspects of this proposal include creation of an interdisciplinary team project from two or more 
disciplines, and design, construction, deployment, and support of a set of graphical applications to be used in a planetarium or 
similar immersive environment. The poster illustrates the animated orbit of planets around their star and highlights the 
graphical Android user interface and the user experience. The presentation also includes an interactive demo using a laptop 
and an Android tablet. 
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