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AN ANALYSIS OF INSECT TRADING IN SHREK SUPER PARTY

Brandon Packard
CU-GAME, Clarion University of Pennsylvania

bpackard@clarion.edu

ABSTRACT
Video game mechanics range from incredibly simple to in-
credibly complex. One old game, Shrek Super Party, is rough
around the edges but has a game mechanic that is very compu-
tationally interesting. This mechanic is similar to poker, but
with all the hands revealed, no straights or flushes, and instead
of drawing ”cards” the players swap ”cards” with each other.
In this paper, we first generate data from all players moving
optimally under a defined strategy. We then analyze that data
to see what sorts of ”cards”, combinations, and scores each
player receives on average over many rounds – drawing some
very interesting and almost counter-intuitive conclusions in
the process. Although trying to play a game optimally is a
very common line of research, we believe that observing what
happens when a game is played in specific ways is academi-
cally interesting as well, and we believe that the field of data
analytics has much to gain by doing so.

1 Introduction

As with most media, video games span a range from incredi-
bly well funded to extremely poorly funded. This is because
almost anyone can publish a video game, from the smallest
indie developer to the largest corporation. Funding isn’t ev-
erything; there are massively funded games that are poorly
received, and there are poorly funded games that are incredi-
bly well received. In this work, we are going to look in-depth
at a poorly funded game that never had a chance to live up to
its potential, performing data analysis on one computationally
interesting aspect of it.

Shrek Super Party is a game released on PS2, Gamecube, and
XBox that is, in a word, terrible. Critic reviews on Meta-
critic give it a 34.7/100 averaged across all 3 platforms [1; 2;
3]. Interestingly enough, user reviews on the same site give it
a 6.5/10 (which isn’t good, but is leagues better than 3.47/10),
but many of them are clearly ”joke reviews”. That is because
Shrek Super Party is the sort of game that is so bad, it’s actu-
ally kind of good. Gameplay consists of each character taking
a turn moving around a board, with mini-games sprinkled in
(akin to Mario Party, but much rougher around the edges).

However, there is one aspect of the game that is actually quite
complex and interesting, and that is the concept of insect trad-

ing. In the game, everyone has points, and the player with the
most points at the end wins. Unlike similar sorts of games,
winning minigames does not directly earn you points. Rather,
after a round of the game has been played, players are ranked
from 1st to 4th based on their performance in that round. Af-
ter that, everyone receives a hand of randomly generated in-
sects, which are worth varying amounts of points, and then
the swapping begins. The player who was ranked third in
the minigames first gets to swap one of their insects with any
other insects from any other player. Next, the player ranked
second gets to swap two of their insects with any two insects
from any other player or players. Finally, the player ranked
first gets to swap three of their insects with any three insects
from any other player or players. After all the swapping is
done, the hands are scored and each player’s score is added
to their overall score.

Given all of this, there are a couple of clear strategies for
Player 1 - they can either act to maximize their own score,
work to minimize the total scores of one/all of their oppo-
nents, or some combination of the two. However, the strate-
gies for Players 2 and 3 are a bit harder to pin down. Both of
these players need to move in such a way that it benefits them
the most, but do so bearing in mind that they don’t have the
last move. If player 3 gives themselves the highest scoring
hand, it is very likely that Player 1 or 2 will tear it apart dur-
ing their own swaps. As such, the main focus of this work is
a data analysis of each player’s hands, swaps, and scores over
many trials, to see what kind of moves to make and how well
each player can do if all 4 are playing optimally according to
some defined strategy.

The rest of this work is as follows. First, we discuss some
work related to ours in Section 2. Next, we discuss how the
data was generated, including how the game is stored, how
many trials we ran, and other experimental setup details in
Section 3. We then analyze that data in four different ways in
Section 4, and end the paper with conclusions and ideas for
future work in Section 5.

2 Related Work

As Shrek Super Party is a rather obscure game, it has not
received much analysis. In fact, the only scholarly mention
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we are aware of is a brief mention in a book on the cinema in
video games [4], just stating that the game is a spin off of the
well-known movie series Shrek.

The insect trading portion is very reminiscent of poker, with-
out straights or flushes. Much work has been done in de-
termining strategies for how to optimally play poker [5; 6;
7; 8], but those strategies cannot be applied to insect trading
for a couple of reasons. First, each player can see every other
player’s complete hand. Next, no new ”cards” are introduced,
and instead players forcibly trade ”cards” with each other. Fi-
nally, assuming all players are playing optimally, there is no
stochasticity past the initial hands. Furthermore, the focus
of this particular work wasn’t to find an optimal strategy, but
rather to analyze what happens in the game when a partic-
ular strategy is used – sometimes it is useful to complete a
task optimally, and sometimes it is useful to examine what
happens when it is not completed optimally. Note that the
primary purpose of this work is to see what happens when
all players follow the same pre-defined strategy. As such, no
baseline has been included since we are comparing the results
to themselves (this is further discussed in Section5).

3 Generating the Data

To analyze the data from the game, we first had to create it.
Each player needed a strategy to follow when making their
moves – in this case, trying to maximize their own score. If
there were multiple options for their highest score, they chose
by minimizing the sum of the other player’s scores. The rest
of the experimental setup details will be discussed, but first
let’s take a look at how these scores are determined.

3.1 Scoring

Before talking about the algorithm that each player used to
make their move, let’s briefly discuss how scoring works in
the game. After all moves are made, each player gets points
based on the insects currently in their hand. The scoring sys-
tem is based off the idea of a combo, or sets of 2 or more
insects. If you think about each hand in terms of Poker, we
have pairs, two-pairs, three-of-a-kinds, full houses, and so on
(but not flushes nor straights). Any insect not in a combo is
worth nothing. Any insect in a combo is worth 5 points + the
value of that insect, where insect values range from 1 to 5.
Another way to think about it is the player receives 5 points
per insect in a combo, and then also receives the face value
of each of those insects. For example, if a player were to
have the hand 1,2,2,3,3 They would receive 5 * 4 or 20 for
the 4 insects in the two-pair, and 2 + 2 + 3 + 3 or 10 for the
face values of those insects, resulting in a total of 30 points.
This means that the highest possible score would be 50, for
the hand [5,5,5,5,5] (although achieving this hand with just 1
move from a randomly generated hand is quite unlikely).

3.2 Getting the Players’ Moves

After creating a random set of hands for the players, we
need to determine exactly what moves the players would
take based on their strategy. That way, we have reliable and
meaningful data to analyze. This was done via an exhaus-
tive search, as detailed in Algorithm 1, which guarantees that
we get the optimal move for each player, and therefore the
optimal score, at the cost of a very high computational load.

Algorithm 1: Algorithm for a player to find its own
best move. This is essentially an exhaustive search
amongst all possibilities for all players.

1 function makeMove(Player)
2 Generate all possible single swaps the player could make
3 for The number of swaps the player gets do
4 Generate all possible moves with that many swaps
5 end
6 for Each possible move do
7 Create a copy of everyone’s hands
8 for Each swap in the move do
9 Make the swap in the copy

10 end
11 if Another player moves next after this player then
12 Use makeMovePlayer() to simulate that player’s move on the copied hands
13 end
14 for Each swap in the other players’ moves do
15 Make the swap in the copy
16 end
17 Get this player’s score from the new hands
18 Get the sum of the other player’s scores from the new hands
19 if This player’s score is greater than their highest score so far then
20 Store this move as the best move
21 Store the opponent’s moves
22 Store this player’s score as their best score
23 Store the sum of the opponent’s scores
24 end
25 else if This player’s score is tied with their highest score so far AND the sum of the

other player’s scores is less than the one we have stored then
26 Store this move as the best move
27 Store the opponent’s moves
28 Store the sum of the opponent’s scores
29 Store this player’s score as their best score
30 end
31 end
32 Return the best possible moves for that player and all players who will move after it

Since there are four players, and each player has 5 insects
in their hand, that means a player can exchange any of their
insects with any of the other 15 insects, making a total of
75 possible moves. They can also choose not to swap, adding
one additional possibility for a total of 76 possible moves gen-
erated in Line 2 of the algorithm. Lines 3-5 then generate a
move, which we use to refer to all of the swaps they get to take
on their turn, in order (order sometimes matters with multi-
ple swaps on one turn). If a player gets two swaps, that gives
them 76 * 76 or 5,776 possible moves. Next, we need to test
each possible move. To do so, we first make all of the swaps
in that move (Lines 8-10) on a copy of all the players’ hands.
Next, if another player moves next after the current player,
we simulate their move on those modified hands to see what
their move would be (Lines 11-13). We then apply that move
to the modified hands as well (Lines 14-16).

Note that this algorithm has an element of recursion to it. If
we call MakeMove() on Player 3, it will simulate Player 2 for
each of its moves, and Player 2 will in turn simulate Player
1 for each of its own moves, and return the moves for all
players that move after the current player. The advantage to
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this is that for each of Player’s 3 moves, since we simulate
both Player 1 and 2’s moves, we end up with the final state of
the hands and can judge if the end result is favorable.

Once we have the final resulting hands for that move, we cal-
culate the score for the current player and the total score for
their opponents (Lines 17 and 18). If the new score is higher
than the player’s best, or if it’s tied with the best but gives a
lower sum of opponent scores, we store the moves along with
both scores. Once we have exhausted all possible moves, we
are left with the best move possible from each player.

This algorithm, being essentially an exhaustive search, is op-
timal and complete. However, it is also very, very slow. A
lot of deep copies are needed to maintain old versions of
hands while testing the new ones. Furthermore, the number of
moves grows rather quickly. In a 3-2-1 setup as in the original
game (Player 3 gets 1 move, then Player 2 gets 2, then Player
1 gets 3 moves), there would be 766 or 192,699,928,576 com-
binations to test. This can take days for a single round, and to
get enough data to analyze we aimed for 10,000 rounds (the
starting hands and the total number of each insect in the hands
are random so the more data we generate the more we avoid
”luck” and get the true trends). As such, the original configu-
ration was infeasible to run in these experiments. Rather, we
are using a 1-1-1-1 approach (each player gets 1 move, start-
ing with Player 4 and ending with Player 1). Running this
approach for 10,000 rounds took approximately 10.5 days.
Note that this also means getting the best possible hand if
Player 1 had fully free reign of the game is computationally
infeasible as well, since that would require many moves (up
to 15 in some cases).

4 Analyzing the Data

Once we had the data, we used a separate program to analyze
it (that way, we could make tweaks to the analyzer without
needing to re-run the data generator). For this work, we were
focused primarily on four different aspects of a round of the
game:

1. Which kinds of insects are taken/given up by each player
when making their swaps

2. Which kinds of insects each player ends up with in com-
bos, compared to their starting hands

3. Which combo each player ends up with, compared to
their starting hands

4. The average ending score for each player

First, let’s examine the insects themselves. We want to look
at both what kinds of insects the player takes/gives up when
they make their move, but also what insects they end up with.
These are not quite the same, because the former is com-
pletely up to the player, but the latter is not, since players who
move after them can force them to take or give up insects.

Figure 1: A table of each player’s choices. A negative value (more
red) means they gave up more of that insect than they took, and a
positive value (greener) means they took more of that insect than
they gave up. The farther from 0 the value is, the more frequent the
difference was.

4.1 Insects - Player Swaps

Figure 1, shows each player’s choices with what insects they
choose to take or give up when making their moves. The first
thing that is interesting about this is that all 4 players actively
try to give up lower numbers, and take higher numbers (which
makes sense intuitively). However, the extent to which they
do so is a bit different. Player 4 gives up the least 1s, and
takes the least 4s. This makes sense when you consider that
Player 4 has to move first, so there are three moves after it
for the other players to steal their insects. Player 2 takes the
most 5s, and gives up the most 1s. This makes sense because
Player 2 moves late enough that they have more control, so
they can make combos with less fear of others destroying
those combos. What is really interesting, however, is Player
1’s choices. Where Player 2 really focuses on the extremes of
1s and 5s, Player 1 tends back towards the ”middle”, spread-
ing their moves out a little more.

One might expect Player 1 to grab the most 5s, because they
have the most control, but there are two factors which make
this not be the case. First, Player 1 still only gets a single
move. That means that any combos they make, have to be
made in a single move. Second, since all of the Players go for
the higher numbered insects, it’s often the case that Player
1 can make a larger combo by taking a smaller number, and
ending up with more points in the end than if they had taken
a higher number. For example, say Player 1 currently has the
hand 1,2,3,5,5. If they take a 5, that gives them 15 points
for the combo, and 15 points for the insects, for a total of
30. However, if they take a 3, that gives them 20 points for
the combo and 16 points for the insects, for a total of 36.
As such, the scoring system often rewards a bigger combo
gained by taking a less valuable insect more than a smaller
combo gained by taking a more valuable insect – since Player
1 has no other player moving after them, they are most able
to take advantage of this fact!

4.2 Insects - Player Hands

Next, we want to examine what proportion of the time Players
have certain insects in their hands. More specifically, we want
to look at what proportion of the time they have each insect in
a combo (since insects not in combos are worthless, we will
ignore them). Figure 2 shows what proportion of the time
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Figure 2: Bar charts showing what proportion of rounds each
player’s hand contained each insect in a combo before any moves
were made (blue) and after all moves were made (orange).

each insect was used in a combo for each player across all
rounds, both before any moves are made and after all moves
are made. Please note that these values add up to more than
1.0, or 100%, because of two pairs or full houses, which are
both combos that use two different types of insects.

Unsurprisingly, before any moves are made, the proportions
of each insect in a combo are the same across all insects and
players, since the initial hands are randomly generated. The
ending hands, however, paint a very different story. The first
thing you may notice is that all of the orange bars are higher
than any of the blue bars. This is good, because it means that
our players are ending with more insects in combos than they
started with, which is important to increasing their score. For
Players 2, 3, and 4, the frequency is in ascending order by
insect value – 5s are used the most in combos, then 4s, and
so on. All three also have a range of about 0.075 between the
highest and lowest values – a difference of 7.5% of rounds.

Player 1, however, paints a very different story. For starters,
they are the only player that has less valuable insects in com-
bos more often. On top of this, the values vary by about 0.15,
nearly twice the range of the other players! The question,
then, is why is Player 1 so different, especially when they
have the most control? Recall that Player 1 moves last, and
they can only make 1 move to make the best combo they
can with the hand currently in front of them. It seems that
Player 1 should have an advantage, but there’s an important
factor at play here: all of the players are playing optimally.
This means that when Player 2 makes their move, they know
what Player 1 will do for each of their possible moves! As
such, Player 2 has some level of control over Player 1, be-
cause Player 1’s move can be reliably manipulated by what
hand they are left with. According to the strategy the play-
ers use, Player 2 won’t actively try to reduce anyone else’s
score unless there is a tie for their own highest score. That
being said, its moves still leave Player 1 with a wide range of
hands, which then directly affects what combos Player 1 can
make. Since Player 1 is the only player which cannot directly
manipulate another player, it leads to these varied results for
their final hand.

4.3 Combos

Another interesting exercise is to look at which types of com-
bos each player is able to make. In order to do this, let us
first define the different combos that the game recognizes in
an order that may be familiar to those who have played poker:

• Five of a kind - Five insects of the same type. Scores 25
points plus the value of the insects

• Four of a kind - Four insects of the same type. Scores 20
points plus the value of the insects

• Full House - Three insects of one type and two of an-
other type. Scores 25 points plus the value of the insects

• Three of a kind - Three insects of one type. Scores 15
points plus the value of the insects
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Figure 3: Bar charts showing how often each player’s hand con-
tained each type of combo before any moves were made (blue) and
after all moves were made (orange).

• Two pairs - Two insects of one type and two insects of
another type. Scores 20 points plus the value of the in-
sects

• Single Pair - Two insects of one type. Scores 10 points
plus the value of the insects

• Junk - Scores 0 points. Requires the hand to have exactly
one of each of the five types of insects.

Intuitively, we would expect players who move closer to last
to end up with ”bigger” combos, such as five of a kind, and
players who move closer to first to end up with ”smaller”
combos, such as a single pair or a three of a kind - the idea
being that players who move sooner will either take smaller
combos to avoid attention, or take bigger combos but have
their hands altered by later players.

Let’s start by looking at their starting hand composition, illus-
trated in Figure 3. Not surprisingly, all players have roughly
the same proportions of each combo to start with. Combos
which are more likely to be dealt with a random hand of in-
sects, such as single pairs or two pairs, are more common. As
one might expect, four of a kinds and five of a kinds are very
rare. However, it is interesting to note that the lowest scor-
ing hand, junk, is also very rare. This is because it requires
every single insect to be different, which is not common with
randomly generated hands.

Now let’s examine the ending combos, also illustrated in 3.
The first point of discussion is one you likely notice immedi-
ately upon looking at Player 1’s chart - the giant orange bar.
This bar shows that, incredibly, Player 1 makes a full house
almost 80% of the time! This makes sense, because five of a
kind and full house are the most valuable combos, since they
use all 5 insects. However, five of a kinds are rarely made,
and four of a kinds were made less than 1% of the time.

This seems odd at first glance, but the explanation is actually
quite straightforward. Remember that in our version of the
game, each player only gets a single move. Therefore, al-
though Player 1 moves last, they only get a single move to try
to make a combo. That means that in order to be able to make
a five of a kind, they have to start their move with a four of a
kind – which is quite rare since the other three players get to
move before them, and won’t usually set them up with such
a good hand. Similarly, a four of a kind can only be made if
the player starts with a three of a kind. On the other hand, a
full house can always be made from either a four of a kind, a
three of a kind, or a two pair (unless the random generation of
how many of each insect is in the round turned out incredibly
lopsided, which is very rare). This means that there are many
more opportunities to make a full house. Additionally, a full
house is worth 25 plus the values of the insects, where a four
of a kind is only worth 20 plus the values of the insects. As
such, many full houses are worth more than many four of a
kinds, and it’s very common for the player to trade away a
four of a kind for a full house. Similarly, a two pair can al-
ways be made from a pair or a three of a kind, and is often
more valuable than either, which is why they are the second
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highest at over 15%. Giving Player 1 more moves so that
they have more control over which combo they end up with
is a valuable area of future work which we hope to pursue in
the future.

As we move from the player who moves last down to the
player who moves first, we can see that full houses and two
pairs are still the most common combos, in that order. How-
ever, each time we move down one player, the proportion of
full houses falls and the proportion of two pairs rises (note the
y-axis of each chart). This is because if the player moves ear-
lier, there is more of a chance for the later players to take from
their hands. As such, they sometimes take a smaller combo
or have their full house broken into a two pair. What is fas-
cinating about this, however, is that all four players are able
to make a full house, one of the two highest scoring combos,
at least 40% of the time! To explain this unexpected phe-
nomenon, remember that all 4 players are playing optimally
according to the same strategy, so each player can determine
what the other players will do. As such, what the earlier play-
ers lack in total control (by moving later), they partially make
up for with being able to influence the earlier players. When
Player 4 makes a move, they know exactly what moves Play-
ers 1-3 will make - which also means they know the final out-
come of the hand from just their move! Therefore, they can
make the move which leads to them having the best possible
final hand, and be confident in making a larger combo such as
a full house without worrying about the other players disman-
tling it. That allows them to make the best combo they can
in the end, but their options are still more limited since they
move first. This is why their combo decreases in value the
earlier they move, but not as much as we would likely expect.
As such, the difference in the combos between players exists,
but is not as great as we would intuitively expect. However,
the real test of course is the scores each player obtains, so that
will be our next (and final) point of analysis.

4.4 Average Ending Score

Finally, since the objective of the game is to score the most
points possible, let’s take a look at the final scores of each
player. Figure 4 shows the scores for each player at the start
of the round and after each individual move. Lower values
are redder, and higher values are greener.

As expected, the starting scores for all 4 players are approx-
imately the same (given a high enough number of iterations,
we would expect these to be exactly the same since all hands
are randomly created). It should also come as no surprise
that when each Player makes its move, its own score takes a
strong upwards spike - after all, the Players are each making
the move that will maximize their own score.

However, what is a bit more surprising is that every time a
player makes a move, ALL players’ scores rise. As the players
are actively competing against each other, this seems a little
counter-intuitive. However, remember that the strategies the
players are using is to maximize their own score. Each player

Figure 4: A heatmap showing the various player’s scores at different
points in the round, with each column corresponding to one player.
Each row corresponds to a player’s move, from no moves made to all
4 moves made. Greener values are higher/better, and redder values
are lower/worse

.

only gets one move, but remember that the earlier players
know exactly what the later players will do, since they all
follow the same strategy! Take Player 2 for example. Player
2 only gets one move, but they know exactly what Player 1
will do for each of their moves. Since Player 1 only cares
about their own score unless two are two options which give
them the highest score, Player 1 will for the most part ignore
Player 2’s situation when making a move. As such, Player 2
can choose a move which they know lead to Player 1 giving
them something they want. In this way, although they can’t
force Player 1 to make any particular one of the 76 possible
moves, they can manipulate Player 1 into helping them! As
such, when Player 1 makes their move, Player 2 has often
moves in a way that Player 1’s move will benefit them both!
This continues on down the line, which is why all players
scores increase every time any player makes a move.

Finally, let us talk about the final scores. Player 1 averaged
37.4415 points in these 10,000 trials (remember the maxi-
mum is 50 with an ideal but very rare starting hand). Player 2
ends up hot on their heels with 37.0068, only about 1.1% be-
hind Player 1! Likewise, Player 3 gets 36.3541, and Player 4
brings up the rear at 35.2593. The order of these scores isn’t
really surprising. Player 1 gets the last move, so we would
naturally expect their score to be the highest. However, what
is very surprising is that there is only a 6.1% difference in the
points between Player 1 and Player 4, which is an incredibly
narrow gap. These scores being so close makes for very close
games, and seems to indicate that blindly maximizing one’s
own score is not the best way to approach insect trading.

5 Conclusions

By examining the data from various rounds of the insect trad-
ing game from Shrek Super Party, we can draw some in-
teresting and unexpected conclusions. First, Player 1 intu-
itively seems like they should have the most control, since
they move last. Player 1 does arguably have the most control
based on our results, but it’s not as much as we may think; the
other players are able to make moves to somewhat manipulate
Player 1 since they all know what move Player 1 will make
based on their own move.
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This extra control from having the last move allows Player 1
to earn the highest score of all players, as expected. How-
ever, what is unexpected is how high the scores are across the
board, with the other players right on their heels! In fact, the
points only differ by just over 2 points. This is a very small
difference, which would make for a very tight competition.

Finally, it seems from this data that maximizing one’s own
score without worrying about the other players’ scores (ex-
cept in the case of a tie), is not the best strategy. Sometimes it
may be best to reduce your own score by a couple points, to
reduce your biggest competitor’s score by considerably more,
or to reduce the overall scores of your opponents. However,
our current strategy for the players does not allow for this –
they will give another player 20 more points if it means get-
ting a single extra point for themselves. This is a well docu-
mented problem in adversarial game search, with algorithms
such as minimax [9] being created to avoid this issue.

This seemingly simple game has a lot of potential for future
analysis and research. First, different strategies, which either
minimize the other players’ scores or do some combination
of both maximizing and minimizing could lead to better re-
sults for the players who did better in the minigames. Mixing
the strategies instead of having each player follow the same
one could also lead to some interesting results. Ideally, we
would be able to optimize the code enough that we could
also get an upper baseline ( 5-0-0-0 would give us the op-
timal hand Player 1 could make, in terms of their own score).
We could then compare these to both the optimal hand possi-
ble and what would happen if no moves were made ( 0-0-0-0
), as that would give us the data for the randomly distributed
hands before any mores are taken.

Next, testing different move configurations could be inter-
esting. Allowing Player 1 two or three moves, or using the
game’s actual 3-2-1 move configuration instead of our 1-1-
1-1 move configuration could lead to interesting results and
more accurate analysis of the exact situation in the game. Un-
fortunately 3-2-1 is very slow given the huge number of pos-
sible moves; the code would therefore need to be optimized
first, but it is a topic worth pursuing. Testing different num-
bers of insects (6 or 7 types instead of 5 types) or how many
insects are in each player’s hand (4 or 6 instead of 5) could
also provide valuable insight into a more generalized under-
standing of the insect trading game.

Finally, the scoring scheme currently seems to reward making
bigger combos more than what types of insects are in them.
Changing the scoring to emphasis the insects more or empha-
sis the combos even more (such as in traditional poker) could
lead to interesting results. We believe that there is still a lot to
analyze behind this simple-seeming game, and look forward
to exploring it more in the future.
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ABSTRACT 
Redesigning curriculum for student success during the 
COVID-19 pandemic was challenging for all.  This paper 
presents a course structure in a game development course 
that was so successful it is being incorporated into in-
person semesters at Millersville University. The course 
structure, outcomes, surveys, and lessons learned are 
discussed and reflected on. 
KEY WORDS 
COVID-19, pandemic, online, computer science, game 
design, curriculum 
 
1.  Introduction 
 
The COVID-19 pandemic changed the nature of post-
secondary education dramatically, forcing everybody to 
adapt to an online environment many were not prepared 
for.  As part of this transition, educators have needed to 
revise curriculum to better meet learning outcomes in a 
remote environment where students are less attentive, less 
communicative, and more stressed [1-4].  Many 
approaches to this change have been tested and published.  
This paper aims to disseminate the experience of a 
successful computer game design and development course 
at Millersville University in Spring 2021 during the height 
of the pandemic.  The class was redesigned from the 
ground up from how it had previously been taught to 
hopefully resonate more with students.    
 
It is likely that at some point in our future, we will again 
be forced into online learning for reasons outside of our 
control.  This paper serves to document one effective 
approach at motivating and engaging students with results 
from this one semester at least suggesting that, with 
effective curriculum design, we can replicate the learning 
outcomes of some classes in an online environment.  
However, the design was even more successful than 
anticipated.  Due to this, the changes made to the course 
will be carried over to in-person semesters and the results 
of designing this curriculum will hopefully also be of use 
when designing an in-person course. 
 
 
 
 

2.  Course Details 
 
2.1 Course Design and Grading 
The design of this course began as a thought experiment.  
After the experiences in Spring 2020, requiring an abrupt 
transition to online learning, and Fall 2020, a first 
experience attempting to offer an entire course’s 
curriculum fully remotely, it was apparent that attempting 
to transition curriculum that had been designed for in-
person learning was not as effective when taught over 
Zoom.  Lecture content, specifically, was difficult to 
retain.  In preparing to offer a game design and 
development course for the first time, there was room and 
freedom to apply others’ observations from their previous 
experience and redesign the course around the online 
experience.  At Millersville University, CSCI 475 is an 
upper-division 4-credit elective in computer science 
offered every three semesters.  The last time it had been 
taught (Fall 2018) was the first time without the long-time 
faculty who had been responsible for the course.  After 
his retirement, focus shifted from using a custom 
framework to more open source/standard libraries.  The 
faculty who taught the course in Fall 2018 made many 
design changes to the course.  The decision going into 
Spring 2020 was how many aspects of the redesigned 
course to retain.  Analyzing experiences with remote 
instruction, the decision was made to scrap most of the 
structure and redesign the course from the ground up.  
Attending the course were 26 students, 22 male and 4 
female.  The prerequisites for the course were the two-
semester introduction to programming sequence and data 
structures.  While some students only had the minimum 
prerequisites, many had significant extra computer 
science coursework experience.  
 
The weekly structure of the course consisted of two 50-
minute lecture sessions on Monday and Friday, with one 
110-minute session in the middle of the week that was 
used for either group check-in or a larger class activity.  
The overall structure of the course as taught in Spring 
2020 can be broken down into two sections.  The first, 
lasting the first 6 weeks of the course, involved working 
through the entire textbook, Sam’s Teach Yourself Unity 
2018 [5], which is designed to be more like a guided 
workbook than a textbook.  However, this worked 
extremely well given the online nature of the course.  Due 
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to the accelerated pace of learning, there were no projects 
during this time.  They were pushed to the final 12 weeks 
of the course, overlapping with the last two book 
assignments, where students completed 3 projects in 4-
week blocks.  For each of the first 6 weeks, spanning four 
chapters per week, students submitted a minimum 1-page 
written summary of the material covered in the book, 
complete with their interpretation of the content and their 
experience implementing the guided exercises in Unity.  
The purpose of these assignments was to ensure students 
were keeping pace with the content and applying critical 
thinking skills to what they were learning.  While the 
length requirement could have been increased, there was 
already enough content packed into four chapters that it 
made more sense that the significant majority of time 
spent on the class be in the form of learning Unity.  These 
6 assignments were worth 15% of their overall semester 
grade.  Given the freedom to write what was meaningful 
to them, many submitted more than the bare minimum, 
including screenshots of their work.  Using these 
documents, it was easy to tell what students were 
retaining and what their difficulties were.  This structure 
was decided on because it is difficult to create meaningful 
projects in game design without all the tools for creating a 
game.  One alternative to this design would have been to 
design targeted projects utilizing a few chapters of the 
book.  This had been done previously in the class.  While 
this does help the instructor validate that each student has 
mastered key concepts throughout the book, it is time 
consuming, and students are unlikely to find these 
targeted exercises as motivating or rewarding as the 
projects that were produced later in the class. While 
students could have also cemented their learning with 
guided examples in class, debugging student work in an 
online environment is especially tedious.  The instructor 
must choose between allowing the class to see the 
student’s screen, which would allow the learning from 
fixing the bug to extend to the rest of the class, but also 
would spoil code for students who were not yet to that 
point, which could interfere with the learning outcomes, 
or ensure all questions are answered in breakout rooms, 
which could lead to students feeling disengaged.    
 
While learning Unity from the textbook was ongoing, the 
class’s lecture portion focused on elements of game 
design.  Topics covered include the history of video 
games, game analysis frameworks, the Layered Tetrad, 
how to think like a game designer, prototyping, testing, 
and an introduction to game balance.  In addition to 
lecture content, multiple exercises were developed for 
class meetings.  These included modifying the rules of a 
simple game (Snakes and Ladders) to see how simple rule 
changes affected gameplay, designing their own rule 
changes and exploring how they modified gameplay, and 
designing rules for a Mastermind-like game to balance 
challenge with accessibility. This was chosen because it is 

easy to digest, is not particularly technical, and allows for 
interaction.  Designing a game can be a social experience, 
and incorporating that into the course was important.  
This also introduced students to each other so they would 
know more potential teammates for their later game 
projects.  It also demonstrated and got students thinking 
about the kinds of questions they should be asking 
themselves and each other during the game design 
process.  Since lecture was at 8am and remote, it seemed 
unlikely that students would be successful with technical 
content at that time.  By offloading that to students’ own 
time, they could engage with it when they felt able and 
focused.  This also felt like a large risk.  If students did 
not have an instructor to guide them through this, were 
they really going to be capable of learning the material to 
the extent needed to meet the learning outcomes?  
 
Measuring learning outcomes during these first six weeks 
was difficult beyond the aforementioned textbook 
summaries.  The decision was made before the semester 
that exams would not be an appropriate measure of 
learning outcomes.  While questions could be formulated 
to query student understanding of the topics covered in 
the lecture and textbook, this would not directly lead to 
their ability to create fun games.  It was clear that the 
learning outcomes could be better assessed in a project 
setting, since any successful project would need to have 
implemented these ideas or used appropriate Unity 
features.  Due to the outsourcing of this learning to 
homework, the first six weeks were light on graded 
material.  This was acceptable, however, because like 
many other computer science topics, the material builds 
on itself to an extent that what matters is the knowledge 
gained by course end and much less so what a student 
knows at particular checkpoints throughout the term.    
 
The final 12 weeks of the course were broken down into 
three game jam projects lasting 4 weeks each.  The 
development period of the jam consisted of the first three 
weeks.  Students were allowed to pick teammates such 
that they were in groups of three.  Each group of three 
was tasked with creating a game from scratch.  They were 
allowed to use any free assets on the asset store.  
Otherwise, they had total creative freedom on the 
direction and scope of their game.  The reasoning for this 
is that game design is a creative process, and good games 
come from developer passion to make that game.  It was 
determined that restrictions placed on games would only 
quell some of that creativity.  If developers do not take 
into consideration the content from class lectures and 
exercises, the game they create will not be as fun to play.  
During this time, the weekly lab class meeting shifted 
away from longer lectures and activities and into 
teamwork time.  The professor would create breakout 
rooms for each group and visit each to check on their 
weekly progress and answer any questions.  When not 
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presenting their weekly progress, students were free to 
work together and plan the upcoming week.  
 
The fourth and final week of each game jam consisted of 
students writing four reviews of other games in the class, 
assigned by the professor to ensure equal coverage of 
about 12 reviews per game.  Many students have wished 
at some point they could make a living playing and 
writing reviews for games.  This design allows them to 
temporarily live out that dream.  Each student wrote a 1-
page review of each game after having played it for at 
least 30 minutes.  Students were free to interpret 
reviewing games however they wanted, which simulates 
how the real world receives games.  People play games in 
an unstructured environment, and it is up to developers to 
anticipate how their game will be received and to make 
design decisions that maximize the fun experienced 
during interactions with their games.  The one stipulation 
was that their reviews needed to focus on the design of 
the game and incorporate discussion of game design 
elements discussed during lecture.  This did not tell 
students how to rate or score the games, or how else to 
interpret what was a “good” game.  This indirectly tests 
the concepts covered in lecture throughout the course.  If 
students apply those concepts to their game visions, their 
games will be better received and lead to better review 
scores.  Additionally, to celebrate the completion of each 
game, the class had an informal and optional meetup on 
our department Discord, where the professor, other 
professors in the department, alumni, and occasionally a 
special guest gathered to play the games students had 
made and provide feedback.  Multiple rooms were 
dedicated to people playing games, and students were free 
to hop around to each stream to watch their favorite 
professors and others play the game they had made.  This 
was incorporated to add a social element to a distance 
learning semester and to celebrate the class’s 
achievements.  These meetings were always well liked.  
 
Games were graded on the following scale.  75% of each 
game grade came from the review scores of students who 
reviewed that game.  Outliers were omitted from the 
grade calculation, but the feedback was still sent to the 
developing team.  25% of each game grade came from the 
quality of the reviews written by that student, as 
determined by the professor.  This incentivized students 
to apply effort and critical thinking to their reviews, 
applying the concepts covered in lecture to the game 
playing and review process.  The professor especially 
looked for the extent to which students used analysis 
techniques learned about in lecture when reviewing 
games.  This helps students dig deeper than the surface 
level, replacing simple questions like “Is this game fun?” 
with ones such as “Why was(n’t) this game fun?” and 
have the experience to be able to answer this technically.   
  

The course design allowed for three game projects 
throughout the semester.  This is important because the 
first game is such a learning experience.  By the time the 
second game development begins, students have received 
about 12 anonymized reviews of their first game.  This 
provides valuable feedback they can use to iterate on and 
improve their design process.  Students were again put 
into groups of three.  However, this time, they had to pick 
new teammates.  The reasoning behind this is to ensure 
students learn to work with more than just their closest 
friends, but also to ensure maximum diversity in prior 
game experiences, assets, and code.  For the second game, 
each team already had experiences with 3 different games 
and had the assets and code from three projects.  This 
allowed students to put more effort into design and 
development, rather than searching for assets.  
 
This process of three weeks for development and then one 
week for playing and reviewing was repeated for the 
second game.  For the third game, they were once more 
tasked with selecting a team to work with that had no 
members in common with any prior team.  At this point in 
the lecture curriculum, students were learning about game 
artificial intelligence (AI), so there was an additional 
requirement for student games that there must be an AI 
implementation.  With two games under their belts, 
students were better able to handle the increased 
requirement.  Most teams implemented a chase or maze 
mechanic using the A* algorithm [6], but others used 
pathfinding in a tower defense genre.  This requirement 
was determined due to students being unlikely to 
challenge themselves with such limited time and the 
desire to engage students with more technical game 
development now that they had more development 
experience from their first two games.  
 
The grade weighting of the three game projects was not 
uniform.  The first game was worth 15% of students’ final 
grade (combination of the previously mentioned peer 
reviews at 75% and review quality at 25%), the second 
game was worth 25%, and the final game was worth 45%.  
This distribution was chosen to incentivize exploration 
and risk-taking early, using the knowledge they gained 
along the way to produce the best final game possible.  
Each project was worth enough to warrant effort and 
attention, but what mattered most was what students had 
learned by the end of the course.  With the large majority 
of the overall grade coming from projects, this reinforced 
the industry standard of “what matters is the final 
product.”  A large portion of students’ grades came from 
each other, and overall, they were quite generous with 
their reviews.  However, the professor played each of 
their games and agreed with the overall student 
assessment of the games.  The quality of what was 
produced far exceeded expectations.  This led to a final 
grade distribution that was very top heavy, but it was hard 
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to disagree with any of the assigned grades (Figures 1 and 
2).  The overall quality of the games produced, especially 
given the time constraints placed on their development, 
validated the high grades.  Additionally, students rated 
themselves and their groupmates on two criteria at the end 
of each game: technical contribution and effort.  Final 
game grades for each student were only scaled if a 
student’s average score was below a 7.  While this did 
happen on a few occasions, it did not interfere enough 
that a game could not be completed by the remaining 
group members.  This was the case consistently for a 
couple students, who saw their grades drop to the D- or F 
level, as shown in Figure 1.  An interesting modification 
to this course would be to increase the group size from 3 
to 4 to better offset potential contribution issues from 
single group members.  It is possible this would lead to 
students feeling like they don’t need to work as hard or 
contribute as much, which may affect learning outcomes. 
 
One other point of note within Figure 2 is that, after the 
first game, game grades for the second and third game 
consolidated, with fewer A’s, but also no C’s.  Without 
data to support why this happened, one can only theorize.  
Some plausible reasons include that students had a better 
understanding of Unity, but also understood better what 
was possible within a 3-week scope.  Once the novelty of 
what was possible wore off, students may have increased 
their expectations for future games.  From an instructor’s 
perspective, the quality of the games increased with each 
successive game.  However, if the games had been 
instructor-graded, it would be expected that game quality 
increases throughout the semester.  This signifies it may 
be reasonable to leave students mostly in charge of the 
review process, especially because many of them 
appreciated that aspect of the class. 
 

Grade 
Number of 
Students 

A 13 
A- 6 
B+ 1 
B 1 
B- 2 
C+ 1 
C 0 
C- 0 
D+ 0 
D 0 
D- 1 
F 1 

n 26 
Figure 1: Student grades 

 

Grades 
for Each 

Game 

First  
(Week 

5-8) 

Second  
(Week 
9-12) 

Third  
(Week 
13-16) 

A 4 3 4 
A- 3 2 1 
B+ 0 2 2 
B 1 0 1 
B- 0 2 1 
C+ 0 0 0 
C 1 0 0 
C- 0 0 0 
D+ 0 0 0 
D+ 0 0 0 
D- 0 0 0 

F 0 0 0 
Figure 2: Game grades 

 
2.2 Learning Outcomes 
 
As stated on the syllabus, the learning outcomes for the 
class were:  

 become familiar with the Unity engine for game 
development  

 understand modern game analysis frameworks 
and apply this analysis to current games  

 demonstrate effective iterative design principles 
when making games  

 understand the importance of game balance and 
the math behind these important decisions  

 
The first was measured through student summaries of the 
book chapters and the overall quality of the games they 
produced, which utilized and applied the engine’s 
features.  The second was measured in student reviews, 
where they applied concepts presented in lecture to games 
they played that were developed by their peers.  The third 
was measured in weekly meetings with the professor, 
through targeted questions such as “What have you 
accomplished since last week?” and “What do you plan to 
have completed by our next meeting, and who is 
responsible for it?”  The fourth has the most room for 
continued growth.  While this was a lecture topic 
throughout the semester, it was only evaluated through 
student reviews.  Having only three weeks of 
development time to make a game, balance was never the 
highest priority amongst students, and it may be 
beneficial to evaluate this outcome in a quiz during the 
next iteration of this class. 
 
2.3 Surveys 
 
Students were surveyed anonymously after completion of 
the first game to determine how well the course was going  

26



and if they had any ideas for improvement.  23 students 
responded to the survey, which included both the 
following questions and written response fields for what 
they thought was going well and what they thought could 
be improved (Figure 3).    
 
From the student perspective, nearly every aspect of the 
class was popular.  Having in-class collaborative work 
time was nearly uniformly appreciated.  Students also 
appreciated making games in groups and being given 
more evaluative control over their peers.  Most of the 
written feedback left by students was also positive.    

 “At first I was somewhat apprehensive about 
group work, but now that I did it for the first 
game I gotta say it was the right call. It allowed 
us to go above and beyond what I thought was 
possible in a 3 week game.”  

 “I like that the requirements for the games give 
us a lot of freedom.”  

 “I really like the activities that we have in class 
and the lecture style. It is also really nice to have 
lab time to work with our groups on the project, 
and the feedback is really helpful.”  

 “I really enjoy the three week schedules, and I 
think how the lectures are presented are good. 
Specifically, the little hands-on activities (like 
the Bulls & Cows or Snakes & Ladders games) 
are engaging, and really get me thinking about 
different aspects of games.”  

 
The least popular aspects of class were the constrained 
time to make games and the lecture material.  For the 
former, this survey was given after the first game, which 
overlapped the last two textbook assignments, so it is not 
surprising students felt this crunch, especially as they 
were still learning to apply Unity concepts.   
 
According to one student, “Working with game 1 was a 
bit hard time-wise because I spent a lot of my time 
reading/learning the chapters and writing the paper (and 
of course work for other classes).  But I'm sure now that 

the book is finished I'll have enough time to work on the 
next games.”  For the latter, some students did not see the 
connection between the lecture content and their game 
designs.  One student said “I think maybe the fact that the 
games we develop are done in 3 weeks, which is why the 
lecture material sometimes doesn't feel relevant to the 
games I'm making currently for class.”  
 
At the end of the semester, course evaluations 
administered through the university shed some additional 
light on students’ experiences with the course (Figure 4).   
 
 It seems that though the course was taught remotely, 
there were not many aspects of the overall course that 
suffered.  The one area for significant improvement is in 
student involvement in class activities.  Despite attempts 
to structure activities into lecture, students still felt like 
they could be more involved.  This is likely to increase in 
an in-person class, but significant consideration should be 
given to how to increase student engagement in an early 
online synchronous class.  However, despite this, other 
responses were in line with what would be expected from 
an in-person class.  It is especially noteworthy that, 
overall, students felt like they met the learning outcomes 
from the course and successfully learned the material 
despite minimal guidance from the instructor.  As before, 
students could anonymously comment about their 
experiences with the course.   
 
A selection of student responses follow:  

 “Dr. Cain did a fantastic job with teaching the 
class this semester. The way he had the class go 
through the entire book in the first 6 weeks 
actually proved very useful for the 3 major 
projects. It allowed every person in the class that 
was a potential teammate to have enough 
knowledge to work in a group with on a game. 
This class was very fun, and I learned a lot.”  

 “Overall a good course, though really would 
benefit from being in person, as it would be  
 

Question 

Very 
Dissatisfied 

Dissatisfied 
Neither 

Satisfied Nor 
Dissatisfied 

Satisfied 
Very 

Satisfied 

Your current understanding of Unity 0 0 4 11 8 
Lecture material 0 4 6 8 5 

Lecture pace 0 1 3 11 7 
Working in a group to make a game 0 1 2 7 13 

Three-week timeframe for game development 0 4 3 7 9 
Schedule for the rest of the semester 0 0 8 9 6 

Grading criteria for games 0 0 6 9 8 
Lab periods as collaborative work time 0 0 0 2 21 

Figure 3: First game survey results 
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easier to have discussions and feel more 
engaged.”  

 “Dr. Cain did a very good job at structuring this 
course and I found it to be a lot of fun to learn 
about Unity and our tools we used to complete 
assignments, and just generally learning about 
Game Development in general.”  

 “Something that would greatly help would be a 
weekly "sharing" of everyone's progress to create 
some kind of community so we can work out our 
individual bugs and issues together.”  

 “The book was super informative and easy to 
read, including hands-on examples. Please keep 
this book in the class, it helped very much.”  

 
These responses align well with the supporting data and 
will be used to iterate on and improve the design of the 
course for the next time it is taught. 
 
2.4 Lessons Learned, Changes to the Course, and 
Future Work 
 
While the course went especially well for the first time it 
was taught by this instructor, there are several 
modifications that could improve the course further.    

 Introduce a few small, low-weight quizzes to 
ensure lecture content, especially that which is 
hard to measure in games, is learned, retained, 
and evaluated.  This may also increase student 
satisfaction related to tying lecture content to 
graded work.  

 Add a peer rating system more involved than 
was used.  Scale the student’s grade for their 
game by the actual scores they get from their 
peers.  Have students rate each other weekly, not 
just at the end of each game, and use math to 
scale grades to a reasonable curve.  This can be 
achieved by comparing the effects of a geometric 
mean, harmonic mean, or others to the actual 
scores students give each other.  

 Allow students time during lab periods to present 
their work to the class to get feedback about their 

design or to ask if other groups have run into 
similar issues.  This would work much better in 
person.  

 Create and monitor Discord channels for each 
game, and make this the main method of student 
communication during development.  This 
allows the professor to monitor and quantify 
communication and to have additional evidence 
of students who are not contributing to the 
group.  By messaging these students ahead of the 
game deadline, they have an opportunity to 
correct their lack of contribution.  

 
This course was designed to be a temporary change to 
support an online environment during the COVID-19 
pandemic.  However, due to its success as evidenced by 
student evaluations and surveys, it is worth considering 
adopting this structure in an in-person environment as 
well.  There is nothing about this structure that would not 
work in person, and numerous aspects of the course could 
be improved in such a setting, such as inter-team 
communication and support during collaborative work 
times and more time spent answering and discussing 
student difficulties in Unity.  The course is set to be 
taught again in Fall 2022 by the same professor.  Future 
work will aim to determine the extent to which a similar 
structure produces the same student satisfaction as was 
attained remotely.  This will be measured through student 
surveys and course evaluations. 
 
2.5 Portfolio of Student-Developed Games 
 
This section contains screenshots from several games 
produced by students during their 3-week game jam 
projects.  There are two figures each from game 1 
(Figures 5 & 6), game 2 (Figures 7 & 8), and game 3 
(Figures 9 & 10).  Effort was made to maximize the 
number of student developers represented by these 
samples. 
 

Question Mean 
Standard 
Deviation 

I recommend this course 9.3 1.6 
This course challenged me to think 9 2 
This course builds understanding of concepts and principles 8.9 1.6 
I can/believe I will be able to apply info/skills learned in this course 9.1 1.2 
I was actively involved in class activities 8.3 2.2 
I completed assignments on schedule 9.9 0.3 
I met stated course objectives 9.7 0.8 
My knowledge, skills, and understanding of the subject increased 9.6 0.9 
My interest in the subject area has increased 9.4 1.4 

Figure 4: Course evaluation results 
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Figure 5: Stealth Island 

 
 
 

 
Figure 6: The Amazing Chungus 

 

 
Figure 7: Low Poly Odyssey 

 

 
Figure 8: The Floor Is Magma 

 

 
Figure 9: Those Pesky Ants 

 
 

 
Figure 10: ADOY 

 
3.  Conclusion 
 
The COVID-19 pandemic and forced remote instruction 
have been extremely difficult.  As such, it is important to 
disseminate examples of successful course structure.  
While it is unlikely that this course structure is a template 
for success in lower division computer science classes, 
upper division electives can make use of prior experience 
to meet outcomes in group project-based settings.  The 
results of this course suggest that this structure can be 
effective and motivating.  Despite originally designing the 
course to be online-only, the success has motivated an 
attempt to port this structure to an in-person learning 
environment.  Hopefully others can find pieces of this 
structure they can incorporate into their own course.    
 
While the course overall was very positive, there were 
many aspects that could have been improved.  Had it been 
known that this paper would result from the course, more 
care would have been taken to collect additional data at 
relevant times throughout the semester.  It would be 
interesting to collect additional student data before the 
first game and after the second game.  It is also desirable 
to factor additional grade scaling based on student 
evaluations into final grades.  This said, it is anticipated 
that with only the few changes discussed, this course 
design will be applied again in person the next time it is 
taught. 
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ABSTRACT
A stronger form of non-recursive enumerability called K-
Productiveness is introduced. The widely discussed pred-
icate “= {0, 1}∗” is shown to be productive (hence, non-
recursively enumerable) for synchronized regular expressions
(SRE) [1]. This enables us to establish the K-Productiveness
of many problems for SRE. These problems include language
class comparison problems (e.g. Is a given synchronized
regular language regular/context-free?) and equivalence and
containment problems of several types. In addition, we put a
restriction on the predicate “= {0, 1}∗” and use the restriction
to investigate the descriptional complexity of SRE. A method
for studying trade-offs between SRE and many other classes
of language descriptors is established.

KEY WORDS
Synchronized Regular Expression · Undecidability · K-
Productiveness · Descriptional Complexity · Pattern Match-
ing · Equivalence and Containment Problems

1 Introduction
An extension of regular expressions — synchronized regular
expressions (SRE) is defined and studied in [1]. Della Penna
et al. use SRE to present a formal study of the well-known
back-references extension (as defined in [2]), and of a new ex-
tension called the synchronized exponents proposed by them.
They also study the classification of SRE in the formal lan-
guage hierarchy. The membership problem for SRE and SRE
with certain restrictions is studied in [1] as well. In this paper,
we introduce a stronger form of non-recursive enumerability
called K-Productiveness and establish the K-Productiveness
of many problems for SRE. The definition and importance
of K-Productiveness is introduced in Section 3.1. We show
the predicate “= {0, 1}∗” is K-Productive for SRE in Sec-
tion 3.2. In Section 4, we prove many problems are as hard
as the predicate “= {0, 1}∗” for SRE through highly efficient
many-one reductions. These problems include:

1. a variety of equivalence and containment problems such
as testing for equivalence to any fixed unbounded regular
languages,

2. language class comparison problem which is defined
as follows:

For two classes of language descriptors D1 and D2, de-
termine for any a ∈ D1, whether L(a) ∈ L(D2)?

One important result in section 4 is,

it is K-Productive (hence, non-recursively enu-
merable) to determine, for an arbitrary synchro-
nized regular expression, whether it generates a
regular/context-free language.

In the theory of formal languages, questions concerning de-
scriptional complexity are widely discussed. How succinctly
can a descriptor generate a language in comparison with some
other descriptors generating the same language ? It is well-
known that for all natural number n ≥ 1, there exists a reg-
ular language accepted by some NFA with n states but every
DFA accepting the same language has at least 2n states. In
[3], Hartmanis showed that there is no recursive trade-off be-
tween PDAs and DPDAs. The descriptional complexity of
cellular automata is studied in [4]. In Section 5 of this paper,
we study trade-offs between SRE and several language de-
scriptors including linear context-free grammars, regular ex-
pressions and multi-patterns.
Multi-patterns (MP) and multi-pattern languages (MPL) are
defined in [5] to exhibit common patterns for a given sample
of words. As Della Penna et al. mentioned in [1],

back-references are a generalization of patterns,
i.e. expressions that make reference to the string
matched by a previous subexpression,

we believe it is interesting to consider the relation between
SRE and MPL. Several results established in this paper are
related to MPL. In Section 4, we prove that it is K-Productive
whether a given synchronized regular expression generates a
multi-pattern language. In Section 5, we show that there is no
recursive trade-off between SRE and MP.

2 Definitions and Notations
In this section, we review the definitions of SRE and MPL
from [1] and [5], respectively. Several preliminary definitions
and notations are also explained. The reader is referred to [6]
for all unexplained notations and terminologies in language
theory.
We use λ to denote the empty string and ∅ to denote the empty
set. We use N to denote the set of natural numbers. Let P de-
note the class of sets that can be recognized in polynomial
time by a deterministic Turing Machine. If A is many-one
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reducible to B, we write A ⩽m B; If this reduction is poly-
nomial time bounded, we write A ⩽ptime B.
Let REG({0,1}) be the set of (∪, ·, ∗)-regular expressions
over language alphabet {0, 1}. Let CFG({0,1}) be the set
of context-free grammars over terminal alphabet {0, 1}.
Definition 1. The synchronized regular expressions on an
alphabet Σ, a set of variables V and a set of exponents X are
defined as follows:

∅ ∈ SRE (empty set)

λ ∈ SRE (empty string)

∀a ∈ Σ : a ∈ SRE (letters)

∀v ∈ V : v ∈ SRE (variables)

If e1, e2 ∈ SRE then:
1. e∗1 ∈ SRE (star)
2. ∀x ∈ X : ex1 ∈ SRE (exponentiation)
3. ∀v ∈ V : e1%v ∈ SRE (variable binding)
4. e1e2 ∈ SRE (concatenation)
5. e1 + e2 ∈ SRE (union)

Beyond these basic syntactic definitions, a synchronized reg-
ular expression must meet the following conditions to be con-
sidered valid.
Definition 2. The SRE validity test is defined as follows:

1. Each variable occurs in a binding operation no more than
once in the expression.

2. Each occurrence of a variable in the expression is pre-
ceded by a binding of that variable somewhere to the
left of the occurrence in the expression.

Let SRE({0,1}) denote the set of valid synchronized regu-
lar expressions over alphabet {0, 1}.
Unless otherwise specified, any mention of SRE in this paper
refer to valid SRE.
Example 2.1. The synchronized regular expression 0x1x

specifies the language {0n1n | n ≥ 0}.
Example 2.2. The synchronized regular expression (0 +
1)x#(0 + 1)x specifies the language {x#y | x, y ∈ {0, 1}∗,
|x| = |y|}.
Definition 3. Let V be an alphabet of variables such
that V ∩ {0, 1} = ∅. A pattern α is a string over
V ∪ {0, 1}. Let H be the set of homomorphisms h where
h : (V ∪ {0, 1})∗ 7→ (V ∪ {0, 1})∗. Then the language
generated by the pattern α is defined as
L(α) = {w ∈ {0, 1}∗ | w = h(α) for some h ∈ H such that
h(0) = 0 and h(1) = 1}.
A multi-pattern π is a finite set of patterns,
π = {α1, α2, α3, ..., αn} where αi ∈ (V ∪ {0, 1})∗
(1 ≤ i ≤ n). The language generated by the multi-
pattern π is

L(π) =
n⋃

i=1

L(αi).

Throughout this paper, MP denotes the set of all multi-
patterns over terminal alphabet {0, 1}.
Example 2.3. The language {ww | w ∈ {0, 1}∗} is a pattern
language.

Proof. Consider the pattern α = xx where x is a variable.
Since K(x) = {0, 1}∗, it is clear L(α) = {ww | w ∈
{0, 1}∗}.

Example 2.4. The language {0ww | w ∈ {0, 1}∗} ∪
{1w | w ∈ {0, 1}∗} is a multi-pattern language but not a
pattern language.

Proof. It is not hard to see that no single pattern can specify
this language but the multi-pattern π = {0xx, 1x} specifies
this language.
Let D be a class of language descriptors that describe lan-
guages over Σ. In this paper, we only consider finite Σ. Then,
∀d ∈ D, L(d) = {w ∈ Σ∗ | w is described by d} and L(D)
= {L ⊆ Σ∗ | ∃d ∈ D such that L = L(d)}. ∀d ∈ D, let |d|
denote the size of d and < d > denote a code of d.
Our code of a language descriptor is efficient and described
informally below.

1. For a regular expression, synchronized regular expres-
sion or multi-pattern, the code is itself.

2. For a context-free grammar with n nonterminals, nonter-
minals are denoted by su where u is a base 10 numeral
without leading 0’s representing integers {0, 1, ..., n −
1}. Each production A → B is denoted by a pair (A,B).

3. For a Turing machine with set of states Q and tape al-
phabet T , states are denoted by qu where u is a base
10 numeral without leading 0’s representing integers
{0, 1, ..., |Q| − 1}. Each machine move δ(q, a) =
(q′, a′, d) where q, q′ ∈ Q, a, a′ ∈ T and d ∈ {L,R} is
denoted by a 5-tuple (q, a, q′, a′, d). For other types of
automata, we have similar rules. We use tuples to denote
machine moves and qu to denote states.

Comparing two classes of language descriptors D1 and D2,
we assume that L(D1) ∩ L(D2) is not finite. We say that a
function f : N 7→ N where f(n) ≥ n is an upper bound for
the trade-off between D1 and D2 when transforming from
a minimal descriptor in D1 for an arbitrary language to an
equivalent minimal descriptor in D2, if for all L ∈ L(D1) ∩
L(D2) the following holds:

Min{|d| | d ∈ D2, L(d) = L} ≤ f(Min{|d| | d ∈
D1, L(d) = L}).
If no recursive function is an upper bound for the trade-off
between D1 and D2, we say the trade-off between D1 and
D2 is non-recursive.

3 K-Productiveness and The Predicate
“= {0, 1}∗” for SRE

Section 3 consists of the two subsections 3.1 and 3.2. §3.1
consists of the definition of K-Productiveness, a stronger
form of non-recursive enumerability and Proposition 1 which
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can be used to prove K-Productiveness results. §3.2 consists
of Theorem 3.1, which shows for a polynomial-time recog-
nizable subset D′ of SRE({0, 1}), such that ∀d ∈ D′, L(d) ⊆
{0, 1}∗ and |{0, 1}∗ − L(d)| ≤ 1, the set {< d > | d ∈ D′,
L(d) = {0, 1}∗} is K-Productive, hence, non-recursively
enumerable.

3.1 K-Productiveness
Productive sets and their properties are a standard topic in
mathematical logic/recursion theory textbooks such as [7]
and [8]. Productiveness is a recursion-theoretic abstraction
of what causes Gödel’s first incompleteness theorem to hold.
Definition 4 recalls the definition of a productive set on N, as
developed in [7]. Definition 5 gives an easy natural extension
of productiveness, named K-Productiveness. This extension
applies directly to languages and language problems on arbi-
trary finite alphabets Σ.

Definition 4. Let W be an effective Gödel numbering of the
recursively enumerable sets. A set A of natural numbers is
called productive if there exists a total recursive function f
so that for all i ∈ N, if Wi ⊆ A then f(i) ∈ A − Wi. The
function f is called the productive function for A.

From this definition, we can see that no productive set is re-
cursively enumerable. It is well-known that the set of all prov-
able sentences in an effective axiomatic system is always a
recursively enumerable set. So for any effective axiomatic
system F , if a set A of Gödel numbers of true sentences in F
is productive, then there is at least one element in A which is
true but cannot be proven in F . Moreover, there is an effec-
tive procedure to produce such an element.
Let W be an effective Gödel numbering of the recursively
enumerable sets. K denotes the set {i ∈ N | i ∈ Wi}. K
denotes the set {i ∈ N | i ̸∈ Wi}. Two well-known facts of
productive sets that are necessary for the research developed
here are as follows:

Proposition 1. 1. K is productive.

2. For all A ⊆ N, A is productive if and only if K ≤m A.

For simplicity of presentation and applications, our extension

the K-Productive languages and language prob-
lems,

is not immediate extensions of Rogers’ [7] definition of pro-
ductive subset of N. Rather, our extensions are defined di-
rectly in terms of the existence of effective many-one reduc-
tions of K. The definition of a K-Productive language on a
single letter alphabet is essentially equivalent to the definition
of a productive subset of N in [7]. This equivalence follows
directly from Proposition 1.

Definition 5. Let Σ be a finite alphabet. Let A ⊆ Σ∗.

The language A is K-Productive, if K ≤m A.

Let Σ, ∆ be two different finite alphabets such that both A ⊆
Σ∗ and A ⊆ ∆∗. It is easily seen that

There exists a total recursive function F : N → Σ∗

such that K ≤m A (via F) if and only if there exists
a total recursive function G : N → ∆∗ such that
K ≤m A (via G).

Hence, language A is K-Productive for some finite alphabet
Σ such that A ⊆ Σ∗ if and only if A is K-Productive for all
finite alphabets ∆ such that A ⊆ ∆∗. This is the sense in
which the concepts of K-Productiveness are independent of
particular finite alphabets.
The following proposition is used to prove many K-
Productiveness results for SRE. It also shows in which way
the K-Productiveness is stronger than non-recursive enumer-
ability.

Proposition 2. Let A ⊆ Σ∗, B ⊆ ∆∗, and A ≤m B. Then,
the following hold:

1. If A is K-Productive, then so is B.

2. If A is K-Productive, then there exists a total recursive
function Ψ : Σ∗ → Σ∗, called a K-Productive function
for A, such that for all x ∈ Σ∗,

L(Mx) ⊆ A ⇒ Ψ(x) ∈ A − L(Mx), where
{Mx|x ∈ Σ∗} is some Gödel-numbering of
TM(Σ).

3. If A is K-Productive, then A is not recursively enumer-
able (RE). However, A does have an infinite RE subset.

Proof. Proof of 1: By Definition 5, if A is K-Productive,
then K ≤m A. Hence by the transitivity of the many-one
reducibility, K ≤m B. Hence by Definition 5, B is also K-
Productive.
Proof of 2: Let K ≤m A (via F). Then as easily verified, there
exists a total recursive function g : Σ∗ → {1}∗ such that, for
all x ∈ Σ∗,

L(Mg(x)) = F−1(L(Mx)).

Let the function Ψ : Σ∗ → Σ∗ be defined by, for all x ∈ Σ∗,
Ψ(x) = F(g(x)). The function Ψ is a total recursive func-
tion, since it is the composition of two total recursive func-
tions with appropriate domains and ranges.
The function Ψ is actually a K-Productive function for A.
This is seen as follows. Let x ∈ Σ∗; and suppose that
L(Mx) ⊆ A. Then, L(Mg(x)) ⊆ F−1(A) ⊆ K. By the pro-
ductive property of K using K’s productive function I{1}∗ ,
g(x) ∈ K − L(Mg(x)). Hence, Ψ(x) = F(g(x)) ∈ A.
But Ψ(x) ̸∈ L(Mx), since otherwise,

Ψ(x) = F(g(x)) ⇒ g(x) ∈ F−1(L(Mx)) =
L(Mg(x)),

contradicting, g(x) ∈ K − L(Mg(x)). Hence, as was to be
verified,

Ψ(x) ∈ A − L(Mx).

Proof of 3: Since K is not RE and K ≤m A by assumption, A
is also not RE. The remainder of the proof is essentially the
same as that of Theorem 7 [7] pages 90-91. It is given here,
for the convenience of the reader.
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Let Ψ : Σ∗ → Σ∗ be a K-Productive total recursive function
for A. A total recursive function g : N → Σ∗ can be computed
inductively as follows:
Let x0 be some Gödel index for Φ. Then Φ = L(Mx0

) ∈ A;
and hence, Ψ(x0) ∈ A − L(Mx0

). Let g(0) := Ψ(x0). to
compute g(n + 1), do the following. Let xn+1 be a Gödel
index, for the finite set {g(0), ..., g(n)} ⊆ A. Let g(n+1) :=
Ψ(xn+1). Then L(Mxn+1

) ⊆ A; and hence, g(n + 1) =
Ψ(xn+1) ∈ A − {g(0), ..., g(n)}. Since the function g as
defined is one-to-one, the set {g(n)|n ≥ 0} is an infinite RE
subset of A.

3.2 The Predicate “= {0, 1}∗” for SRE
To make our results stronger and more applicable, we first
study the sets of valid and invalid computations of Turing ma-
chines. Unlike the definition stated in [6] and [9], we define
the sets of valid and invalid computations of Turing machines
on given inputs. This refined definition enables us to investi-
gate the complexity/undecidability of the restricted language
predicate:

testing equivalence to {0, 1}∗ for languages whose
complements’ cardinalities are less than or equal to
one (denoted by “= {0, 1}∗||Lc|≤1”).

The instances of this restricted predicate have very important
semantic properties: they are the simplest regular sets. These
restrictions make the predicate more widely applicable: for
example, they directly apply to promise problems, predicates
on regular sets and descriptional complexity of language de-
scriptors.
Throughout this section, M = (Q,Σ, T, δ, q0, B, F ) is a sin-
gle tape deterministic Turing machine where:

1. Q is M ’s nonempty finite set of states;

2. q0 ∈ Q is M ’s unique start state;

3. F ⊆ Q is M ’s set of accepting states. Each one in F is
final;

4. M ’s input alphabet is Σ and T is M ’s tape alphabet
where Σ ⊆ T ;

5. B ∈ T is the blank symbol;

6. δ : ((Q−F )×T ) 7→ (Q×T ×{L,R}) is the transition
function where L is the left shift and R is the right shift;
and

7. ∆M = T ∪ (Q × T ) ∪ {#} where the sets T , (Q × T )
and {#} are pairwise disjoint. ∆′

M = ∆M − {#}

Definition 6. Let M be any fixed deterministic Turing ma-
chine. For all w ∈ Σ+, letting w = w1w2w3...wk where
wj ∈ Σ (1 ≤ j ≤ k), the set of valid computations of M
on w denoted by VALCM(w), is the set of strings of the form
#id0#id1#id2 · · ·#idn# such that

1. each idi (1 ≤ i ≤ n) is an ID of M

2. id0 = (q0 × w1)w2w3...wk is the initial ID of M on w

3. idn is a final ID

4. idi ⊢M idi+1 for 0 ≤ i < n

The set of invalid computations of M on w denoted by IN-
VALCM(w), is the complement of VALCM(w) with respect
to ∆∗

M .
We write a ⊢M bc where a, b, c ∈ ∆′

M if and only if
a ∈ (Q×T ) is the rightmost letter of an ID, δ(a) = (qi, b, R)
and c = (qi, B).
We write ab ⊢M c where a, b, c ∈ ∆′

M if and only if a is the
leftmost letter of an ID and

1. if a, b ̸∈ (Q× T ), then c = a;

2. if a ∈ (Q× T ) and δ(a) = (qi, t, L), then c = (qi, B);

3. if a ∈ (Q× T ) and δ(a) = (qi, t, R), then c = t;

4. if b ∈ (Q× T ) and δ(b) = (qi, t, L), then c = (qi, a).

We write abc ⊢M d where a, b, c, d ∈ ∆′
M if and only if abc

is an infix of an ID and

1. if a, b, c ̸∈ (Q× T ), then d = b;

2. if a ∈ (Q× T ) and δ(a) = (qi, t, R), then d = (qi, b);

3. if c ∈ (Q× T ) and δ(a) = (qi, t, L), then d = (qi, b);

4. if b ∈ (Q×T ) and δ(b) = (qi, t, L) or δ(b) = (qi, t, R),
then d = t.

Since M is a deterministic Turing machine, VALCM(w) only
contains one single string when M accepts w; otherwise
VALCM(w) is the empty set. The following proposition shows
that the class of synchronized regular languages contains IN-
VALCM(w) very efficiently.

Proposition 3. 1. INV ALCM(w) = L1 ∪ L2 ∪ L3 ∪
L4 ∪ L5, where the language Lj (1 ≤ j ≤ 5) is defined
as follows:

L1 = ∆∗
M − {#} · (T ∗ · (Q× T ) · T ∗{#})+

L2 = ∆∗
M −∆∗

M · {#} · T ∗ · (F × T ) · T ∗ · {#}

L3 = {λ} ∪ ((∆M − {#}) ∪ {#} · ((∆M −
{(q0, w1)}) ∪ {(q0, w1)} · ((∆M − {w2}) ∪ · · · ∪
{wk−1} · ((∆M − {wk}) ∪ {wk} ·∆′

M ) · ··))) ·∆∗
M

L4 = ∆∗
M · ∆′

M · {x#y | x, y ∈ ∆′∗
M and

|x| = |y|} · {#} ·∆∗
M

∪

∆∗
M · {#} · {x#y | x, y ∈ ∆′∗

M and
|x| = |y|} ·∆′

M ·∆′
M ·∆∗

M

L5 = L5.1 ∪ L5.2 ∪ L5.3 ∪ L5.4 where

L5.1 =
⋃

a,b,c∈∆′
M

a̸∈(Q×T )

or a ̸⊢M bc

∆∗
M · {#} · {ua#vbc | u, v ∈ ∆′∗

M

and |u| = |v|} · {#} ·∆∗
M
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L5.2 =
⋃

a,b,c∈∆′
M

ab̸⊢Mc

∆∗
M · {#ab} ·∆′∗

M · {#c} ·∆∗
M

L5.3 =
⋃

a,b,c∈∆′
M

ab̸⊢Mc

or b ⊢M dc

∆∗
M · {#} · {uab#vc | u, v ∈ ∆′∗

M

and |u| = |v| − 1} · {#} ·∆∗
M

L5.4 =
⋃

a,b,c,d∈∆′
M

abc̸⊢Md

∆∗
M · {#uabcw#vd | u, v, w ∈ ∆′∗

M

and |u| = |v| − 1} ·∆∗
M

2. The languages L1, L2 and L3 are regular sets. The lan-
guage L1 and L2 depend only on M . There exists a
DFA NM,w such that L(NM,w) = L3 and NM,w is con-
structible from w deterministically in time O(|w|log|w|).

3. L4 and L5 depend only on M and can be generated by
synchronized regular expressions.

4. A synchronized regular expression e is constructible de-
terministically from w in time O(|w|log|w|) such that
L(e) = INV ALCM(w).

Proof. Proof of (1):
The proof of L1 ∪L2 ∪L3 ∪L4 ∪L5 ⊆ INV ALCM(w) is
straightforward by the definition of INVALCM(w).
All strings in L1 are not of the form #id0#id1#id2 · · ·
#idn# where idi(1 ≤ i ≤ n) is an ID of M .
All strings in L2 do not end with idn# where idn is a final
ID of M .
All strings in L3 do not start with #id0 where id0 is the ini-
tial ID of M on w
Every string in L4 has an infix #x#y# where x, y ∈ ∆′∗

M
such that |x| > |y| or |y| − |x| > 1.
Every string in L5 has an infix #x#y# where x, y ∈ ∆′∗

M
such that x ̸⊢M y.
L5.1 covers the case when |x| = |y| − 1.
L5.2 covers the case that an error causing x ̸⊢M y shows at
the leftmost part of x and y.
L5.3 covers the case when |x| = |y|, an error causing x ̸⊢M y
shows at the rightmost part of x and y.
L5.4 covers the case that an error causing x ̸⊢M y shows at
the middle of x and y.
Proof of INV ALCM(w) ⊆ L1 ∪ L2 ∪ L3 ∪ L4 ∪ L5:
∀t ∈ INV ALCM(w), there are only two possibilities:

1. t is not of the form #idk1
#idk2

#idK3
···#idkn

# where
idki

(1 ≤ i ≤ n) is an ID of M . Then t ∈ L1.

2. t is of the form above. There are only two possibilities:

(a) t does not end with idn# where idn is a final ID of
M . Then t ∈ L2.

(b) t ends with idn#. Then there are only two cases:
i. t does not start with #id0 where id0 is the initial

ID of M on w. Then t ∈ L3.
ii. t starts with #id0. Then, let t =

#id0#id1#id2 · · ·#idn#.
t ∈ INV ALCM(w) ⇒ ∃ a leftmost i(0 ≤ i <

n) such that idi ̸⊢M idi+1.
If |idi| > |idi+1| or |idi+1| − |idi| > 1, then
t ∈ L4.
Otherwise, ∃x ∈ ∆′

M which is the leftmost error
in idi+1 so that idi ̸⊢M idi+1.

If |idi| < |idi+1|
A. x is the first letter of idi+1, then t ∈ L5.2

B. x is one of the last two letters of idi+1, then
t ∈ L5.1

C. otherwise, t ∈ L5.4

If |idi| = |idi+1|
A. x is the first letter of idi+1, then t ∈ L5.2

B. x is the last letter of idi+1, then t ∈ L5.3

C. otherwise, t ∈ L5.4

Proof of (2)(3)(4):
From Definition 1, SRE languages are closed under union
and concatenation efficiently. It is obvious that every regu-
lar language is an SRE language. From Example 2.2, it is
easy to see that we can efficiently construct an SRE to spec-
ify the language L1 ∪L2 ∪L3 ∪L4 defined in Proposition 3.
Now we give an synchronized regular expression to specify a
language that is central to the specification of L5 defined in
Proposition 3. For simplicity, assume the input alphabet of
the Turing machine Σ = {0, 1}. For any a, b, c, d ∈ {0, 1},
the SRE (0 + 1)xabc(0 + 1)∗#(0 + 1)x(0 + 1)d specifies
the language {uabcw#vd | u,w, v ∈ {0, 1}∗, |u| = |v| − 1}
over language alphabet {0, 1,#}. From this synchronized
regular expression, we can construct a synchronized regu-
lar expression to specify L5 by concatenation with regular
sets and union with SRE languages. Hence, we can effi-
ciently construct a synchronized regular expression to specify
L1 ∪ L2 ∪ L3 ∪ L4 ∪ L5.
By this proposition and the following theorem, we
show that even for an easily recognizable subset D′ of
SRE({0,1}) where each element in D′ generates either
{0, 1}∗ or {0, 1}∗ − {w} (w ∈ {0, 1}∗), the predicate
“= {0, 1}∗” is already K-Productive. This means the
predicate “= {0, 1}∗||Lc|≤1” is not recursively enumerable
for SRE({0,1}) independent of the complexity of testing
whether an instance is in D′. This type of results occurs
throughout this paper and has many applications especially
for promise problems.

Theorem 3.1. There exists a subset D′ of SRE({0,1}) such
that

1. D′ ∈ P;

2. ∀d ∈ D′, L(d) ⊆ {0, 1}∗ and |{0, 1}∗−L(d)| ≤ 1; and

3. K ≤m {< d > | d ∈ D′, L(d) = {0, 1}∗}

Proof. Proof of (2) and (3):
It is not hard to see we can efficiently code INVALCM(w) into
alphabet {0, 1}. According to Proposition 3(4), a synchro-
nized regular expression e is constructible deterministically
in time O(|w|log|w|) to accept the coded INV ALCM(w).
Let D′ be the set of all possible e. Since M is a deterministic
Turing machine, we know |L(e)c| ≤ 1 and L(e) = {0, 1}∗ if
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and only if M does not accept w.
Proof of (1):
Let e be constructed in a certain way to accept L1, ..., L5 so
that e has a special format. Since L1, L2, L4 and L5 only de-
pend on the fixed Turing machine M , one can determine w
from e in polynomial time in |e| according to the format of
e. So ∀ synchronized regular expression ed, if ed does not
have the format of e, then ed ̸∈ D′. Otherwise, determine w
according to the format of ed and construct a synchronized
regular expression ew from w and M (M fixed) so it accepts
the coded INVALCM(w). ed ∈ D′ if and only if ed = ew.
This shows that D′ ∈ P.
Recall the definition of a 1-level synchronized regular expres-
sion. From the proof of Proposition 3 and Theorem 3.1, it is
not hard to see the following corollary holds.

Definition 7. [1]1-level synchronized regular
expressions(1-SRE) are SRE where variables and ex-
ponents cannot be nested(i.e., variables and exponents
cannot appear inside an exponentiated expression or in the
expression that is bound to a variable).

Corollary 1. The predicate “= {0, 1}∗||Lc|≤1” is K-
Productive for 1-SRE.

Proof. In Example 2.2 and the proof of Proposition 3, the
synchronized regular expressions we present are 1-SRE. A 1-
SRE language concatenation with a regular set or union with
a regular set is still a 1-SRE language. A 1-SRE language
union with a 1-SRE language is still a 1-SRE language. So
we can construct a 1-level synchronized regular expression to
accept L1 ∪L2 ∪L3 ∪L4 ∪L5 defined in Proposition 3.

4 Language Predicates for SRE
In this section, we show that many important language predi-
cates are as hard as the predicate “= {0, 1}∗||Lc|≤1” for SRE.
§4 consists of Theorem 4.1, Theorem 4.2, and Theorem 4.3.
Theorem 4.1 shows the K-Productiveness of testing equiv-
alence and containment to any fixed unbounded regular set.
Theorem 4.2 gives widely applicable sufficient conditions for
proving K-Productiveness results for many non-trivial pred-
icates on the regular sets. Theorem 4.3 shows how to prove
K-Productiveness results for predicates that are not true for
any regular/context-free languages by giving two interesting
examples related to Multi-Pattern Languages (MPL). In or-
der to study the equivalence and containment problems, the
following lemma is necessary.

Lemma 4.1. A regular set R0 ⊆ {0, 1}∗ is unbounded if
and only if there exist strings r, s, x, y ∈ {0, 1}∗ such that
R0 ⊇ {r} · {0x, 1y}∗ · {s}.

Proof. Proof can be found in [10].
The following two theorems illustrate some necessary con-
ditions for problems to be as hard as the predicate “=
{0, 1}∗||Lc|≤1” for SRE. Hence, these problems are K-
Productive.

Theorem 4.1. Let R0 be any fixed unbounded regular set
over {0, 1}. There exists a subset S′ of SRE({0,1}) such
that

1. S′ ∈ P;
2. ∀d ∈ S′, |R0 − L(d)| ≤ 1;

3. K ≤m {< d > | d ∈ S′, L(d) = R0}; and

4. K ≤m {< d > | d ∈ S′, L(d) ⊇ R0}.

Proof. The proof is similar to that used in [11] to show
that the predicate “= L0” is undecidable for context-free
grammars where L0 is any fixed context-free language with
unbounded regular subset. Since R0 is unbounded, there
exist r, s, x, y ∈ {0, 1}∗ such that {r} ·{0x, 1y}∗ · {s} ⊆ R0.
∀e1 ∈ D′ where D′ is defined in Theorem 3.1, we can
efficiently construct a synchronized regular expression e2
such that

L(e2) = {r} · h(L(e1)) · {s}
∪

R0 ∩ {r} · {0x, 1y}∗ · {s}

where h : {0, 1}∗ 7→ {0, 1}∗ is the homomorphism
defined by h(0) = 0x and h(1) = 1y. Let S′ be
the set of e2. Since R0, x, y, s and r are fixed, we
can determine e1 from e2 in polynomial time in |e2|.
D′ ∈ P ⇒ N ′ ∈ P. If L(e1) = {0, 1}∗, then
L(e2) = R0; otherwise, L(e1) = {0, 1}∗ − {w}. Hence,
L(e2) = R0 − {rh(w)s}.
Theorem 4.1 shows that for any fixed unbounded regular
set R0, the predicates “= R0” and “⊇ R0” are not recur-
sively enumerable even for an easily recognizable subset of
SRE({0,1}) where each element generates either R0 or
R0 − {w} (w ∈ {0, 1}∗).
For any predicate Π on a class of languages over Σ, let Πleft

denote the set {L ⊆ Σ∗ | ∃L′ where Π(L′) = true and
∃a ∈ Σ∗, such that L = a \ L′}. Let Πright denote the
set {L ⊆ Σ∗ | ∃L′ where Π(L′) = true and ∃a ∈ Σ∗, such
that L = L′/a}.

Theorem 4.2. Let Π be any non-trivial predicate on the reg-
ular sets, such that

1. Π({0, 1}∗) = true and
2. L(REG({0,1}))− Πleft ̸= ∅ or L(REG({0,1}))−

Πright ̸= ∅
Then there exists a subset S′ of SRE({0,1}) such that

1. S′ ∈ P;
2. ∀d ∈ S′, L(d) is regular; and

3. K ≤m {< d > | d ∈ S′, Π(L(d)) = true}.

Proof. The proof is similar to that used in [12] which
shows the undecidability of many predicates on context-
free languages which are true for {0, 1}∗. We only
prove when L(REG({0,1})) − Πleft ̸= ∅, the theorem
holds. The other part of the proof is very similar. Since
L(REG({0,1})) − Πleft ̸= ∅, there exists a regular
language Lf such that Lf /∈ Πleft. Then, ∀e1 ∈ D′ where
D′ is defined in Theorem 3.1, we can efficiently construct a
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synchronized regular expression e2 such that

L(e2) = h(L(e1)) · {11} · {0, 1}∗
∪

{00, 01}∗ · {11} · Lf

∪
{00, 01}∗ · {11} · {0, 1}∗

where h : {0, 1}∗ 7→ {0, 1}∗ is the homomorphism defined
by h(0) = 00 and h(1) = 01. Let S′ be the set of e2. Since
Lf is a fixed regular set, we can determine e1 from e2 in poly-
nomial time in |e2|. D′ ∈ P ⇒ S′ ∈ P. If L(e1) = {0, 1}∗,
then L(e2) = {0, 1}∗. Hence, Π(L(e2)) = true; otherwise,
L(e1) = {0, 1}∗ − {w}. Hence, L(e2) is regular and
h(w)11 \ L(e2) = Lf . According to the definition of Πleft,
Lf /∈ Πleft ⇒ Π(L(e2) = false.
Using the proof of Theorem 4.2, we can study the complex-
ity/undecidability of predicates on many classes of languages
other than the regular sets. An infinite number of undecidabil-
ity results for language class comparison problems for SRE
can be proven. Two examples are the following corollaries of
the proof.

Corollary 2. {< d > | d ∈ SRE({0,1}), L(d) is a multi-
pattern language } is not recursively enumerable.

Proof. Let Lf = {0n1n | n ≥ 0}. We know that Lf is an
SRE language by Example 2.1. We also know that Lf is not
a multi-pattern language and MPL is closed under left and
right derivatives [5]. Hence, the predicate “is a multi-pattern
language” satisfies the conditions of Theorem 4.2.

Corollary 3. For any fixed set Γ where Γ ⊆
L(CFG({0,1})) and {0, 1}∗ ∈ Γ,
{< d > | d ∈ SRE({0,1}), L(d) ∈ Γ} is not recursively
enumerable.
Thus in particular,
{< d > | d ∈ SRE({0,1}), L(d) is context-free }, and
{< d > | d ∈ SRE({0,1}), L(d) is regular } are not
recursively enumerable.

Proof. Let Lf = {ww | w ∈ {0, 1}∗}. The SRE (0 +
1)∗%X · X specifies Lf . So with the same construction in
the proof of Theorem 4.2, if L(e1) = {0, 1}∗, then L(e2) =
{0, 1}∗. Hence, L(e2) ∈ Γ. Otherwise, there exists a string
w ∈ {0, 1}+ such that w \ L(e2) = Lf . Since Lf is not
context-free and context-free languages are closed under left
derivatives, L(e2) is not context-free. Hence, L(e2) ̸∈ Γ.
So far, all language class comparison problems we have stud-
ied need to be true for only one regular set {0, 1}∗. Although
we believe this is easy to apply and very significant, it cannot
study predicates such as “is not regular” or “is not context-
free”. The following theorem illustrates how we can investi-
gate the complexity of predicates which are not true for any
regular set.

Theorem 4.3.
K ≤m {< d > | d ∈ SRE({0,1}), L(d) ∈ L(MP) is not
regular }, and
K ≤m {< d > | d ∈ SRE({0,1}), L(d) ∈ L(MP) is not
context-free }.

Proof. Let Lt = {1}·{ww | w ∈ {0, 1}∗}∪{0}·{0, 1}∗ and
Lf = {0∗1∗}. Consider the multi-pattern π = {1xx, 0x}
where x is a variable. Then L(π) = Lt. Hence, Lt is
a multi-pattern language. It is easy to see that Lt is not
a context-free language. ∀e1 ∈ SRE({0,1}), we can
effectively construct an synchronized regular expression e2
such that

L(e2) = {0} · h(L(e1)) · {11} · {0, 1}∗
∪

{0} · {00, 01}∗ · {11} · Lf

∪
Lt ∩ {0} · {00, 01}∗ · {11} · {0, 1}∗

where h : {0, 1}∗ 7→ {0, 1}∗ is the homomorphism
defined by h(0) = 00 and h(1) = 01. Extended regular
expressions (EXREGs) are introduced by Câmpeanu et
al [13] and are closed under intersection with regular sets
[14]. Lt can be specified by an extended regular expression
((0 + 1)∗) \ 1. Hence, Lt ∩ {0} · {00, 01}∗ · {11} · {0, 1}∗
can be specified by an EXREG. It is easy to see that SRE
contain EXREGs effectively since variable bindings can
function as backreferences (see Definition in [13]). Hence,
Lt ∩ {0} · {00, 01}∗ · {11} · {0, 1}∗ can be specified by a
synchronized regular expression. Since Lt, Lf and
{0} · {00, 01}∗ · {11} · {0, 1}∗ are fixed languages, the
construction of e2 can be done in polynomial time in |e1|.
If L(e1) = {0, 1}∗, since {0} · {0, 1}∗ ⊆ Lt, L(e2) = Lt.
Hence, L(e2) ∈ MP but not context-free. Otherwise,
∃w ∈ {0, 1}∗ such that 0h(w)11 \ L(e2) = Lf . MPL is
closed under left and right derivatives ⇒ L(e2) is not a
multi-pattern language.

5 Descriptional Complexity of SRE
In this section, we use SRE as an example to illustrate a gen-
eral method to study descriptional complexity using the spe-
cial properties of the predicate “= {0, 1}∗||Lc|≤1”. Many re-
sults for descriptional complexity of SREs are proved. Regu-
lar languages are the most commonly used formal languages.
So it is natural to investigate the trade-off between SRE and
DFA. Theorem 5.1 shows that there is no recursive trade-off
between SRE and DFA. Theorem 5.2 generalizes the proof
of Theorem 5.1 and gives sufficient conditions for establish-
ing non-recursive trade-offs between SRE and many classes
of language descriptors. Although the conditions developed
in Theorem 5.2 are widely applicable, Theorem 5.2 cannot be
used directly to study the trade-off between SRE and multi-
patterns. But only slight changes are needed to tune Theorem
5.2 to study the trade-off between SRE and multi-patterns.
We redefined INV ALCM(w) developed in §3 to tune the
conditions in Theorem 5.2 so they can fit the properties of
multi-patterns (Lemma 5.2 and Lemma 5.3). With the tuned
conditions, we establish Theorem 5.3 to show there is no re-
cursive trade-off between SRE and multi-patterns. The fol-
lowing lemma for DFA is well-known.

Lemma 5.1. ∀w ∈ {0, 1}∗, let Lw = {0, 1}∗ − {w}. For
any DFA M that accepts Lw, |M | ≥ |w|.
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Theorem 5.1. There exists a subset D′ of SRE({0,1}) such
that

1. D′ ∈ P;
2. ∀d ∈ D′, L(d) is regular;
3. There exists no recursive function f : N 7→ N such

that ∀d ∈ D′, for any minimal DFA M accepting L(d),
|M | ≤ f(|d|); and

4. There exists a fixed constant C > 0 such that
{< d > | d ∈ D′, ∃ an DFA M such that L(M) = L(d)
and |M | < C} is not recursively enumerable.

Proof. Let D′ be the same D′ defined in Theorem 3.1. We
know L(D′) is regular. Assume such a recursive function f
exists. From Lemma 5.1, we know that f(|d|) ≥ |M | ≥ |t|
where t ∈ V ALCM(w). If M on w halts, let x denote the
number of steps M takes to halt. Then, |t| ≥ x · |w|. Hence,
f(|d|) > x. Hence, the set {w | M on w halts} is recursive,
which is a contradiction.
For any d ∈ D′, if L(d) = {0, 1}∗, then there exists a DFA
M with a single state such that L(M) = L(d); otherwise
L(d) = {0, 1}∗−{u} ·{0, 1}∗ where u ∈ {0, 1}+, then from
Lemma 5.1, for any DFA M specifying L(d), |M | ≥ |u| − 1.
Let C = 2, then it is clear |M | ≥ 2.
We establish the following theorem to generalize Theorem
5.1. Many trade-offs between SREs and other classes of lan-
guage descriptors can be studied using it.

Theorem 5.2. Let D be any class of language descriptors
over alphabet {0, 1} such that

1. For any w ∈ {0, 1}∗, Lw = {0, 1}∗−{w} ∈ L(D); and
2. There exists a strictly increasing recursive function f :

N 7→ N such that for any d ∈ D specifying Lw, f(|d|) >
|w|.

Then, there is no recursive trade-off between SRE and D.

Proof. Assume there exists a recursive function g : N 7→ N
such that for any synchronized regular expression e spec-
ifying the coded INV ALCM(w) (notice that we can ef-
ficiently code INV ALCM(w) into alphabet {0, 1} and
|INV ALCM(w)c| ≤ 1), for any d ∈ D specifying L(e),
g(|e|) > |d|. Since f is strictly increasing, we know
f(g(|e|)) > f(|d|) > |t| where t ∈ V ALCM(w). Clearly,
the function f ◦g remains a recursive function. |t| > x where
x is the steps that the Turing machine M takes to halt on w.
Hence, f(g(|e|)) > x, which is a contradiction.
It is also interesting for us to investigate the trade-off be-
tween SRE and multi-patterns. But it is not clear, for
any w ∈ {0, 1}∗, if Lw = {0, 1}∗ − {w} is a multi-
pattern language. So, Theorem 5.2 cannot be applied di-
rectly. But we can slightly change the definition of IN-
VALCM(w) defined in Section 3 so INV ALCM(w) =
∆∗

M −{#id0#id1#id2 · · ·#idn#} ·∆∗
M . We can code the

re-defined INVALCM(w) into alphabet {0, 1}, so the coded
INVALCM(w) is {0, 1}∗ − {t} · {0, 1}∗ where t ∈ {0, 1}∗ is
the coded string #id0#id1#id2 · · ·#idn#. The following
two lemmas allow us to investigate the trade-off between SRE
and multi-patterns using a method similar to Theorem 5.2.

Lemma 5.2. ∀w ∈ {0, 1}+, the language Lw = {0, 1}∗ −
{w} · {0, 1}∗ is a multi-pattern language.

Proof. Let w = w0w1w2 · · · wk where wi ∈ {0, 1}(0 ≤ i ≤
k). Let 0̄ = 1 and 1̄ = 0. Consider the multi-pattern π =
{λ, w0, w0w1, ..., w0w1...wk−1, w̄0x, w0w̄1x, w0w1w̄2x, ...,
w0w1w2...wk−1w̄kx} where x is a variable. It is clear that
L(π) = Lw.

Lemma 5.3. For any multi-pattern π that generates the lan-
guage Lw = {0, 1}∗ − {w} · {0, 1}∗ where w ∈ {0, 1}+,
|π| ≥ |w| − 1.

Proof. Assume |π| < |w| − 1. Let wL be the longest proper
prefix of w. Then we know |wL| = |w| − 1 and wL ∈ Lw.
Hence, there is a pattern α ∈ π such that wL ∈ L(α).
According to the assumption, |α| < |wL| since otherwise
|π| ≥ |α| ≥ |w| − 1 which is a contradication. Hence, there
must be at least one variable occurred in α.
Let x be the leftmost variable occurred in α and V be the set
of variables for π. Let α = P1xP2 where P1 ∈ {0, 1}∗ and
P2 ∈ ({0, 1} ∪ V )∗. Since wL ∈ L(α), we know P1 is a
proper prefix of w. Hence, ∃t ∈ {0, 1}∗ such that P1 · t = w.
Let x be substituted by t, then there exists a string in {w} ·
{0, 1}∗ that matches α, which is a contradiction.

Theorem 5.3. There exists a subset S′ of SRE({0,1}) such
that

1. S′ ∈ P;
2. ∀d ∈ S′, L(d) is a multi-pattern language;
3. There exists no recursive function f : N 7→ N such that

∀d ∈ S′, for any minimal multi-pattern π specifying
L(d), |π| ≤ f(|d|); and

4. There exists a fixed constant C > 0 such that
{< d > | d ∈ S′, ∃ a multi-pattern π such that L(π) =
L(d) and |π| < C} is not recursively enumerable.

Proof. Recall the set D′ defined in Theorem 3.1. We can
slightly change the set D′ and name it S′ so L(S′) is the
coded re-defined INVALCM(w). From Lemma 5.2, we know
L(S′) is a multi-pattern language. Assume such a recur-
sive function f exists. From Lemma 5.3, we know that
f(|d|) ≥ |π| ≥ |t| − 1 where t ∈ V ALCM(w). If M on
w halts, let x denote the number of steps M takes. Hence,
|t| ≥ x · |w|. Hence, f(|d|) > x. Therefore, the set {w | M
on w halts} is recursive, which is a contradiction.
For any d ∈ S′, if L(d) = {0, 1}∗, then there exists a multi-
pattern {x} where x is a variable and L({x}) = L(d); other-
wise L(d) = {0, 1}∗−{u} · {0, 1}∗ where u ∈ {0, 1}+, then
from Lemma 5.3, for any multi-pattern π specifying L(d),
|π| ≥ |u| − 1. Let C = 2, then it is clear |π| ≥ 2.

6 Conclusion
We have introduced K-Productiveness which is a stronger
form of non-recursive enumerability. If a language predicate
is K-Productive, then the predicate is not recursively enu-
merable. Moreover, there is an effective procedure to pro-
duce an element that is true for the predicate, but cannot be
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proven in any effective axiomatic system. We have revised
the definition of the sets of invalid computations of Turing
machines and used this definition to show that the predicate
“= {0, 1}∗” is K-Productive for SRE. This results enables
us to establish the K-Productiveness of many problems for
SRE. Our revised definition of INVALCM(w) also allows
us to establish a K-Productiveness result for the predicate
“= {0, 1}∗||Lc|≤1” for SRE. Using the special properties of
the predicate “= {0, 1}∗||Lc|≤1”, non-recursvie trade-offs be-
tween SRE and several language descriptors including DFA,
linear context-free grammars, regular expressions, and multi-
patterns.
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ABSTRACT 
It is very challenging to do hands-on projects involving 
complex Linux kernel modification in cybersecurity 
courses, such as pawning a Linux kernel and hooking 
system calls. To solve this problem, we have developed a 
cybersecurity learning system named BadgerCTF+, which 
leverages the Extended Berkeley Packet Filter (eBPF) 
technology to support just-in-time kernel hooking. eBPF 
is a kernel technology that allows programs to run in the 
kernel land without changing the kernel source code or 
adding additional modules. With BadgerCTF+, we can 
develop various hands-on cybersecurity labs, including 
system calls and processes hijacking, attacking interrupts, 
and kernel tracing. While the BadgerCTF+ was initially 
developed for cybersecurity courses, it can also be used 
for network courses to learn how Internet technologies 
work, such as network monitoring, route tracing, Border 
Gateway Protocol (BGP), packet inspection, and network 
performance analysis. 
 
KEY WORDS 
eBPF, cybersecurity, Linux, kernel 
 
1.  Introduction 
 
Linux has emerged as a widely used platform for teaching 
cybersecurity topics. Its open-source software base and 
widely available development tools make it easy for 
students to access its internals. It provides real-world code 
examples and thereby also enhances students' 
programming skills that can be immediately applied in the 
workforce after graduation. The kernel programming 
projects provide crucial hands-on experience for helping 
the student understand operating system concepts and 
advanced cybersecurity topics such as system calls, 
process hook, interrupt, and kernel memory management. 
However, developing a pedagogically-effective 
programming project in the context of a complex Linux 
kernel codebase can be a challenge [1]. This is because 
the Linux kernel has been developed and maintained for 
more than 30 years and is already settled in design. The 
sheer size of the kernel system makes it difficult to 
understand. The production operating systems are also not 
primarily designed as teaching tools -- any changes 
students make might break the whole system [2]. 
 
Therefore, designing lab activities involving the Linux 
kernel programming at ring 0 (e.g., the kernel land) has 
been a challenging problem in cybersecurity education. A 
common approach is to develop a modded device driver 
module called Loadable Kernel Module (LKM) and insert 
it into the Linux kernel. Although useful for 
demonstrating some concepts, these approaches are 
complicated to build and maintain. Moreover, to fully 
understand the modded driver’s code, students need to 
have the background knowledge of Linux device driver 
APIs and Linux kernel subsystems and must be fluent in 
C programming.  
  

The main contribution of our work and the main 
difference separating our work from other work is how 
we apply the eBPF technology to Linux kernel 
programming. We have developed a Docker-based 
cybersecurity learning system (similar to [3]) named 
BadgerCTF+, consisting of labs and hands-on projects for 
each essential topic of the Linux kernel, including system 
calls, interrupt-descriptor table (IDT), SMEP/SMAP, use-
after-free (UAF) vulnerability. The construction is then 
compiled into container files for Docker to run on our 
server. 
 
2.  Background 
 
2.1 eBPF 
 
Berkeley Packet Filter (BPF) was first developed in 1992. 
It is a virtual machine (VM) in the Linux kernel, allowing 
a privileged user to load and run bytecode safely in the 
kernel and monitor some chosen events. Since version 
3.18 of the Linux kernel, the BPF VM has been extended 
with a new name eBPF(extended BPF). In order to trigger 
a BPF program, one needs to attach it to one or more 
probes (e.g., kprobe or uprobe).  
 

 
Figure 1: eBPF Components 

 
Figure 1 shows a high-level diagram of the eBPF 
components. By allowing to run sandboxed programs 
within the operating system, teachers can run eBPF 
programs to add additional capabilities to the operating 
system at runtime.  The operation system then guarantees 
integrity and safety as if natively compiled with the aid of 
a JIT (Just-in-Time) compiler and verification engine.  
 
2.2 Kprobes and Uprobes 
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Kprobes (kernel probes) and uprobes (user probes) are 
mechanisms in the Linux kernel to dynamically set 
breakpoints at any desired address. You can attach the 
probe in either the kernel space (ring 0) or in user space 
(ring 3), specifying a handler function to be invoked when 
the breakpoint is hit.  
 
3.  System Overview 
 

  
Figure 2: BadgerCTF+ System Architecture 

 
 
We maintain that eBPF is a natural fit for a cybersecurity 
learning system, for several reasons: 

• Hooking is done in the kernel space, thus is able 
to hook high privilege processes. 

• The verifier automatically verifies the eBPF code 
before being inserted to the kernel, and prevent 
programming errors which may cause kernel 
crashes, hangs, or instability. 

• eBPF programs can be triggered by user or 
kernel land probes, allowing a single mechanism 
to intercept all system events. 

• eBPF is able to provide context about the events, 
including arguments, process id, user id, 
timestamp and more.  

• eBPF supports event filtering in the kernel, 
saving the need to send and parse irrelevant 
event in the userspace (ring 3).  

• It is possible to use eBPF to read and write data 
from kernel space to user space memory, hence 
arguments can be read and even changed.  

• System overhead is relatively small as all the 
eBPF code are compiled to native code and are 
running inside kernel space. 

•  eBPF is now maintained as part of the Linux 
kernel and new features are constantly being 
added to it.  

 
Because of the aforementioned reasons, we choose to 
build our cybersecurity learning system – BadgerCTF+ on 
top of eBPF. Figure 1 shows the system architecture of 
the BadgerCTF+ system. The core part of the 
BadgerCTF+ system is a pre-configured docker container. 
Users (student and teacher) can connect to the 

BadgerCTF+ system via a secure shell (SSH) program. 
Once connected via SSH, the BadgerCTF+ system will 
automatically spawn a new container and let the user 
attach to it. To make sure user’s homework can be saved 
and synchronized, BadgerCTF+ will automatically mount 
user’s home folder to the container. Once user disconnect 
via SSH, that container will be destroyed. 
 
We use eBPF to build several kernel related security labs. 
These Linux kernel programming labs are developed via 
pseudo-C code and compiled into eBPF byte code via 
LLVM compiler. Student and teacher do not need to use 
eBPF directly, instead, they can use the Python script as 
an abstraction layer to interact with the built-in eBPF 
program.  
 
Our lab’s Python script will create a new system-level 
hook to gather information in the kernel land. Once the 
desired hook has been identified, the eBPF program can 
be loaded into the Linux kernel via the eBPF system call. 
This is typically done using one of the available eBPF 
libraries. As our lab program is loaded into the Linux 
kernel, it passes through two steps before being attached 
to the request hook: 
 

1. Verification: As shown in Figure 2, the 
verification process ensures that the eBPF 
program is safe to run. The verifier will validate 
that the program meets several conditions, 
including: 

a. The process loading the eBPF program 
holds the required privileges (Note that 
inside the BadgerCTF+ docker 
container, users have the root privileges 
by default). 

b. The program does not crash the system. 
c. The program does not contain any 

infinite loop and always runs to 
completion.  

2. JIT Compilation: The Just-in-Time (JIT) 
compilation process translates the generic 
bytecode of the program into the machine 
specific instruction set to optimize the overall 
running performance of the program. This makes 
our eBPF programs run as efficiently as natively 
compiled kernel code or as code inserted as a 
Loadable Kernel Module (LKM).  

 
To return the result back to user space (ring 3), our system 
utilized a concept named eBPF maps. eBPF maps allows 
sharing date between our lab’s eBPF kernel programs and 
also between kernel (ring 0) and user-space (ring 3) 
applications. The eBPF maps are generic data structure 
for storage of different data types and are treated as binary 
blobs. We specify the size of the key and the size of the 
value at map-creation time inside our lab’s eBPF program. 
The map handles are file descriptors and multiple maps 
can be created and accessed by multiple users/programs at 
the same time.  

User Space
(Ring 3)

Kernel Space
(Ring 0)

Kernel Related
Security Labs

Execute

Verifiy

Result

BadgerCTF+
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4.  Comparison of Techniques for Teaching 
Linux Kernel  
 
Over the years, several techniques were suggested and 
implemented for teaching Linux kernel concept. While 
some of these approaches were shown to have good result 
for building class demo, they also suffer from developing 
student project with moderate difficulty. Table 1 provides 
a summary of the result of this comparison. By relying on 
the eBPF technology of the Linux kernel, BadgerCTF+ 
achieves some of the desired requirements. BadgerCTF+ 
is able to trace almost any part of the Linux system kernel. 
It can log Linux API, native library functions, system 
calls and internal kernel functions. By collection all 
context levels of an application in a unified manner, 
BadgerCTF+ is able to provide a bunch of programming 
interface which can be directly used by the student for 
secondary development.  
 
5.  Lab Examples: Detecting Kernel Rootkit 
 
In this section, we demonstrate how to design a lab using 
eBPF technology for CSC 471: modern malware analysis 
class. The topics is for detecting kernel rootkit. It is 
difficult to teach topics like kernel rootkit due to it 
complex nature. Before introducing eBPF into 
BadgerCTF+ system, we mainly use Volatility [4] for 
analysing the memory dump file of the malware. The 
limitation of using Volatility is student can only perform 
static analysis on the memory dump file. With eBPF, 
student can perform both static analysis and dynamic 
analysis of the malware sample on our BadgerCTF+ 
system. 
 
5.1 Kernel rootkit and hooking 
 
A kernel rootkit is a malicious software that runs inside 
the kernel space to create a backdoor to a system without 
being detected. It can be de deployed onto a system via a 
worm, or an attacker can use a kernel vulnerability. 

Because kernel rootkit involves compromising the kernel, 
they can basically do anything, including avoiding 
detection by other software. A common technique of 
Linux kernel rootkit is to overwrite the function addresses 
inside the syscall table. Syscalls are the main way 
userland applications interact with the kernel and 
underlying hardware. By hooking (or ‘altering’) the 
syscall table, rootkit can change the data reported by the 
kernel to hide anything incriminating, such as its own 
process or a network connection to a command and 
control (C&C) server.  
 
In this lab, we use an open-sourced LKM rootkit named 
Diamorphine [5] as an example. It hooks three syscalls: 
Kill, Getdents and Getdents64 to hide itself. 
 
5.2 eBPF syscall hooking program 
 
The eBPF programs used in our cybersecurity lab are 
event-driven and it will be triggered when the kernel or an 
application passes a certain hook point. There are several 
pre-defined hooks which include system-calls, function 
entry/exit, kernel tracepoints, and network events.  
 

 
Figure 3: Creating an eBPF Hook for System Call 

 
If a predefined hook does not exist for a particular need, 
we should use kernel probe (kprobe) or user probe 
(uprobe) to attach eBPF programs and retrieve the data 
(Shown in Figure 3).  
 
In this lab, we will attach a kprobe to the Kill syscall 
function. Since eBPF has the ability to record stack traces 
of a function call and shows what functions were called in 

 Monitor all 
system 

interactions 

No system 
modification 

No application 
modification Easy to develop Safe 

Loadable Kernel 
Module (LKM) N N Y N N 

Application 
Modification N Y N N N 

Library Injection N Y Y Y N 

Kernel eBPF 
(BadgerCTF+) Y Y Y Y Y 

 
 

    
Table 1: Comparison of Techniques for Teaching Linux Kernel 
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both user space and the kernel space, we can therefore 
detect when a function or syscall has been hooked by 
monitoring any suspicious function insertion. Our eBPF 
lab program is able to record the stack trace from all Kill 
syscalls and print it out afterward.  
 
5.3 Rootkit detection program 
 
Student can use either Libbpf or BPF Compiler Collection 
(BCC) (both are powerful set of tools which uses eBPFs) 
for creating resourceful rootkit detection program based 
on kernel tracing. The main programming language for 
our lab is C, but student can also choose to use Lua, C++, 
Python or Rust. The Libbpf acts as an eBPF program 
loader. It can load, checks and relocates eBPF programs, 
sorting out maps and hooks. In our lab guidance sheet, we 
provide the template code using libbpf-bootstrap. Student 
needs to figure out how to implement the handle_event 
function to use the provided eBPF syscall hooking 
program and read the result.  
 
For this lab, student will quickly notice that a new stack 
frame was inserted in between two expected stack traces 
which indicates that the syscall had been hooked by the 
Diamorphine rootkit. 
   
6.  Lab Examples: Use eBPF in network class 
 
In this section, we demonstrate how to design a lab using 
eBPF technology for CSC 335: Data Communication and 
Networks, and CSC 302: Computer Security. Network 
labs are used to be a challenge for us due to the number of 
machines and students we have. With eBPF, connected 
containers are created, so more network and large scale 
network labs can be done.  
 
5.1 Socket filtering 
 
One of the current labs in CSC 335: Data Communication 
and Networks is socket programming where students 
write python programs for one server and multiple clients 
services.  
 
As the next step, in CSC 302: Computer Security, 
students could implement their own socket programs in 
BadgerCTF+ and enable the socket filter manually. With 
eBPF, network traffic can be filtered by query name, DNS 
name, and address. [6] In addition, students implement 
eXpress Data Path (XDP) to prevent distributed denial of 
service (DDoS) attack. In order to do so, students provide 
programs of the “BPF_PROG_TYPE_XDP” type to a 
network interface. Then, the kernel will execute the 
programs on received packets before networking stack 
starts processing them.  
 
5.2 TCP Congestion Control 
 
TCP congestion control is another place to implement the 
lab. In CSC 335: Data Communication, TCP is introduced 

in detail as one protocol in the network layer. Before 
badgerCTF+ is implemented, the three-way handshake, 
re-transmission, and TCP header information are 
examined by students using Wireshark. The TCP 
congestion control is only introduced in the lecture, 
without a comparison among different TCP congestion 
control algorithms.  
 
To include research in the class and inspire students 
solving everyday problems, TCP congestion control using 
eBPF is adopted. In this lab, TCP Tahoe algorithm is 
explained in detail with implementation, and other TCP 
congestion control algorithms such as new Reno and 
Vegas are provided. Students choose at least two TCP 
congestion algorithms to implement and compare the 
performance different network traffic setting. Then, 
students write a lab report to explain the observation.  
 
7.  Conclusion 
 
In this paper, we showcased how eBPF, a code 
augmentation framework offered by the Linux kernel, can 
be used for cybersecurity and network education. To 
prove the effectiveness of the idea, we develop an eBPF 
based learning system named BadgerCTF+. Our lab 
examples indicated that eBPF can be used for teaching 
Linux kernel programming courses malware analysis. The 
in-kernel measurement via code augmentation ca be used 
to gather data to feed toolkits for detecting kernel rootkit. 
We also show that eBPF can be used for designing labs 
for network courses.  
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ABSTRACT
During the Spring 2021 semester Millersville University
was the victim of a ransomware attack that disabled all
of the university’s computational resources. This paper
will explain how the department of Computer Science at
Millersville University was able to continue its mission
without these resources, and how other Computer Science
departments could better prepare themselves if they were
to face a similar challenge.

1. Introduction

Modern universities depend on information technology to
enable their core missions of teaching and research. This
is doubly true during a pandemic that has caused a shift
to mostly remote learning, with students distributed across
a wide geographic region, and triply true for Computer
Science departments in this situation.

Sudden and comprehensive loss of information technology
infrastructure can thus be devastating. The Computer
Science department at Millersville University experienced
such a loss on February 28, 2021 resulting from a malicious
attack on the university’s network. Services were restored
gradually over the following six months as a new, more
secure network was built from the ground up, but the work
of the department, and the university as a whole, needed to
continue in the absence of these services.

The Computer Science department had fortunately already
been using some services that were wholly disconnected
from the university network and thus unaffected by the
attack. For other services, we needed to scramble to
find appropriate replacements or techniques to do our jobs
without them.

It is likely that other Computer Science departments at
other universities will suffer similar circumstances due to
attacks, natural disasters, or other causes. If so, the lessons
that we learned may help them to recover more quickly and
completely. Better still, they may allow departments to take
proactive steps before such an event occurs that will make
them more resilient.

2. Ransomware Attacks

In a ransomware attack, an attacker who has gained
unauthorized access to computer system uses that access to
sieze control of the system and its data, then demand that
the owner pay a ransom to regain access to it. Commonly,
data is encrypted with a key that only the attacker knows
and promises to reveal in exchange for the ransom. In
the case of the attack against Millersville University, the
attacker spent a long time exploring a vast network and
finding everything valuable that they could access on it
before making their presence known.

Universities are a prime target for these types of attacks
because by their nature they must manage very large
networks accessed by many users in many different
ways, because the loss of resources is crippling to them,
and because universities have the resources required to
pay large ransoms. During the time that Millersville
University suffered its attack, attacks were reported on
many other universities. [1] The COVID-19 pandemic
was an especially lucrative time for cyber criminals to act,
because organizations were more dependent on virtualized
communication than they would normally be. [2]

3. Related Work

Many authors have written about the policies that university
information technology divisions should adopt to decrease
the likelihood that they will be victims of an attack and to
decrease the level of harm that would result from such an
attack. These include multifactor authentication, network
segmentation, off-site backups, and other preventative
measures. [3, 4]

Other works have examined the reasons why faculty do
or do not comply with institutional policies designed
to prevent attacks, finding that compliance even among
faculty with expertise in information technology or
computer science is poor. [5]

This paper, by contrasts describes actions an academic
department can take to defend itself, regardless of what
institutional policies may be in place.
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4. Information Technology Services

The list of ways in which university faculty, especially
those teaching Computer Science courses, depend on
technology managed by the expert staff at their institutions
is vast, including many things one might not think about
until they are unavailable.

Email Accounts Email is the most straightforward way
that faculty members can communicate with each other
and with their students when not physically present in the
same location. Typically every member of the campus
community has a university-provided email address and
most are accustomed to reading it on at least a daily basis.
In recent years it has become commonplace for people to
receive push notifications on mobile devices whenever an
email arrives, making this a very efficient way to reach
people. Millersville University uses a Microsoft Exchange
server to provide email accounts, which is managed by
Microsoft. At the time when the attack was discovered,
email accounts were temporarily disabled.

Videoconferencing Classes taught in a synchronous,
remote format (which includes all courses offered by the
Computer Science department at Millersville University
in Spring 2021) require a way for students and faculty to
participate in virtual meetings. Millersville University uses
Zoom for this purpose, which was temporarily disabled.

Learning Management Systems Universities generally
support a learning management system in which faculty
members can upload documents that they wish to share
with their students and students can submit work to receive
grades and other feedback. Millersville University uses
Desire2Learn for this purpose, which was temporarily
disabled.

Web Pages As an alternative, some faculty use their web
pages to distribute documents to students and otherwise
manage their courses. The Computer Science department
at Millersville University uses Apache for this purpose,
self-hosted on a virtual machine in the university’s data
center, which was temporarily disabled.

Autograding Many Computer Science departments,
including the one at Millersville University utilize servers
to which students may submit their work and receive
immediate feedback from automated tests written by
their instructors. The Computer Science department at
Millersville University uses AutoLab for this purpose,
self-hosted on a virtual machine in the university’s data
center, which was temporarily disabled.

Shell Servers Computer Science students often need to
run specialized software in certain configurations for their
courses, which it would be inconvenient or impossible for
each student to install on their own personal device. The
Computer Science department at Millersville University
has a lab of 28 workstations running Linux, which are
accessible both from physical terminals in the lab and
remotely anywhere in the world through SSH. During
the pandemic the lab was not physically open, but the
computers were still remotely accessible, and for many of
our courses students did their work by connecting to those
machines, which were temporarily disabled.

File Storage Students and faculty who are working on
University-owned computers need a place to store their
work. The Computer Science department at Millersville
University uses NFS to mount home directories on our
workstations from a file server hosted on a virtual machine
in the university’s data center, which was temporarily
disabled.

Database Servers One of the courses offered by the
Computer Science department at Millersville University in
Spring 2021 required that students be able to connect to a
centralized database server and run SQL queries. We used
PostgreSQL hosted on a virtual machine in the university’s
data center, which was temporarily disabled.

Administrative Document Storage An academic
department needs to maintain a collection of historical
and current documents: budgets, minutes of meetings,
proposals, etc. Millersville University encouraged every
department to store these sorts of documents on a shared
file server in the university’s data center, which was
temporarily disabled and then permanently lost.

Registration Records A university needs to maintain
records of when courses were offered, who took them,
and what grades they received, and have services in which
students and advisors can view transcripts and schedules
and adjust their registration status. Millersville University
uses a Banner system with various frontends, which was
temporarily disabled.

Internet Access Students living on campus and all
people working on campus depend on access to the general
Internet. This was also temporarily disabled.
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5. Timeline

On Sunday, February 28, 2021 the university IT staff
became aware that their network had been compromised.
They responded by immediately shutting all computing
services down to prevent further damage and investigate
the situation. Within hours access to email was restored,
as our email server resided off of the campus network and
used Microsoft’s authentication services.

On Monday, March 1, 2021 the university cancelled
all classes and other non-essential activities for the day,
as none of the services necessary to hold them were
available. These cancellations were communicated through
the university website, a mobile app designed to deliver
emergency messages quickly to members of the campus
community who had installed it, and by email. During
this day access to Zoom and Desire2Learn was restored.
Both had already been hosted externally but originally
used university resources to authenticate users. Access
was restored by switching to using Microsoft cloud
authentication. A new unsecured, airgapped wireless
network was also set up so that people could access the
external Internet from personal devices while on campus.

On Tuesday, March 2, 2021 classes were initially
canceled and then un-canceled very confusingly. From
that day forward classes resumed. With the ability
to communicate asynchronously through email and
our learning management system and to communicate
synchronously through Zoom, many courses across the
university were able to continue much as they had prior
to the attack. Most Computer Science courses were
still lacking essential resources, however, and required
improvisation from instructors. In particular, instructors
and students needed to find new ways to run software that
they would have run from the shell servers, needed to be
able to continue without access to any files that existed
only on the NFS share, and needed to submit and receive
feedback on assignments without an autograding server.

On Wednesday, March 3, 2021 one of our faculty members
set up a version of AutoLab on an external could service.
It did not authenticate users, and thus could not be
used for submitting work for grading. Students could,
however, submit their work to it anonymously to receive
automated feedback. This stopgap measure only supported
the simplest assignments that do not require any resources
beyond a compiler and test scripts.

On Thursday, March 4, 2021 one of our faculty members
rented a virtual private server, attempted to configure it
as similarly as possible to our existing lab machines,
and made it available for students to work on. We set
up a replacement database server on the same machine.
Students now had a place where they could work on
assignments, but any files that had been partially completed
and stored only on our NFS share were unavailable to them.

On Tuesday, March 16, 2021 it was announced that both
current data and all backups of the shared drive used for
administrative document storage were unrecoverable. This
meant that we lost the primary copies of our budgets,
meeting minutes, accreditation self-studies, and other
important historical documents and records.

On Friday, March 19, 2021 the server on which
AutoLab had traditionally run became available to again
accept submissions of student work, provide them with
instantaneous feedback, and accept manual feedback on
student work by instructors.

On Monday, March 22, 2021 limited access to registration
records became available. Full access that would allow
us to properly advise students would have to wait several
more weeks, and the registration period for the following
semester needed to be postponed.

On Tuesday, March 23, 2021 Computer Science faculty
web sites and general access to the file server for faculty
members were restored. Instructors who were accustomed
to distributing documents through their web sites were able
to do so again, and faculty members who stored important
files on the NFS share were able to read and copy them for
the first time.

Access to the computer labs / shell servers for anyone, and
student access to the file server, did not become available
until late in the summer, when the department worked with
IT staff to redesign the way that users authenticate with
them to use multi-factor authentication combining SSH
with Duo.

6. Mitigation

The Computer Science department faculty were able to
work around the lack of services due to a combination of
luck in policies they already had in place and alternative
resources that they were able to build as needed.

Discord Discord is a free messaging and
videoconferencing service that was originally developed
for communcation between players of multiplayer games
but has become widely popular among college-aged
people. Slack is a similar product used more frequently in
professional contexts.

When the COVID-19 pandemic first forced Millersville
University to suspend face-to-face classes the Computer
Science department made a decision to set up a Discord
server and strongly encourage all of our students to join
it. The original intention was to replace the face-to-face
interactions that our students would be missing out on
and provide a unified platform for virtual communication
and social interaction among members of the department.
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By the time of the ransomware attack the server had
been in use for approximately one year and our students
were already in the habit of communicating with their
peers and instructors through it. We were already using
it for department-wide announcements, course-specific
announcements, tutoring, hosting social events, and
general chatter.

It proved invaluable as a communication link that was never
severed because it was not associated with the university
network or authentication in any way. If email access had
not been restored quickly it would have been even more
useful, and while they ended up not being necessary we
had contingency plans to teach our courses through its
videoconferencing capability if Zoom access had not been
made available within a few days.

GitHub Git is a distributed version control system in
which a document repository stores all historical versions
of files that have been added to it along with metadata about
the files and the changes that have been made to them.
GitHub is a website that serves as a convenient way to host
repositories and manage who has access to them. GitLab,
BitBucket, and SourceForge are popular competitors to it.

Several years before the attack, the Computer Science
department created a private organization on GitHub and
a repository for each course, asking instructors to add
their course materials to those repositories each semester.
The original intention of this was to make it easier for
instructors to collaborate and share materials, producing
better and more consistent delivery of those courses. When
files stored in faculty members’ home directories became
inaccessible, faculty members who had been diligent about
keeping these repositories up to date, or were privately
using some other form of distributed file management were
very glad to have done so. Those who had been lulled into
a false sense of security that the contents of the file server
would always be accessible found themselves in a difficult
situation.

We also had a repository that stored copies of many of
the administrative documents the department had generated
over the last few years. This was especially useful, as
the university’s official location for storing such documents
and all of its backups were deemed unrecoverable.
Unfortunately we had only created this a few years in the
past and had added only documents created since that point
to it.

Furthermore, instructors in several of our courses had
created repositories for students and encouraged or
required them to keep them up to date with their work
for the course. When student home directories became
inaccessible and remained that way for the entire semester,
students in those courses still had access to their work
in progess and completed assignments. Students in other

courses lost access to their files, effectively permanently.

Virtual Private Server A virtual private server is a
virtual machine rented from a cloud provider such as
DigitalOcean, Hostinger, or AWS. When it became clear
that our lab machines would not be made available for
the remainder of the semester, faculty members selected
a vendor, rented a server, and began configuring it. This
would have been easier if all of the documentation of how
our lab machines were configured were not locked away on
our inaccessible filesystem.

In the labs we had depended on the same central
authentication mechanism as everything else at the
university, which was no longer an option. Instead, we
wrote scripts to create local accounts for each student and
email them temporary credentials. As students discovered
unmet needs more packages were installed. Eventually, the
server became a place where students could compile and
test code written in C, C++, Java, Python 3, OCaml, and
R, with various libraries needed for different assignments.
It also hosted a database server to which students could
submit queries.

It would be prohibitively expensive to rent equivalent
computing power to the 28 machines we were used
to, so we needed to manage with significantly fewer
resources. The change from having our student
population load-balanced among many workstations to
having everyone using a single virtual server brought its
own additional challenges, as did switching from having
expert administrators responsible for running things to
a non-expert (me) doing so. A number of students,
especially in our Operating Systems course, accidentally
wrote programs that overwhelmed the system with resource
requests, and we did not initially have safeguards in place
to prevent this. Instead it required manual notification and
response when people were unable to log in. Often, by this
time, it was too late to do anything but reboot the machine.

We did not investigate the option deeply, but it may have
been better to use a cloud system in which each login
gets its own independent sandbox to work in. Another
alternative that we did not consider is to build a virtual
machine image that students could download and run on
their own personal computers.

While the virtual private server provided students with a
place to do their work, it did not restore access to the
filesystem on which any work they had done prior to the
attack was saved.

7. Conclusion

While Spring 2021 was an especially challenging time
for the Computer Science department at Millersville
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University, we were able to achieve the objectives for our
courses and otherwise serve our students adequately. We
learned some valuable lessons from the experience.

First, having a method of communication that is in no way
dependent on university resources is extremely valuable.
Even in the absence of a disaster such as this paper
describes it is an effective way of building comaraderie
among students. In the presence of such a disaster
it provides a way to continue making announcements,
holding meetings, and even teaching virtual classes if
necessary. Waiting until a disaster has already occurred
to begin setting up an alternative communication channel
would be too late, as you would have no way to inform
students and colleagues of its existence. We were very
fortunate to already have something in place.

We have found Discord to be such a valuable
communication tool that we have continued to use it
now that our campus has returned to residential living,
face-to-face classes, and mostly functional technology, and
plan to continue its use indefinitely. Student and faculty
activity on the server peaked during our emergency and
has declined substantially now that we see each other
on a daily basis, but it is still the fastest, least intrusive
way to communicate important news to each other and to
socialize.

Second, no document of any importance should exist at
only one place, and no organization should be entrusted
with both the current version and all backups of a
document. Distributed version control systems are an ideal
solution here because even if only a single person regularly
uses it they are likely to have copies on several different
machines. While they work better with textual documents
than binary files, version control systems are not only
useful for source code and should be used for important
documents of any type. External cloud storage providers
can also work, but if they store the only copy of a document
this is no better than storing the only copy on a campus
network.

It is not enough to only update central repositories at the
end of a semester, because data can be lost in the middle of
a course. Just as students would be encouraged to commit
their code often, we too must commit our documents often.

Third, having someone on staff with significant experience
in administering systems makes it more likely that you
will be able to successful build and maintain systems as
they are needed. Thoroughly documenting the systems that
you have, and making sure that that documentation counts
as documents that do not exist in only one place, makes
it much more likely that you will be able to successfully
replicate those systems. Neither of these things were true
for our department, and they limited our effectiveness in
quickly building mitigations.
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ABSTRACT
Determining how visually similar two colors are based on
numerical representations of those colors is a very difficult
problem. Colors that are close numerically in RGB or LAB
space are not necessarily visually similar, especially with cer-
tain colors such as brown. In this work, we present a novel
approach to this problem: rather than use the numerical dis-
tance of the colors, we hand-train a machine leaner by hav-
ing a human pick which of 16 ”palette” colors is closest to
1331 different training/testing colors. We then use this train-
ing data to train a learner which performs very well compared
to the mathematical baselines according to traditional metrics
of machine learning success, and performs competitively with
them when converting images to 16-colors using its learned
knowledge of visual similarity.

1 Introduction

Pixel art is a popular form of image creation, where individ-
ual pixels are the building blocks which make up an image.
It results in a visual style very similar to mosaic art, cross-
stitch, or other similar traditional styles of art [1]. Pixel art
has become more and more common as computers have be-
come more and more common. There are, of course, different
styles of pixel art. For example, it can be drawn head-on, or
in an isometric style. Some pixel art is done more realistically
and on a large scale, but often pixel art is done with a limited
palette, often with a relatively small number of pixels (say a
64x64 canvas instead of our 1920x1080 laptop screen). Since
pixel art has a very specific ”look” to it, it should be no sur-
prise that a common practice is to convert other types of art or
photographs into pixel art. Usually, this takes a talented artist
and a lot of time to accomplish. However, an interesting area
of research is trying to perform this conversion automatically.

In theory, this is an easy task. Given the image and a palette
of say 16 colors, simply go through the original image pixel
by pixel, and determine which color from the palette is the
closest to that pixel. Once you have done this for every pixel,
you have a pixelated version of the image! However, there is
a major complication to this process. Specifically, comparing
colors in terms of visual similarity is a very, very hard prob-
lem. Take the most common computer-related color encod-
ing, RGB (Red-Green-Blue). If two colors are close together

in RGB space, we would be tempted to say they are visually
similar. This works for a large proportion of colors, but there
are some spots in RGB space where this measure of similarity
breaks down. There are, of course, other color schemes. For
example, LAB colors were created to more accurately capture
visual similarity. They do capture visually similar colors a bit
better, but there is still a lot of room for improvement. The
easiest place to see this is with brown, which is a very tough
color for which to accurately calculate visual similarity [2].

In this paper, we take a new approach for visual similarity. We
still use RGB space, but instead of drafting a formula by hand
for calculating visual similarity, we take a machine learning
approach. Using a human demonstrator, we train a learner on
visual similarity of RGB colors, and test how well it is able
to learn those similarities both objectively using traditional
machine learning metrics as well as subjectively by visually
evaluating converted images. The remainder of this work is
organized as follows: First we describe some related work
in Section 1.1. Next we walk through our process for train-
ing the learner in Section 2, and then discuss the algorithms
we use, including the baselines, in Section 3. Results, both
numerical and visual, are shown in Section 4, and an over-
all discussion of them is presented in Section 5. Finally, we
discuss complications and limitations in Section 6, and offer
conclusions and ideas for future work in Section 7.

1.1 Related Work

Although converting other art to pixel art is a somewhat com-
mon process, doing so automatically, especially with machine
learning, is a rather novel concept. There are a few tools for
conversion, such as Pixelator [3] (which we use as a compar-
ison baseline in this work). However, to our knowledge, none
of those tools use machine learning – only handcrafted cal-
culations. Similarly, though color similarity is a major area
of research, noone (as far as we are aware) has previously
applied machine learning to this task.

2 Training the Learner

In order for a machine learner to be successful, it must be
trained. In this case, we are looking for a better way to mea-
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Figure 1: The 16 colors that comprise our pixel art palette. These
colors correspond to the average values of each color of wool in
Minecraft, which are commonly used for pixel art.

sure which colors are more visually similar to humans. As
such, our demonstrators or trainers were humans (specifically,
one human). The first thing we needed to do was choose a
palette. We chose to use 16 colors, as it’s the smallest palette
that, in our opinion, allows for reasonable creation of art in
the general case. Furthermore, the 16 colors that we used cor-
relate to the 16 colors of wool in Minecraft (Figure 1) – the
idea being that pixel art is done a lot using Minecraft wool,
so this palette should be a feasible one with which to generate
pixel art.

The idea is then, given a target color, have the user pick which
of the 16 palette colors is the most visually similar to that
color. However, there are 256 x 256 x 256 or 16,777,216 dif-
ferent colors in RGB space. As it is obviously infeasible for
a human to label this many colors, a set of training colors
needed created which have few enough to be feasible for a
human, but enough to train the learner as accurately as possi-
ble.

To create this palette, we started by choosing 11 different val-
ues:

[0,27,67,97,117,127,137,157,187,227,255]

We then used each of these values for each of Red, Green, and
Blue. Since there are 3 variables, and each can be 11 different
values, this gives us 113 or 1331 different colors with which
to train our learner. You may notice that the numbers are
closer together near the center of the RGB space. This follows
the intuition that the extremes (pure red, black, white, and so
on) will be less difficult to choose between than those in the
middle of the color space. It is also an attempt at balancing
that this is a very small portion of the total state space of
colors, but is already approaching what would be infeasible
for a human demonstrator to reasonably label.

To have the human classify the colors, we created a simple
GUI, shown in Figure 2. This GUI displays the color the
human needs to classify in the center, and the 16 palette col-
ors around the outside. To classify the image, all the human
needs to do is click on the color which is most visually sim-
ilar to the one in the center. The GUI was also created such
that it saves the user’s progress, because classifying that many
images took somewhere around 10 hours total. Part of why
this took so long, along with a potential pitfall of this training
method, will be discussed in Section 6.

Figure 2: The training GUI used for these experiments. To generate
training data, the human demonstrator simply clicks on whichever
of the 16 palette colors they feel is visually the most similar to the
target color in the center.

2.1 The Training Data

The machine learning data generated from this process has 51
features. The first 3 features are the R, G, and B value of the
target color. The next 48 features are the R,G, and B of each
of the 16 palette colors. This does mean that these 48 fea-
tures are the same for every piece of data. However, we opted
to leave them in so that complex relationships could possibly
be found between the composition of the target color and the
composition of the palette colors. This is not only a more
general solution, allowing for the same process with differ-
ent palettes, but it also leads to much, much better learning
than just the 3 values of the target color did when empirically
tested (only including the first 3 features often lead to images
that consisted of only one color). The data was also normal-
ized for all tests except those using SVM, as the SVM learner
suffered a very large performance hit when normalizing the
data.

3 Algorithms Used

Algorithm 1: High level algorithm for converting an im-
age to pixel art. Any image can be passed in as image,
and m can be most types of machine learners.
function ConvertImage(Image image, Machine Learner m)
Train m using the 1331 pieces of training data hand
generated by the human demonstrator

Create a new image i′ the same size as image
for each pixel in image do

Use m to determine which of the 16 palette colors is
closest to that pixel

Set the equivalent pixel in i′ to that closest color
end
Save the converted image under a new name
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The full algorithm for converting an image is in Algorithm 1.
As you can see, it is quite straightforward. We first train a
machine learner on normalized data provided by the human
demonstrator, and then simply have it choose which palette
color the new image should have for each of the pixels in the
original image. How well this algorithm behaves depends on
how well the learner has learned to compare colors. A variety
of different machine learners were tested via this process:

1. k-nn[4] - Classic k-nearest neighbor algorithm, with a
hyperparameter of 11 nearest neighbors

2. SVM[5] - Classic SVM algorithm with a linear kernel
– Note that this is the only method for which we use
unnormalized data, because normalizing the data gives
it a massive performance hit.

3. Decision Tree[6] - Classic decision tree algorithm

4. Random Forest[7] - Ensemble classifier with 100 indi-
vidual decision trees

5. Neural Network (256x3)[8] - Artificial neural network
with 3 layers of 256 hidden nodes

Please note that many of the learners were tested with other
hyperparameters as well (such as 5-nn, 7-nn, and so on), but
only the best versions of each learner are reported here. In ad-
dition to these learners, there were also 4 baselines employed:

1. RGB Distance - This baseline simply calculated the Eu-
clidean distance between the old pixel and each of the
16 palette colors, and chose the palette color which had
the lowest distance

2. LAB Distance - This baseline uses the cie2000 standard
to calculate the distance between the old pixel and each
of the 16 palette colors, and chose the palette color with
the lowest distance

3. Most Frequent - This baseline simply took whichever
palette color the demonstrator predicted the most often
and changes every pixel to that color (this doesn’t con-
vert images well, but it does give us a baseline for the
standard machine learning metrics).

4. Pixelator - This baseline uses the Pixelator tool [3].

In the next section, we will look at how each of these algo-
rithms performed both on a classic machine learning test and
when actually converting images.

4 Results

This section is split between 2 types of tests. In the first, we
used a classic machine learning test – train the learner on 90%
of the training data and test it on the last 10% of the training
data. We then report the accuracy, precision, recall, and f-
score of each method in Table 1. Note that Pixelator is not
included here, as it is an image creator, not a color predictor.

The first thing to note about these tests is that every single ma-
chine learner beats the current RGB and LAB standards. That
is to say, every machine learner is better at predicting which
color the human demonstrator thought was closest than either
distance in the RGB space or distance in the LAB space. Two
methods perform particularly well, with at least 82% accu-
racy (compared to RGB’s 67% or LAB’s 72%) – the SVM
and the Neural Network.

Furthermore, it can be seen that SVM with a linear kernel, the
Neural Network, and 11-nn, perform the best (in that order),
with Random Forest hot on 11-nn’s heels. As expected, pick-
ing the most frequent of the 16 colors for every prediction
performs very poorly. It is interesting to note that if the 16
colors were evenly distributed in the training data, we should
expect 6.25%; a score of 14.1% means some colors were se-
lected by the demonstrator much more commonly than others.

Learner/Baseline Accuracy Precision Recall F-Measure
11-nn 0.797 0.822 0.797 0.796
SVM 0.821 0.841 0.821 0.820

Decision Tree 0.765 0.787 0.765 0.764
Random Forest 0.794 0.817 0.794 0.789

Neural Network (256x3) 0.811 0.829 0.811 0.810
RGB Distance 0.620 0.673 0.620 0.621
LAB Distance 0.659 0.719 0.659 0.673
Most Frequent 0.141 0.021 0.141 0.036

Table 1: Various metrics when training on 90% of the data and test-
ing on the other 10%. The RGB and LAB baselines are tested on
100% of the data, since no training is needed. All other values are
averaged over 50 trials.

4.1 Visual Results

In this section, we used a variety of baselines/learners to pre-
dict each color one at a and create a converted image from
an original image, as detailed in Algorithm 1. Six different
images were used. The first three were already pixel art, so
it was a matter of converting them to a different palette. The
last 3 are more realistic, so they had to be converted com-
pletely into pixel art - intuitively a much harder task. Space

Figure 3: An image of a pixel art Pokeball from Pokemon, converted
into a different palette by 5 different methods. Top (left to right):
The original, the RGB baseline, the Pixelator baseline. Bottom (left
to right): 11-nn, SVM with a linear kernel, and Random Forest with
100 trees.
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Figure 4: An image of a pixel art log, converted into a different
palette by 5 different methods. Top (left to right): The original, the
RGB baseline, the Pixelator baseline. Bottom (left to right): 11-nn,
SVM with a linear kernel, and Random Forest with 100 trees.

Figure 5: An image of a pixel art tree, converted into a different
palette by 5 different methods. Top (left to right): The original, the
RGB baseline, the Pixelator baseline. Bottom (left to right): 11-nn,
SVM with a linear kernel, and Random Forest with 100 trees.

was a bit of a premium here, so we excluded two results, be-
cause we wanted the images to be big enough for the readers
to analyze them and draw their own conclusions. The Neu-
ral Network, which performed well (although not the best)
in the traditional numerical tests, did not perform well when
actually converting an image. In many cases, it was overzeal-
ous when using shades of blue. Similarly, the LAB baseline
performed relatively poorly compared to RGB when convert-
ing images. It still does well with some images, but we chose
RGB as the main baseline to which to compare as it seemed to
perform better overall. Appendix A (Section 8) contains the
images generated by the LAB baseline and the Neural Net-
work, for the interested reader. Also note that Most Frequent
is not pictured, as every image would just be one solid color.

First, let us start with the Pokeball, depicted in Figure 3. As
you can see, this is a fairly simple, pixelated image. Perhaps
not surprisingly, both baselines and all of the learners convert
this image quite well.

Next is a little bit more complicated of an image, the log (Fig-
ure 4). The log has a bit of shading on it, which most of the
methods were able to pick up (SVM being the only one that

Figure 6: An image of a realistic tree, converted into pixel art by 5
different methods. Top (left to right): The original, the RGB base-
line, the Pixelator baseline. Bottom (left to right): 11-nn, SVM with
a linear kernel, and Random Forest with 100 trees.

totally loses the shading in the conversion, with Random For-
est partially losing it). However, of those methods, the RGB
baseline and the 11-nn learner arguably capture the coloring
the best. As previously stated, brown is by far the hardest
color to match by using any sort of equation or algorithm.

Our final highly pixelated image is the Tree (Figure 5). The
tree consists of two major parts - the dark brown trunk and the
somewhat dark green leaves. The results are very subjective.
The RGB baseline and Pixelator get the ”shape” of the trunk
pixels more correct, but 11-nn, SVM, and Random Forest get
the colors a little bit closer, in our opinion. Everything except
11-nn captures the lighter leaves at the top of the tree, but
SVM and Random Forest use a dark grey or green for the
darker parts of the leaves while the other two use a bluish
green color. Personally, we like Random Forest the best of
these results, but it is once again highly debatable.

The next image we will be examining is the Real Tree (Figure
6). This tree is much more complicated, as it is an actual pho-
tograph. There are two important aspects here: the tree itself,
and the background. The RGB baseline and Pixelator both
seem to do the leaves of the tree really well, but put way too
much light grey in the background. On the other hand, 11-nn,
SVM, and Random Forest capture the background more accu-
rately, but lose some of the lighting on the leaves themselves.
As you may notice, it is very common for different methods
to get different parts of the image ”correct”, and then perform
poorly on other parts.

The next image, the Basket (Figure 7) isn’t the largest image,
but it is arguably the hardest. A large amount of the basket
is just shades of brown, which is the hardest color for which
to compute similarity. The RGB baseline and Pixelator have
many color issues, but they do produce nice looking baskets
overall. 11-nn, SVM, and Random Forest are a little too lib-
eral with using dark brown, and the images suffer as a result.

The final image is a picture of a far off landscape. Each con-
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Figure 7: An image of a realistic basket, converted into pixel art
by 5 different methods. Top (left to right): The original, the RGB
baseline, the Pixelator baseline. Bottom (left to right): 11-nn, SVM
with a linear kernel, and Random Forest with 100 trees.

verted image has aspects of the photograph that that method
captures well and aspects it captures poorly. The RGB base-
line gets the center very well, but has odd patches of grey in
the top left. Pixelator gets the center well, but has some odd
blue bits and when examined closely the converted image has
a lot of odd-seeming artifacts. 11-nn looks good overall, but
doesn’t capture the brightness of the center as well as the pre-
vious two. SVM gets the shadows of the trees on the right
very well, but is also missing the brightness of the center, and
the bottom trees seem a little dark compared to other meth-
ods. Finally, Random Forest captures the trees quite well, but
loses the clouds in the top right and outlines one cloud in red.

Looking holistically at all 6 scenarios, one might wonder if
any method or baseline emerges as a clear winner. It is our
belief that there is not. Each method has done some pieces
very well in the conversions, and other pieces not well at all.
We also reiterate that the Neural Network performs poorly,
despite powerful numerical results, and that the Lab baseline
is not displayed here – both can be viewed in Section 8.

5 Discussion

The results of the two different methods seem contradictory,
but what can they tell us? First, let’s discuss the numerical re-
sults. These results indicate that the machine learning meth-
ods do in fact learn to predict what color, from a palette of
colors, a human would find most visually similar to a target
color. However, when using that color prediction to convert
entire images, there is no clear winner, and it is arguable if
the machine learner performs better than the baselines.

The first question we should ask ourselves is if it is possible
that we over-fit the data during training, so that it doesn’t gen-
eralize well to the colors in the images. Considering that our
training data is spread over the state space fairly well over-
all, and that it is tested on different colors than it is trained
for the numerical results, this seems unlikely. The model also

doesn’t appear to be too under-fit, despite the relatively small
amount of training data, as it does get very good numerical
results compared to the baselines.

Figure 8: An image of a realistic landscape, converted into pixel art
by 5 different methods. Top (left to right): The original and the RGB
baseline. Middle (left to right): The Pixelator baseline and 11-nn.
Bottom (left to right): SVM with a linear kernel and Random Forest
with 100 trees.

Rather, we believe that the core issue causing this discrep-
ancy is that converting an image to pixel art is not as easy
as converting each individual pixel. That is to say, picking
each individual pixel one at a time, without consideration for
the context around it, is not equivalent to creating a cohesive
image. This is because for an image to look ”pleasing” to the
eye, colors have to ”flow” in a certain way. In many cases,
with the converted images shown here, converting each pixel
independently leads to multiple colors being placed in a re-
gion that should logically all be the same color. As such,
although machine learning can be said to better determine vi-
sual similarity between colors than distance in RGB or LAB
space, it cannot (based on this work) be stated to better con-
vert images from full color to a limited color palette. That
being said, we still consider the increased visual similarity a
very satisfactory result, considering the amount of time and
effort that has been put into improving visual similarity of
color representation schemes.

6 Complications/Limitations

Although the numerical results garnered are quite com-
pelling, there are some complications/limitations that should
be addressed. The first limitation is that this was only tested
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Figure 9: A couple examples of data that was very hard for the
demonstrator to label.

with one specific palette. It is our belief that this will extend
to any palette which is sufficiently varied, but more testing
needs done to declare this for certain.

However, repeating this process for other palettes may not be
hard per se, but it is extremely tedious. Labeling the 1,331
traces by hand took the human demonstrator around 10 hours
total, and would have to be repeated for each palette that we
wish to test. As such, testing more palettes can be done, but a
more generalized test may well be infeasible.

Another complication involving the human demonstrators is
that humans are not perfect. After labeling 1,331 instances of
training data by hand, it seems very likely that some mistakes
were made along the way. Even if the human demonstra-
tor did not make mistakes, different people will disagree on
which color is the closest to certain colors. Brown is the most
obvious of these, being notoriously hard to determine simi-
larity for [2], but some shades of cyan or light green have this
issue as well. Figure 9 demonstrates this concept via three
hard-to-label colors. The left one, nicknamed ”mint”, appears
to be somewhere between the green on the left and the blue
right below it. The middle one, nicknamed ”lemon lime”, ap-
pears to be between the green on the left and the golden color
on the right. The rightmost one, ”super teal”, does not appear
to be incredibly close to any palette color. The demonstrator
reached out for opinions on these particular pieces of train-
ing data, as well as others, and got mixed results with what
the correct label should be. As such, training a learner that
effectively picks the most similar visual colors for everyone
would be very hard, since humans see colors differently. Fur-
thermore, that’s avoiding conditions such as color blindness,
where some colors look differently than they do for most peo-
ple [9] or tetrachromacy, where you are able to see a larger
range of colors than most people.

7 Conclusion

In conclusion, in this work, we have shown that machine
learning can used to determine visual similarity better than
either the RGB or LAB color standards. Using traditional ma-
chine learning metrics, it is shown that several machine learn-
ing methods are able to outperform distance in the RGB/LAB
color schemes in every metric. Additionally, we have shown
by empirical testing that converting images to pixel art with
a limited palette is not as easy as just picking the most vi-

sually similar color for every pixel. Rather, there are over-
all factors that influence how ”good” an image looks, such
as cohesiveness or transition between parts (such as sky ver-
sus clouds), that converting pixels independently just cannot
capture. In the future, we would like to test our work with
trickier palettes (such as 16 shades of the same color), as well
as training learners to create better pixel art. Performing ma-
chine learning on data from other color spaces, such as LAB,
is also an interesting path of research that we intend to pursue.

8 Appendix A - LAB and Neural Network vi-
sual results

Figure 10: Images converted by the LAB baseline. These were omit-
ted from the main body of the paper due to poor perceived perfor-
mance and lack of space.

Figure 11: Images converted by the Neural Network. These were
omitted from the main body of the paper due to poor perceived per-
formance and lack of space. If the Neural Network could be steered
away from blue a bit more, it could be very effective.

Figures 10 and 11 show the results for the LAB color scheme
and the Neural Network learner, respectively. As you can see,
LAB converts some images relatively well, but does overall
worse than RGB, performing particularly poorly on the Log
image. The Neural Network gets a lot of the overall struc-
tures, having the most detailed, best looking basket, but it
also tends to turn many colors into shades of blue – biasing
against this may be an interesting experiment in the future.
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ABSTRACT
One of the most popular career aspirations of Computer Sci-
ence students is to be video game developers. As video game
development continues to be added to educational curricula,
it is important that we teach students not only how to make a
video game in terms of art and programming, but also what
sorts of practices should be followed when creating games.
In this work, we talk about 3 types of games: games fea-
turing unintentional stereotyping, games featuring purpose-
ful stereotyping (exploitation), and games that help people or
groups of people (therapy). We discuss and give examples of
each of these games, and then use a set of 5 moral lenses to
analyze whether or not creating each type of game is moral,
with hopes of using this information as a guide when choos-
ing which types of games to develop and support.

1 Introduction

As video games have continued to grow in popularity, many
people and companies have taken advantage of the larger au-
dience that they are providing. In most cases, this is to make
money via producing games, but other purposes are starting
to take hold as well, such as advertisement. For example,
Disney asked well known Minecraft builders to build the city
from Tomorrow Land [1] to advertise the movie within the
game. Video games have also been used for education [2],
training [3], and journalism [4], to name a few.

Of course, reaching a larger audience to send out a message
doesn’t necessarily mean the message is worth hearing. In
this work, we will be looking at three types of messages sent
through the media of video games: stereotyping, exploitation,
and therapy. We will then use a suite of ethical theories to
discuss how ethical it is for game development companies to
send these messages and/or use these development practices.
As more and more educational institutions add the develop-
ment of video games into their curriculum, it is important that
we educate our computer science students not only in how to
develop a game, but also give them guidance on what kinds
of games should be supported and developed, to help advance
the field of video game development as a whole. The rest of
this paper is as follows. First, we discuss the three game de-
velopment practices on which we will be focusing in Section
2. Next, we discuss several ethical theories in Section 3, then

use those theories to analyze the game development practices
in Section 4. We end with final conclusions in Section 5.

2 Game Development Practices

In order to discuss whether these practices are moral, we first
need to define each one, and how they are related.

2.1 Stereotyping

Stereotypes can be defined as mistaken ideas or beliefs many
people have about a thing or group, often based on how they
look on the outside, or something being conformed to a fixed
or general pattern. Here is a question for you – do spider webs
burn? For many years, we believed the answer was yes – but
it turns out that the answer is no. They shrivel or melt, but
they don’t burn up in flames like we used to believe they did
[5]. And we are not alone – spider webs burning is a fairly
common belief. But why is this misconception in so many
people’s heads? After all, it’s not like most people have tried
to burn a spider web.... at least not in real life. In Legend of
Zelda: Ocarina of Time, one of the most famous games for
the Nintendo 64, you have to burn webs to progress through
some of the puzzles. You apply fire to the web and it gets
engulfed in flames, burning up until it is no longer in your
way. This is probably the most famous game, but not the
only game – you can also burn webs in A Boy and His Blob,
Adventure Escape, Buffy the Vampire Slayer, Dragon Quest
XI, and Spelunky to name just a few [6]. For many gamers,
the idea of spider webs being flammable is deeply ingrained
in our minds - but it simply isn’t true.

As far as spiderwebs go, this isn’t that big of a deal. Af-
ter all, who actually tries to burn spiderwebs to get rid of
them? However, imagine you have these same misconcep-
tions at this same prevalence, but instead of being about spi-
derwebs, they are about a group of real life people. This
is what stereotyping in games is like (note that we will be
discussing negative stereotyping). By reinforcing false be-
liefs via the plot or mechanics of video games, developers
are striking against certain groups of people. That being
said, this does unintentionally happen a fair amount. For ex-
ample, take Resident Evil 5 (Figure 1[7]). When the game
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Figure 1: An image from Resident Evil 5, showing a white protag-
onist gunning down black zombies. The trailer was full of these
images, although the final product was a bit more diverse.

was first advertised, there were a lot of cries of racism [8;
9]. This is largely because the main character was white, and
all of the zombies they were to gun down were black (the
uninfected villagers were also black, and shown to be very
unpleasant people). As the game developed, they diversified
the zombies a bit, and added a half-white and half-black part-
ner as a main character. The producer of Resident Evil 5, Jun
Takeuchi, stated that the reaction of racism was not some-
thing they expected – claiming they have black members on
the development team and were constantly checking for his-
torical accuracy in the game [10]. All this coupled with the
fact that the game takes place in Africa seems to reasonably
indicate that Capcom did not intend to stereotype anyone –
but many people believe they still did. Giving them the ben-
efit of the doubt, this would be an example of unintentional
stereotyping, which we will refer to as just stereotyping mov-
ing forward.

Another example of unintentional stereotyping is present in
many Indie Horror Games. The number one ”surprise twist”
in these games turns out to be ”the character you are playing
as is mentally ill and also the killer”. In fact, many horror
games rely very heavily on the trope that mental illness is bad.
However, we do not believe that this is an intentional action.
Rather, it is more of a ”path of least resistance”. It’s a very
easy story to write, it doesn’t require much art or animation
to get its point across, and it’s something that (sadly) people
are willing to readily accept. Unique stories take more time
and thought to be done well, and indie developers often don’t
have the time or resources (or patience, in many cases) to
make something more in-depth or more complicated for the
conclusion of their plot.

2.2 Exploitation

Stereotyping is bad, because it can have a real world effect on
those groups of people (if for no other reason than the more
often you are exposed to an idea, the more you slowly start
to believe it [11]). However, stereotyping is usually uninten-
tional in games (it’s often hard to stand back and look at one’s
game from the public eye instead of their own, after working
on it for hundreds of hours).

Exploitation, on the other hand, is officially defined as mak-
ing use of something or someone meanly or unfairly for one’s
own advantage. In this work, we use exploitation to refer to

Figure 2: An image from Custer’s Revenge, showing pretty much
the entire game. The goal is to avoid the arrows (the black squig-
gles in the sky) and force yourself onto a Native American woman.
Clearly a case of exploitation in video games.

stereotyping that is intentional. That is to say, if the develop-
ers are purposely reinforcing negative stereotyping in order
to make a profit or send a message, we would refer to that as
exploitation instead of stereotyping. There are a few reasons
that this is done, but the most obvious two are to make money
by reinforcing people’s negative beliefs about other people,
or to simply reinforce those beliefs to try and make sure they
still exist in the real world.

Exploitation can be hard to prove, because many develop-
ment companies would deny it. For example, Custer’s Re-
venge [12] (shown in Figure 2[13]) is an old game where you
play General Custer. The goal is to cross a field without get-
ting hit by arrows, and sexually assault a Native American
woman. The creators of the game tried to claim the sex was
consensual when pressed about it, but the game manual is left
ambiguously worded, most players say it doesn’t feel con-
sensual, and in the cover art the woman is literally tied to a
pole. Given all of this, it’s hard to believe that the creators
weren’t trying to depict Native American women as some-
how ”sub-human” or ”property”. They also specifically held
an exclusive preview for the game for members of women’s
rights and Native American groups - they knew what they
were doing. Another example of this, although not as ex-
treme, is Gal Gun. Gal Gun is a rail-shooter in which the
main character is being pursued romantically by many under-
aged girls, and must shoot them with ”Pheromone Arrows” to
escape and find his true love. Each girl has a weak spot that,
when hit, is referred to as an ”ecstasy shot”, and at certain
times arrows can be shot at ”more sensitive” parts of the girls
to give her ”euphoria” faster. Unsurprisingly, the game re-
ceived a lot of criticism for more or less depicting the sexual
exploitation of underaged girls. What makes this seem pur-
poseful, however, is that Microsoft actually had to order the
publisher to prevent the player from being able to look under
the skirts of these underaged girls by patching the game for
XBox 360 – a patch that was never added to the releases on
the other platforms [14].

2.3 Therapy

Both stereotyping and exploitation have negative effects,
whether accidental (for the former) or intentional (for the lat-
ter). However, video games are not all doom and gloom.
Rather, games can also be used for therapy. The dictionary
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Figure 3: An image from Logical Journey of the Zoombinis, de-
picting a puzzle where you have to fit all of the zoombinis onto the
marked tiles by making sure adjacent zoombinis share certain fea-
tures in common.

Figure 4: Table depicting the three categorizations of games that we
cover in this paper. This is a summary of whether each is intentional
or not, and harmful or beneficial, which is vital for determining their
morality.

definition of therapy is: the treatment of disease or disorders,
by some remedial, rehabilitating, or curative process. Here,
we use it to mean the opposite of exploitation – games and
development practices which help people, whether directly
(psychotherapy) or by helping to remove the stigmata against
a group of people (spreading good messages). For example,
Logical Journey of the Zoombinis (Figure 3[15]) is a 1996
edutainment game that helps young players learn logic and
reasoning skills [2] .

Note that here we are specifically discussing games which
help individuals or groups of people, but games also exist
which attempt to help nature and other worthy causes [16].
A summary of these types of games can be found in Figure 4.

3 Ethical Theories

Before we talk about those differences, let us first talk about
how we will analyze those differences. As has been previ-
ously established [17; 18; 19], we are going to use a set of ba-
sic ethical theories in order to evaluate the morality of these
practices. The first ethical lens through which we will look
is that of Utilitarianism [20]. Strong Utilitarianism says that
in a given situation, the action that is moral to take is the ac-
tion that most maximizes the overall happiness of everyone
involved. Weaker Utilitarianism, used ijn this work, simply
says that anything which increases the overall happiness is
moral.

Let us now describe the second theory, Kantianism. One
of the key takeaways from Kant’s first and second formula-
tions of the Categorical Imperative is that people have a per-
fect duty to not use their humanity or anyone else’s humanity
merely as a means to an end – that is to say, the human should
always be an end, not purely a means [21]. This is a quality
we see in many other areas – people deserve to be informed
about what ingredients are in food, what materials clothes are
made of, or what issues a house or car might have before pur-
chasing one of those items.

These two lenses are combined into a 3rd, known as the Pro-
portionality Framework [22]. This framework contends that
ethical business decisions can be split into three components:
intentions, means (Kantianism), and ends (Utilitarianism).
These refer to the motivation behind a person’s actions, the
process or method used to bring about the outcomes, and the
outcomes themselves, respectively. Although the details are
vague, if two of the components are strong enough, they can
outweigh a negative third component to make a decision be
considered moral overall (for example, if a doctor wants to
help a patient and performs the correct surgery in the correct
way, but the patient ends up passing away, we wouldn’t con-
sider this morally impermissible because the intentions and
the means make up for the less-than-desirable ends).

The last two lenses come from Laczniak [23]. The first, the
“Professional Ethic”, states that actions are moral only if a
disinterested panel of colleagues say they are. The idea be-
hind this theory is that people in the field are, overall, moral
and are therefore a good judge of others’ morality – allowing
for a measure of whether or not an action is moral without re-
quiring a definition of what makes those actions moral. The
final lens is the “TV Test”. This lens simply says that for a
person in a business to know whether or not an action should
be taken, they should consider explaining to a national TV au-
dience why they chose that action. If and only if they would
feel comfortable doing so, then the action is moral.

4 Discussions of Morality

We will now discuss each type of video game (those with
stereotyping, those with exploitation, and those used for ther-
apy) in depth, analyzing whether or not it would be moral
according to our various theories of morality.

4.1 Games as Stereotyping

Let’s start with Utilitarianism. The happiness of the devel-
opers would definitely go up (it’s always nice seeing people
enjoy your game, more income if it’s a paid-for game, and
so on). However, the happiness of those affected and their
allies/families/etc. would go down. Overall, it is very hard
to say which group is more common on a generalized ba-
sis, as the games will have vastly different number of players
and some stereotypes are more ingrained in different societies
than others. As such, we will have to leave this determination
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as morally ambiguous, and possibly even needing analyzed
on a case-by-case basis.

Kantianism, on the other hand, would soundly declare this to
be morally impermissible. The developers are using those
groups of people as a mere means, whether it is to make
money or to spread their own viewpoints. In either case, they
are not considering how much it may affect those groups, in-
stead being worried only about their own gains. It is interest-
ing to note that Kantianism does not have a provision for the
unintentional use of people are a mere means – it is immoral
no matter what.

Now let’s look at the proportionality framework. We already
know that the ends are ambiguous (from Utilitarianism) and
the means are bad (from Kantianism), but what about the in-
tentions? We use the term stereotyping only when it is unin-
tentional. If they aren’t trying to harm the groups in any way,
we would say that they have good intentions – to not hurt any-
one. This leaves us with an interesting problem, because we
have good intentions, bad means, and ambiguous ends. How-
ever, the means are probably more ”bad” than the intentions
are ”good”. After all, they never really intended to help these
groups either, but rather ride a neutral line. If they had been
trying to help them, and failed, their intentions would have a
strong pull. As it stands, the means have a higher pull because
of the damage they can do. Overall this would still be some-
what morally ambiguous, but we would say that it would lean
towards morally impermissible in most cases.

The Professional Ethic test has an interesting take on this.
For a stereotype to be done unintentionally, that means that
none of the programmers, producers, etc. noticed that it was
in the game. As such, a randomly assembled panel of video
game creators likely wouldn’t notice the stereotyping either.
As such, there is a high chance they would approve of the
created games in many cases, making this morally permissi-
ble overall.

Finally, we assert that the developers would not be ashamed to
stand up and talk to a national TV audience about their games
– after all, they don’t realize the stereotypes in their games
or the harmful effects thereof. If we made them aware of the
effects, that would likely make them more ashamed, but many
would use it was a platform to talk about how it could happen
to everyone and how developers need to be more conscious
of issues like this when creating their games.

Overall, the different theories have very different things to
say about stereotyping in games. Two (Kantianism and the
proportionality framework) lean towards immoral, two (the
professional ethic and the TV Test) lean towards moral, and
Utilitarianism is ambiguous and likely dependent on the ex-
act situation. Since there is so much disagreement, it seems
reasonable to declare this to be morally ambiguous overall.
This does seem to accord with our own intuition. After all
it’s wrong to hurt other people, but accidents do happen. If a
professor justly fails a student, we likely wouldn’t blame the
professor for the student dropping out. If you hit another car

on the road, we would likely blame you and say you should
be accountable for the damages, even though you had no in-
tention of hitting them (assuming it actually is your fault of
course, and not a scam or something).

4.2 Games as Exploitation

On the other hand, it intuitively seems as though exploitation
should be considered ”more bad”. After all, if you are inten-
tionally striking against a group of people, whether to make
money or just to hurt that group, it seems less moral then
when it is done accidentally. As mere moral intuitivism is not
enough, let’s again analyze this game development practice
with our moral theories, starting with Utilitarianism.

Utilitarianism would feel basically the same way as before.
After all, we would still have two competing groups - the de-
velopers and anyone who enjoys the games versus the groups
of people that the game affects. Again, this would likely de-
pend on the specific circumstance. A game that strikes against
race X would likely harm more people than a game that
strikes against people with chicken pox; additionally, how
many people enjoy each game would factor in as well. In-
terestingly, this indicates that in general under Utilitarianism,
the more fun a game is, the more moral it is, since it would
lead to an increase in relative happiness. Since whether or not
this process is moral depends on these factors that are specific
to each game, we must declare it morally ambiguous in gen-
eral.

Kantianism also follows very closely to stereotyping. Before,
we said that Kantianism would reject stereotyping because
people are being used as a mere means to an end. In exploita-
tion, this still holds! If anything, people are being used more
as a mere means, because it’s being done purposefully. Kan-
tianism doesn’t technically draw any difference between the
use of people as a mere means accidentally versus intention-
ally, but if anything this would make the practice even more
morally impermissible under this theory instead of moving it
more towards moral.

So far there hasn’t been too much difference, but let’s now
take a look at the Proportionality Framework. As before, we
have ambiguous ends and bad means, and need to examine
the intentions. There is nothing ambiguous about the inten-
tions in this case – the developers are purposely stereotyping
against, and by extension hurting, groups of people. Whether
this is done directly to hurt those people, or done for the de-
velopers’ own personal gain (profit, for example), we would
still very much say that their intentions are bad for purposely
trying to hurt others with no good reason to do so. Therefore,
although the ends are still ambiguous, the means and inten-
tions are both bad, so this is also morally impermissible.

What about the Professional Ethic test? In stereotyping, the
saving grace for morality was that most developers realize
that mistakes happen. However, if the developers in ques-
tion are purposefully trying to reinforce harmful stereotypes,
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the panel of experts would be much more likely to condemn
it. After all, these developers didn’t make a simple mistake
– they are hurting people on purpose. As most developers
would not want to intentionally hurt others like this, a ran-
domly selected panel of developers would almost certainly
condemn this action as morally reprehensible.

Finally, we have the TV Test, which is very interesting in sit-
uations like this. Intuitively, we may think that developers
would be ashamed to say they reinforce negative stereotypes
either for the sake of profit or just because they don’t like
that group of people. However, we need to remember that
we are talking about developers who are knowingly, actively,
and willingly hurting others. It’s also true that hatred is a
great motivator. If someone hates X type of person enough to
develop games which actively hurt that type of person, who
is to say that they wouldn’t be willing to talk about it in front
of a national TV audience? They may very well double down
and use that audience as a method for getting their views out
there, as opposed to being ashamed of them – this is a trend
we see very often on TV and in social media in the world to-
day. Take Custer’s Revenge as an example – the game was
shown to the very groups of people it was exploiting in ad-
vance, presumably for shock value and/or free advertising
from the outrage it would cause! As such, we can’t really
know what the developers would do in this case. It’s likely
that if they are okay with actively hurting people, they’d be
okay with actively talking about it on TV, but there are also
some developers who would feel ashamed. In our opinion,
the TV Test would be ambiguous in this case, depending on
the exact developers.

Overall, that means two theories (Utilitarianism and the TV
Test) declare this practice to be morally ambiguous, and the
other 3 declare it to be morally impermissible. As such, un-
like unintentional stereotyping, we can reasonably declare in-
tentional stereotyping, or exploitation, to be morally imper-
missible overall. As such, developers who actively and know-
ingly perpetuate stereotypes in games should be condemned.

4.3 Games as Therapy

We’ve talked a lot about the harm that games can do, but let’s
talk about some of the positive effects they can have on peo-
ple as well. After all, just like there are games that reinforce
stereotypes, there are also games that try to help the commu-
nity. For example, take the GamesAid Mental Health Jam
[24]. The purpose of this game jam, or competition to make a
game matching a specific theme in a very limited time [25], is
to increase understanding and conversation around mental ill-
ness. The Asylum Jam [26] also falls into this category, as it
encourages developers to make horror games without relying
on the ”mental illness means bad person” trope that the plots
of that genre of game tends to fall under. Games can also be
used for education [2], counselling [27], psychotherapy [28],
therapy for military veterans [29], rehabilitation and mobil-
ity [30], just to spread positive messages [31], and many,
many more purposes. There is also a growing call to use

video games for these positive purposes, as they are an inter-
active and fun medium to be able to send a message (unfor-
tunately, that also includes the previously discussed negative
messages). For completeness, we now need to analyze this
using our moral lenses, bearing in mind that some of these
games would be sold and some would be distributed for free.

According to Utilitarianism, this would greatly increase over-
all happiness. The developers get profit and/or the satisfac-
tion of knowing their game is helping someone, the players
gain benefit (whether knowledge, decreased stigma against
them, etc) which makes them and their families happy. As
such, almost everyone’s happiness increases, so this is cer-
tainly moral. Note that there may be some who are so set in
their views that the release of a game which disputes them
would make them unhappy. However, very few of these peo-
ple would play the game, and most would forget about it very
quickly, so they would only have a very small negative ef-
fect on the overall happiness. Technically the game would be
more moral if it were released for free, as not having to pay
money would increase the players happiness, and that would
far outweigh the loss in happiness from the developers not
getting paid. However, making the game cost money could
lead to more happiness in the long run, by keeping those de-
velopers in business to make more games and increase the
happiness of even more people.

Kantianism would also approve of this practice. Unlike in
the previous two, where people were being used as a mere
means to an end, in games for therapy people clearly are the
end. This kind of game is made specifically to help peo-
ple, whether it be an individual or an entire group of peo-
ple. Granted, the developers do sometimes charge for these
games. However, even when they do, people are still treated
as a primary goal of the game. Many developers need to
charge money so they can keep their business afloat. Addi-
tionally, by charging money for this kind of game, they are
much more likely to be able to release more of this type of
game in the future. Overall, Kantianism would definitely ap-
prove of this type of game.

For the Proportionality Framework, we already know that the
ends and means are good, so let’s again look at the inten-
tions. Developers of therapy games typically intend to help
people. They may make money or get something else out of
doing so, but helping people is definitely one of the main mo-
tivators. This can easily be surmised with a little knowledge
about making a video game. If you are making a video game
purely for fun, you mainly only have to worry about making
the game fun. If you are making it to help somebody, you
need to do research on what the best ways to help are, figure
out how to put those ways into a game, try to confirm that it
will actually help people, and make it fun to play. As such,
in most cases, if these developers didn’t want to help people
they likely wouldn’t make therapy games. Therefore, we can
say that in the general case these developers’ intentions are
good - to help others. Therefore, the means, ends, and inten-
tions are all good, and the Proportionality Framework would
declare creating this type of game to be morally permissible.
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Next is the professional ethic. Analyzing the morality of peo-
ple in general is well beyond the scope of this work, but in
general we would consider people to be ”good”. Many peo-
ple like to help others, far more than want to hurt or don’t
care about their fellow men and women at all. As such, a
randomly selected group of people would likely want to help
other people when reasonably possible. Since game devel-
opers are people, a randomly selected panel of them is very
likely to want to help others. Because of this, they are likely
to view a game which helps others very favorably. In fact,
there are very few game developers who would not approve
of a game which helps others (the reason they would probably
state is that they don’t believe it’s a true game if it’s not purely
or mainly for fun, so it shouldn’t call itself one). This means
that yet another lens would consider the creation of therapy
games to be morally permissible.

Finally, let us look at the TV Test. Would the developers of
therapy games be willing to tell a national TV audience that
they make these games? We think that they absolutely would.
After all, they are making games that help their fellow men
and women, what is there to be ashamed of in that? Further-
more, if they are trying to spread a specific positive message
with their game, being on national TV would give them a
great platform to do so outside of the realm of video games.
It would also give them more advertising so new players who
may benefit from the game can learn of it’s existence. As
such, most developers of these games would be thrilled to get
the chance to talk about it on national television, and there-
fore this lens would soundly declare the creation of this type
of game as morally permissible.

5 Conclusions

In conclusion, we discussed three types of video games:
games with unintentional stereotyping (stereotyping), games
with purposeful stereotyping (exploitation), and games that
are intended to help groups of people or individual persons
(therapy). We then analyzed the practice of creating each of
these types of games with 5 different theories of morality,
to determine whether or not creating them is a moral prac-
tice. Games which accidentally reinforce stereotypes were
the most ambiguous, with the various lenses placing them
scattered all over the moral compass. Games which exploit
stereotypes, however, were condemned, with 3 of 5 lenses
declaring creating this type of game to be immoral, and 2
declaring it to be morally ambiguous. Unsurprisingly, cre-
ating video games that involve elements of therapy was de-
clared to be moral by all 5 theories, according well with our
natural intuition.

It is a tenuous time for video games. They have grown from
what was believed to be a fad [32] to a multi-billion dollar in-
dustry, and are constantly a target of criticism from those who
don’t understand them. However, it is also an exciting time
for video games. We have seen more and more use of video
games for purposes besides fun, such as education. Video
games have the potential to have a massive positive impact

on society. As such, it is vital that we pursue and support
games which help others, and condemn those which hurt oth-
ers. There’s a lot of work left to be done but the future of
video games is so bright, they need to wear shaders.

References

[1] Gearcrafter, Disney asked these guys to build a
minecraft tomorrowland (download), https://gearcraft.
us/disney-asked-these-guys-to-build-a-minecraft-
tomorrowland-download/, 2015.
[2] Zoombini Wiki, Logical journey of the zoombi-
nis, https://zoombinis.fandom.com/wiki/Logical Journey of
the Zoombinis, 2021, accessed: 2022-01-28.
[3] Designing Digitally, Using video games for em-
ployee training, https://www.designingdigitally.com/blog/
2019/05/using-video-games-employee-training, 2019, ac-
cessed: 2022-01-31.
[4] C. Mello-Klein, The rise of documentary video
games that use journalism to tell stories, https:
//camd.northeastern.edu/showcase/the-rise-of-documentary-
video-games-that-use-journalism-to-tell-stories/, 2019,
accessed: 2022-01-31.
[5] Firefighter Insider, Are spider webs flammable?
sorta. . . , https://firefighterinsider.com/spider-webs-
flammable, 2021, accessed: 2022-01-28.
[6] TV Tropes, You have to burn the web, https://tvtropes.
org/pmwiki/pmwiki.php/Main/YouHaveToBurnTheWeb,
2008, accessed: 2022-01-28.
[7] The Black Sentinel, Resident evil 5 outbreaks of
racism, https://theblacksentinel.wordpress.com/2007/08/
04/resident-evil-5-outbreaks-the-racism/, 2007, accessed:
2022-03-15.
[8] J. Hsu, For better or worse, ’resident evil 5’
exposes racism, https://www.livescience.com/3385-worse-
resident-evil-5-exposes-racism.html, 2009, accessed: 2022-
01-28.
[9] Capcom, Resident evil 5 xbox 360 trailer - extended e3
trailer (hd), https://www.youtube.com/watch?v=5lYNJQVz
Pc, 2011, accessed: 2022-01-28.
[10] H. Goldstein, Editorial: Is resident evil 5 racist?,
https://www.ign.com/articles/2009/02/10/editorial-is-
resident-evil-5-racist, 2009, accessed: 2022-01-28.
[11] R. F. Bornstein, P. R. D’Agostino, The attribution and
discounting of perceptual fluency: Preliminary tests of a per-
ceptual fluency/attributional model of the mere exposure ef-
fect, Social Cognition, 12(2):(1994), 103–128.
[12] J. Prager, The worst video game in gaming his-
tory, https://screenrant.com/worst-video-game-in-gaming-
history/, 2020, accessed: 2022-01-31.
[13] Times Leader, ”custer’s revenge” takes one more stand,
https://www.timesleader.com/uncategorized/6939/custers-
revenge-makes-one-more-stand, 2015, accessed: 2022-03-
15.

63

https://gearcraft.us/disney-asked-these-guys-to-build-a-minecraft-tomorrowland-download/
https://gearcraft.us/disney-asked-these-guys-to-build-a-minecraft-tomorrowland-download/
https://gearcraft.us/disney-asked-these-guys-to-build-a-minecraft-tomorrowland-download/
https://zoombinis.fandom.com/wiki/Logical_Journey_of_the_Zoombinis
https://zoombinis.fandom.com/wiki/Logical_Journey_of_the_Zoombinis
https://www.designingdigitally.com/blog/2019/05/using-video-games-employee-training
https://www.designingdigitally.com/blog/2019/05/using-video-games-employee-training
https://camd.northeastern.edu/showcase/the-rise-of-documentary-video-games-that-use-journalism-to-tell-stories/
https://camd.northeastern.edu/showcase/the-rise-of-documentary-video-games-that-use-journalism-to-tell-stories/
https://camd.northeastern.edu/showcase/the-rise-of-documentary-video-games-that-use-journalism-to-tell-stories/
https://firefighterinsider.com/spider-webs-flammable
https://firefighterinsider.com/spider-webs-flammable
https://tvtropes.org/pmwiki/pmwiki.php/Main/YouHaveToBurnTheWeb
https://tvtropes.org/pmwiki/pmwiki.php/Main/YouHaveToBurnTheWeb
https://theblacksentinel.wordpress.com/2007/08/04/resident-evil-5-outbreaks-the-racism/
https://theblacksentinel.wordpress.com/2007/08/04/resident-evil-5-outbreaks-the-racism/
https://www.livescience.com/3385-worse-resident-evil-5-exposes-racism.html
https://www.livescience.com/3385-worse-resident-evil-5-exposes-racism.html
https://www.youtube.com/watch?v=5lYNJQVz_Pc
https://www.youtube.com/watch?v=5lYNJQVz_Pc
https://www.ign.com/articles/2009/02/10/editorial-is-resident-evil-5-racist
https://www.ign.com/articles/2009/02/10/editorial-is-resident-evil-5-racist
https://screenrant.com/worst-video-game-in-gaming-history/
https://screenrant.com/worst-video-game-in-gaming-history/
https://www.timesleader.com/uncategorized/6939/custers-revenge-makes-one-more-stand
https://www.timesleader.com/uncategorized/6939/custers-revenge-makes-one-more-stand


[14] B. Ashcraft, Goodbye gal gun panties!?, https://
kotaku.com/goodbye-gal-gun-panties-5714476, 2010, ac-
cessed: 2022-01-31.
[15] OldGames, Logical journey of the zoombinis down-
load, https://www.old-games.com/download/10368/logical-
journey-of-the-zoombinis, 2019, accessed: 2022-03-15.
[16] S. Basu, 10 environmental games that teach
kids about earth, ecology, and conservation, https:
//www.makeuseof.com/tag/10-environmental-games-teach-
kids-earth-ecology-conservation/, 2017.
[17] An Examination of the Ethics of Downloadable Content
in Video Games).
[18] An Examination fo the Ethics of Asset Flips).
[19] An Examination fo the Ethics of Imitation Games).
[20] J. S. Mill, Utilitarianism., Fraser’s magazine,
64(384):(1861), 659–673.
[21] I. Kant, Grounding for the metaphysics of morals: With
on a supposed right to lie because of philanthropic concerns
(Hackett Publishing, 1993).
[22] T. M. Garrett, Business ethics.
[23] G. R. Laczniak, Framework for analyzing marketing
ethics, Journal of Macromarketing, 3(1):(1983), 7–18.
[24] GamesAid, Gamesaid mental health jam, https://itch.io/
jam/gamesaid-mental-health-game-jam/, 2020.
[25] P. Singh, How game jams are an amazing way to learn
game development, https://medium.com/chingu/how-game-
jams-are-an-amazing-way-to-learn-game-development-
7b77fa56c252, 2019.
[26] D. Servant, The asylum jam challenge, https://www.
rcpsych.ac.uk/news-and-features/blogs/detail/cultural-
blog/2016/05/26/the-asylum-jam-challenge, 2016, accessed:
2022-01-31.
[27] Bradley University, How gamification can be used
in counseling, https://onlinedegrees.bradley.edu/blog/how-
gamification-can-be-used-in-counseling/, 2020.
[28] T. A. Ceranoglu, Video games in psychotherapy, Review
of General Psychology, 14(2):(2010), 141–146.
[29] OSD, Games to grunts, https://weareosd.org/games-to-
grunts/, 2020.
[30] Physiopedia, Gaming technology in neurolog-
ical rehabilitation, https://www.physio-pedia.com/
Gaming Technology in Neurological Rehabilitation, 2020.
[31] P. Darvasi, 10 comfort games that encour-
age kindness, community and well-being, https:
//www.kqed.org/mindshift/55771/10-comfort-games-that-
encourage-kindness-community-and-well-being, 2020.
[32] The Tampa Times, Video games just a passing fad,
top toy company executive says, https://www.upi.com/
Archives/1977/12/07/Video-games-just-a-passing-fad-
top-toy-company-executive-says/9001549038254/, 1977,
accessed: 2022-01-31.

64

https://kotaku.com/goodbye-gal-gun-panties-5714476
https://kotaku.com/goodbye-gal-gun-panties-5714476
https://www.old-games.com/download/10368/logical-journey-of-the-zoombinis
https://www.old-games.com/download/10368/logical-journey-of-the-zoombinis
https://www.makeuseof.com/tag/10-environmental-games-teach-kids-earth-ecology-conservation/
https://www.makeuseof.com/tag/10-environmental-games-teach-kids-earth-ecology-conservation/
https://www.makeuseof.com/tag/10-environmental-games-teach-kids-earth-ecology-conservation/
https://itch.io/jam/gamesaid-mental-health-game-jam/
https://itch.io/jam/gamesaid-mental-health-game-jam/
https://medium.com/chingu/how-game-jams-are-an-amazing-way-to-learn-game-development-7b77fa56c252
https://medium.com/chingu/how-game-jams-are-an-amazing-way-to-learn-game-development-7b77fa56c252
https://medium.com/chingu/how-game-jams-are-an-amazing-way-to-learn-game-development-7b77fa56c252
https://www.rcpsych.ac.uk/news-and-features/blogs/detail/cultural-blog/2016/05/26/the-asylum-jam-challenge
https://www.rcpsych.ac.uk/news-and-features/blogs/detail/cultural-blog/2016/05/26/the-asylum-jam-challenge
https://www.rcpsych.ac.uk/news-and-features/blogs/detail/cultural-blog/2016/05/26/the-asylum-jam-challenge
https://onlinedegrees.bradley.edu/blog/how-gamification-can-be-used-in-counseling/
https://onlinedegrees.bradley.edu/blog/how-gamification-can-be-used-in-counseling/
https://weareosd.org/games-to-grunts/
https://weareosd.org/games-to-grunts/
https://www.physio-pedia.com/Gaming_Technology_in_Neurological_Rehabilitation
https://www.physio-pedia.com/Gaming_Technology_in_Neurological_Rehabilitation
https://www.kqed.org/mindshift/55771/10-comfort-games-that-encourage-kindness-community-and-well-being
https://www.kqed.org/mindshift/55771/10-comfort-games-that-encourage-kindness-community-and-well-being
https://www.kqed.org/mindshift/55771/10-comfort-games-that-encourage-kindness-community-and-well-being
https://www.upi.com/Archives/1977/12/07/Video-games-just-a-passing-fad-top-toy-company-executive-says/9001549038254/
https://www.upi.com/Archives/1977/12/07/Video-games-just-a-passing-fad-top-toy-company-executive-says/9001549038254/
https://www.upi.com/Archives/1977/12/07/Video-games-just-a-passing-fad-top-toy-company-executive-says/9001549038254/


 
 
 
 
 
 
 
 
 
 
 
 

REFEREED UNDERGRADUATE PAPERS 
 
 

65



JUDGING A BOOK BY ITS COVER’S COLOR

Samantha Rodgers and Brandon Packard
CU-GAME, Clarion University of Pennsylvania

bpackard@clarion.edu, s.e.rodgers@eagle.clarion.edu

ABSTRACT

Judging a book by its cover is often used as a lesson on how
outward appearance cannot be an indicator of something or
someone’s worth. When taken literally however, this is an
interesting research problem. We set out to prove that it is
possible to judge or classify a book significantly better than
guessing based off that book cover’s color palette alone. We
did this by using a Python script to extract information about
each cover, converting it into attributes for machine learning,
and then feeding that information into a variety of learners.
Specifically, we compare the cover pixel-by-pixel to eight
palette colors, recording how often each palette color is the
closest to the pixel.

1 Introduction

There is a common saying that everyone has heard through-
out life, “Do not judge a book by its cover”, but what if you
could? While this saying is normally used metaphorically to
mean to not judge the worth or value of something or some-
one by its outworld appearance, it can also be used literally,
which is how it is meant here. What if it were possible to
know the genre of a book based solely off the cover, or more
specifically by the main colors used for that cover. Would we
see that books in darker genres use a darker color palette than
more lighthearted genres? This data analysis is where the in-
vestigation into this idea begins. A dataset was used to train
three learners to see if they could classify genres based off the
weight of frequency of colors used on the book cover.

Although there are many genres of books, we only examined
two for this particular study: romance and thriller. These two
genres remain two of the most popular and so different that it
would be reasonable to believe they should have very differ-
ent color palettes (see Figure 1 for a rather distinct example).
The cover of a book is the first contact readers have with a
story and many expectations can be gained from the cover
alone. Understanding how books would be classified based
off of the colors used on a book cover could help readers to
better identify the genres they enjoy, as well as improve the
marketing of books by keeping to genre-specific colors. This
analysis will help see if the idea of judging a book by its cover
can be a reality, and is an important endeavor in this area.

Figure 1: Image of two rather stereotypical book covers. The left, a
romance title, features bright colors and pastels. The right, a thriller
title, features black and darker colors such as greens and blues. This
contrast spawned the idea for this study.

2 Related Work

There have been some studies asking the same question of
whether we can judge a book by its cover. In 2013 there was
a study done at Griffith University which took cover color
into account but did not use machine learning for classifica-
tion of book covers [1]. The Griffith study focused on a sur-
vey of 180 individuals’ expectations of colors used for book
covers of three genres: Romance, Science Fiction, and Mys-
tery/Thriller. The study found those in the study expected
that Science Fiction and Mystery/Thriller would have similar
cover colors and Romance would have different colors.

In 2016 a group of students from Kyushu University in Japan
looked to answer the question of whether we can judge a
book by its cover by looking at visual clues on the cover [2].
Specifically, the study used a deep Convolutional Neural Net-
work (CNN) to predict the genre of a book based off images
on the cover. The study showed that a CNN can extract fea-
tures and learn the design rules of the cover which helped in
some cases to classify the book genre. However, this study
ultimately found that determining genre based off cover art
alone was difficult as many cover images were misleading as
to the genre of the book.

In 2017, students from Stanford University conducted a study
taking the 2016 Kyushu University study further by seeing if
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books could be judged from their cover art and title com-
bined [3]. Like the 2016 study they used neural network
approaches for predictions based off cover images, specifi-
cally using Fully Connected networks, Conv Pool networks,
VGGNet, SqueezeNet and ResNet. They also used text clas-
sification algorithms such as Multinomial Naive Bayes and
SVM classifiers, in addition to Neural Networks using a Bag
Of-Word text representation for predicting the genre from
the title of the books. They found the best combination was
ResNet for the image classification task and Fully Connected
network using a Bag-of-Words the best on text classification.
The study showed high accuracy when classifying book gen-
res based off both cover art and title combined. It also showed
that when looked at individually book title was much better at
predicting genre than book cover art, much as was seen in the
Kyushu University study. To our knowledge, there have not
been studies past these investigating the possibility of using
machine learning to judge book genres by their cover. Our
study goes in a different direction from the previous studies,
as two studies did not consider colors on the book cover as
attributes to predict book genres and the one study which did
consider color relied on human expectation surveys, not ma-
chine learning models.

3 Dataset and Modelling

We will now discuss our dataset, how we transformed it, and
how we used machine learners to model and classify the data
based on that transformation.

3.1 Dataset

The data which was used for this analysis was obtained
through a series of steps. Firstly, a book cover dataset was
downloaded from Kaggle [4]. This dataset included a CSV
with information such as book title, author, format and rat-
ings, and cover images for each book (each as its own file).
From this set only the genres thriller and romance were cho-
sen. At this point the data needed cleaning, so we created a
python script to clean up the images by having them listed
by their titles instead of the identifier number from the origi-
nal dataset, and removed any strange characters in the titles.
This process allowed us to match the images with the CSV
data from each genre via code. Once the data was cleaned we
made another python script which read in each of the cover
images and weighed each of 8 color options to show which
colors were in the image and which of those were the most
prevalent. The 8 colors used were black, white, red, green,
blue, yellow, purple, and cyan. For each pixel in the cover
image, we found which of the 8 color options was closest to
it, and then added one to the frequency of that color. This
information was then converted to an .arff file to be used in
Weka for machine learning.

Initially when starting this analysis, the idea was to have the
code assign colors’ weights and output which colors had the
highest X frequencies. This led to two dataset options, one

Figure 2: The 8 colors used for our comparisons. We selected these
colors because they are the furthest 8 colors from each other in terms
of RGB space - all combinations of 255 and 0.

with the top three colors on the cover and one with the top
five colors on the cover. Once these datasets were used, it was
seen there were far too many duplicates, which was creating
issues for the learners. As a result, the decision was made to
instead have the code output the exact frequencies for each
color on the cover which led to 9 total attributes: all 8 colors
and the genre attribute. As such, each color attribute would
have the exact frequency of that color being the closest to
the color on the cover. This data did better since there were
very minimal duplicates, leading to more effective learning.
This dataset includes a total of 1,684 instances, 842 from each
genre: thriller and romance.

The details on the 9 attributes are listed below. Each color has
its RGB value listed in parentheses.

1. Black: The number of times black (0,0,0) was the closest
color to the color on the book cover.

2. White: The number of times white (255,255,255) was
the closest color to the color on the book cover.

3. Red: The number of times red (255,0,0) was the closest
color to the color on the book cover.

4. Green: The number of times green (0,255,255) was the
closest color to the color on the book cover.

5. Blue: The number of times blue (0,0,255) was the clos-
est color to the color on the book cover.

6. Yellow: The number of times yellow (255,255,0) was
the closest color to the color on the book cover.

7. Purple: The number of times purple (255,0,255) was the
closest color to the color on the book cover.

8. Cyan: The number of times cyan (0,255,255) was the
closest color to the color on the book cover.

9. The output class: Whether the book was classified as
being in the romance genre or the thriller genre.

The colors used are shown visually in Figure 2.

3.2 Modelling

When looking at the dataset there were many options for clas-
sification learners, and many were run to get to the final three,
which showed to be the best at classifying the data. This mod-
eling process was done in Weka. To begin, the Naı̈ve Bayes
algorithm was chosen as it is based on the concept of de-
pendent probability and is a simple statistic-based algorithm.
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Starting with Naı̈ve Bayes helped to see where we are start-
ing with the data. The settings used for this were using cross
validation with 10 folds. This setting ended up being the best
option for all classifiers with this dataset and was used for the
final three learners used for this analysis. Other options such
as using a percentage spilt of 66% were also tried with the
Naı̈ve Bayes algorithm but this decreased the results.

From here it was seen that tree-based classifiers were good
fits for this data. First, J48 decision tree was used as this
is a highly popular decision tree algorithm for classification
problems in machine learning. This was attempted with var-
ious settings, but it was found the best were settings which
included allowing pruning, setting subtree raising to true and
reduced error pruning to false, with a cross validation of
10 folds. Setting subtree raising to true and reduced error
pruning to false means the inner nodes are deleted and re-
distributes instances if error estimates decrease which proved
to work well. Another tree algorithm which performed well
with the data was a random forest with 100 iterations and
cross validation of 10 folds. Random forest was also tried
with more iterations, with the max being 1000 but this made
minimal difference in the outcome while taking a much
longer time to train the learner. More folds were also tried
but decreased the efficiency of the model.

After trying many models J48 was chosen to use with various
pre-processing modification filters to investigate the model
further. A J48 tree was run using the remove duplicates fil-
ter, which removes any instances which are duplicates. As
mentioned in the dataset section, the data which was initially
chosen had many duplicates which made the learners diffi-
cult to train for classification. With this dataset however, only
four duplicates were found, so there was no significant gain.
The next modification was the attribute selection filter which
chooses the attributes with the most predictive power for the
learner to use. This filter helps to see if there are attributes
which either do not help the model or inhibit it from perform-
ing well. The final modification used was to normalize the
data which is meant to reduce redundancy and provide con-
sistency in the dataset.

After the modifications were investigated it was important to
have an upper baseline and a lower baseline to compare the
results of the J48 learner in order to gain a better understand-
ing of its performance. Without an upper and lower baseline,
it is difficult to know if the J48 tree is giving good results. Up-
per baselines help to show the best performance which can be
performed with the given dataset while lower baselines give
the base measures of performance of the dataset. Ideally, we
would get results from J48 that are better than the lower base-
line and as close as possible to the upper baseline. The upper
baseline used for this analysis was the same set algorithm and
the lower baseline was the zero rule algorithm.

Precision F-Measure ROC Curve
Naı̈ve Bayes 0.559 0.539 0.535

J48 0.613 0.611 0.600
Random Forest 0.595 0.595 0.595

Table 1: Results, in various metrics, of training various learners on
our data set and then using them to classify the data. Many learners
were ran, but these were the best ones.

4 Results

Many algorithms were originally run using the dataset but
three of the top performers were selected for the results.
These algorithms were Naı̈ve Bayes, J48 with pruning, and
random forest with 100 iterations. All algorithms were run
using cross validation with 10 folds. The metrics chosen to
show the results of the learners are precision, f-measure, and
ROC Area. Precision is the probability of correct detection
of positive values and is seen as a measure of quality. Higher
precision results mean that an algorithm returns more rele-
vant results than irrelevant ones. Recall is the measure of the
model correctly identifying true positives and is a measure of
how accurately the model can identify relevant data.

Ideally, a model would have both a high precision and recall
but improving one tends to reduce the other which is why
F-measure is used in our results as it is a combination of pre-
cision and recall metrics, which helps to give a good look at
both. The ROC Area is the Receiver Operator Characteristic
under the curve and measures the model’s ability to distin-
guish between classes. ROC is a probability curve, and the
accuracy of a model is measured by looking at the area un-
der the ROC curve. Ideally, we want the ROC Area to be as
close to 1 as possible. Running the three algorithms lead to
the results found in Table 1.

From the results it is quickly seen the tree classifiers outper-
form Naı̈ve Bayes. J48 preformed the best of all and shows
the highest results in all three metrics. Precision is a met-
ric which we want to be as high as possible as it shows the
algorithm is returning more relevant results. F-measure is
a bit lower than precision which would most likely be due
to the recall being lower which means there is better quality
than quantity in the performance which is useful. The ROC
Area shows that J48 is doing better than randomly guessing
the classification as that would show a 50% result. What the
results are showing for J48 is that it is correctly classifying
60% -61% of the test data into the correct classification class,
genre. This means that it can learn from the weights of each
color and best classify the instances into the genre based on
the weights of cover color alone. From these initial results
J48 is the best classifier for this problem as it shows higher
results in all metrics and is beneficial for reducing the likeli-
hood of overfitting the model which helps to increase perfor-
mance and makes a more reliable model for future data.

Since J48 outperformed the other algorithms, this classifier
was used with various modifications to investigate whether
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Precision F-Measure ROC Curve
Remove Duplicates 0.603 0.600 0.597
Attribute Selection 0.602 0.587 0.575

Normalize 0.613 0.611 0.600

Table 2: Results, in various metrics, of training J48 on a modified
data set and then using them to classify the data. The three filters
used were to remove all duplicates from the data, automatically se-
lecting the best attributes, and normalizing the values.

the results could be increased. The metrics found for J48 with
modifications are found in Table 2.

The first modification was the pre-process filter of removing
duplicates. This filter removed four instances which were du-
plicates. This was interesting as this means there were book
covers which had all eight colors in the exact same frequen-
cies. Upon closer investigation into this occurrence, it was
discovered that two book covers where included in both gen-
res. This could be an issue with the data itself, accidentally
placing the same book cover in each genre or these books
could be included in both genres which is a high possibility
as cross genres have become more prevalent in recent years.
By looking at the data, it was seen the latter was the case, the
two books placed in both genres have been placed there in-
tentionally, as they are listed in each genre on popular book
websites such as Goodreads. This is an area which would
need to be addressed when working on future learners for this
problem as having books in multiple genres would continue
to create issues. The best way for this to be handled would
be that books are placed in their primary genre only, to avoid
this situation – after all, if all 8 attributes are the same but the
class isn’t, there’s no way to know which class to choose.

From the results it is seen that this filter did affect the al-
gorithm but in a negative way as it decreased results for all
metrics. Removing duplicates could cause decreases in areas
of accuracy, precision, and other metrics because they do still
help train the learner. This could lead to overfitting, but in this
dataset that was not too much of a problem as the number of
duplicates was minimal. If there were more duplicates this
could be a much bigger issue with the model’s performance.

The next modification was the attribute selection filter which
is meant to select the best attributes to use and remove the
remainder. This is a good filter to utilize when looking to
see if all attributes are relevant for the classification task as
irrelevant attributes can be decreasing the performance of a
model. When this filter was used it removed all attributes
except black, purple, and genre. This filter is supposed to
choose attributes with the highest predictive power but as seen
from the results this is not the case for this dataset. The results
were the lowest seen for J48 and seems to beg the question of
why these three were chosen. The color black’s frequency is
high for many covers, and covers with a non-zero frequency
for purple are split almost evenly between the two genres, giv-
ing a reason why a learner with only these attributes may not
have as much predictive power as one with all the attributes.

Precision F-Measure ROC Curve
J48 0.613 0.611 0.600

Same Set 0.633 0.629 0.650
Zero Rule 0.498 0.450 0.498

Table 3: J48’s performance compared to an upper baseline, training
and testing on the Same Set (with J48) and a lower baseline, just
picking the majority (Zero Rule).

Another question that this filter brings up is involving the fre-
quency of black on book covers. It is highly common for text
on book covers to be black, so this could be skewing the fre-
quency of this color and creating issues with it being too high
of a number for all genres. This skewing could be making
the color black less powerful for prediction than it might be
without the text. On any account, this filter overall decreased
the accuracy of the learner.

The final modification was to normalize the data using the
normalize filter. Applying this filter changes the values of
numeric columns in the dataset to a common scale without
distorting the data or losing information. Normalization is
meant to help minimize duplicate data and provide consis-
tency, but it did not help with this dataset, as it didn’t signif-
icantly change the results from the original J48 learner that
didn’t have this filter. Taking all these modifications into ac-
count it is evident the J48 without modifications remains the
best choice overall.

When performing classification problems, it is important to
also look at upper baselines and lower baselines for context,
to have a better understanding of how well the learner per-
forms. One of each were chosen for this purpose, leading to
the results found in Table 3.

The upper baseline which was used for this analysis was
Same Set which trains and tests on the same dataset, which
would show the best results possible for the dataset. This up-
per baseline helps to show the J48 tree is performing well
and not far off from the best a learner could perform with
this dataset. As a recap the precision of J48 was 0.613 and
the same set is 0.633, only 0.02 off from one another. The
ROC Area for Same Set is also only 0.050 off how the J48
performed. This upper baseline shows that J48 is perform-
ing well in classifying the genres of books based off the fre-
quency of colors on the book covers. It also helps to show the
maximum we could reach with this learner, which could be
further investigated by using different modification and set-
tings to see if J48 can get to the maximum performance.

A lower baseline uses simple summary statistics or random-
ness to classify datasets and returns the base measure which
can be performed with the dataset. This is helpful to com-
pare with learners to see what their metrics truly mean. The
lower baseline used for this analysis is ZeroR or Zero Rule
which simply predicts the majority class and is often the go
to lower baseline for classification methods. The results in
Figure 3 show that ZeroR is just below 50% for all metrics
and a learner performing well should be greater than all the
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ZeroR metrics. This 49% seen for ZeroR is close to how a
learner would perform if classes were just randomly selected.
When compared to the results for the J48, it is seen the J48
learner is performing better than choosing the classes at ran-
dom. J48’s performance is well above the lower baseline, and
close to the upper baseline, indicating it is performing well.

5 Conclusion

This analysis sought to prove that a book can be judged or
more accurately classified by its cover, which it did. From
this analysis it is seen that it is possible to train a learner to
correctly classify book genres based off colors on the book
cover alone. It has been seen in Table 1 that when using only
color frequency of book covers a learner can accurately clas-
sify the correct genre 61% of the time. While this does not
seem high enough, when compared with the upper baseline
of 63% it shows promise. When first starting this examina-
tion, it was the intention to see huge results proving correct
our long-held hypothesis that book genres can be classified
based off the color palette of the book cover alone.

Through this process of converting the data and further ex-
amining it, we found that simply picking the 3 most frequent
colors was not enough. Rather, from this it is seen that us-
ing the frequency of each color was much more helpful when
training the learner than to simply give it those main colors,
and a learner was created based on all the colors that classifies
much better than the lower baseline.

We believe that with some more effort, we could get a learner
to perform even closer to the upper baseline’s results. It
would also be interesting to try the learners with more gen-
res to see how well they perform with more data (the odds
of a random predictor being correct would decrease, but what
about our baselines and learners?) Another area of interest
would be to use both color palette and text to see if this helps
to improve learner results, perhaps even increasing the results
seen by the Stanford study. Ultimately, while the metaphor-
ical meaning to the adage about not judging a book by its
cover may be true, the literal meaning is not. After all, we
can judge a book at least partially by its cover, provided we
have a little help from our machine learning friends.
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ABSTRACT 

Cardiovascular disease (CVD) is the leading cause of 

death in the United States and the developed world. 

Patients with traditional risk factors, such as a history of 

smoking or high blood pressure, are at increased risk of 

developing cardiovascular disease. Unfortunately, half 

of all myocardial infarctions and strokes occur in 

individuals with low risk of disease. The application of 

supervised learning to the prediction of cardiovascular 

disease improves accuracy and both sensitivity and 

specificity compared to traditional models. This study 

examined the ability of two algorithms, J48 

classification and Random Forest (RF), to predict the 

presence of cardiovascular disease in two publicly 

available datasets containing cardiovascular disease risk 

factor data on 97082 patients.  For both datasets, J48 

was more accurate than the RF at predicting 

cardiovascular disease. Sensitivity, specificity, positive 

predictive value and negative predictive value were 

similar for both algorithms. J48 required less time to 

build and run the model and predicted cardiovascular 

disease with greater accuracy. As supervised learning is 

used with greater frequency in disease prognostication, 

J48 should be considered as a candidate for improved 

disease prediction.  

 

KEY WORDS 

Supervised Learning, Cardiovascular Disease 
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1. INTRODUCTION  

Cardiovascular disease (CVD) is the leading cause of 

death in the United States and the developed world 

[1,2]. Patients with traditional risk factors, such as a 

history of smoking or high blood pressure, are at 

increased risk of developing cardiovascular disease [3]. 

Unfortunately, half of all myocardial infarctions and 

strokes occur in individuals with low risk of disease. 

Early efforts to predict CVD used logistic regression 

and often sought to predict cardiovascular death or 

myocardial infarction based upon the presence of 

cardiovascular disease risk factors. Common risk 

factors for CVD include a history of smoking, high 

blood cholesterol, high blood pressure, age and sex [4, 

5]. In 1998, the Framingham Heart Study found that a 

model using total cholesterol, HDL cholesterol, age, 

sex, systolic blood pressure, diabetes mellitus, and 

smoking was able to separate those who experience 

CVD events from those who do not [6]. Despite these 

efforts, half of myocardial infarctions and strokes occur 

in people who are not predicted to be at increased risk 

for cardiovascular disease [7].  

 

For this reason, researchers have begun to apply 

machine learning algorithms to cardiovascular disease 

prediction. In 2017, Weng et al. [8] reported improved 

prognostic accuracy using machine learning algorithms 

by 1.7 to 3.6%. These models also had higher 

sensitivity and specificity measures compared to 

traditional modeling techniques. Alaa et al. [9] found 

that their machine learning model using a combination 

of 5 common machine learning algorithms 

outperformed traditional prediction equations by up to 

5%, including the Framingham Risk Score and Cox 

proportional hazard models. Martins et al. [10] applied 

data mining techniques for cardiovascular disease 

prediction and found that the best technique was 

Decision Tree. The purpose of this analysis is to 

compare the ability of two separate algorithms, J48 and 

Random Forest (RF), to predict cardiovascular disease 

in two distinct datasets.  

2. DATASETS 

A. CardioTrain 

The CardioTrain data set was retrieved from Kaggle on 

9/23/2021. This dataset includes data from 70,000 

patients from the European Union and includes the 

following continuous attributes: patient ID, age (days), 

height, weight, gender, systolic blood pressure, and 

diastolic blood pressure. Age in years was calculated 

from age in days with 1. Body mass index (BMI) was 

calculated from provided height and weight values with 

2. Mean arterial pressure was calculated with 3 from 

provided systolic blood pressure (SBP) and diastolic 

blood pressure (DBP) values.  

 

Age(days)/365.25 = Age(years)                   (1) 

 

BMI (kg/m2) = Body Mass (kg) / height (m)2                     (2) 

 

Mean Arterial Pressure = [(SBP-DBP)/3] + DBP       (3) 
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The dataset also includes categorical attributes. 

Cholesterol and glucose were categorized as normal (1), 

above normal (2) and well above normal (3). Current 

cigarette smoking and cardiovascular disease status 

were also included as binary attributes with 0 indicating 

that this attribute was absent and 1 indicating that this 

attribute was present [11]. Subjects were characterized 

as obese if their BMI was ≥ 30 kg/m2. Subjects were 

characterized as hypertensive if their systolic blood 

pressure was ≥ 140 mmHg or if their diastolic pressure 

was ≥ 90 mmHg [12]. 

 

Subject characteristics for the CardioTrain dataset are 

shown in Table 1. The mean age for this sample was 

53.3±6.8 years. The mean BMI was 27.5 ± 5.3 kg.m2. In 

these subjects, 34.9% were male, 26.2% were obese, 

15.0% had abnormal glucose, 25.0% had abnormal 

cholesterol, 28.1% had hypertension, 8.8% smoked, and 

49.5% had coronary heart disease. 

B. NHIS 

Since 1957, the National Health Interview Survey 

(NHIS) has collected information on the health of 

residents of the United States. Survey results from 

2019, the most recent year from which such data is 

available can be found at 

https://www.cdc.gov/nchs/nhis/index.htm (retrieved on 

9/23/2021). This dataset includes self-report data from 

31,998 adults. The NHIS data includes 534 attributes; 

for this analysis, only those attributes with an analogous 

counterpart found in the CardioTrain dataset were 

included.  The NHIS recorded height in inches and 

weight in pounds. These values were converted to 

meters and kilograms respectively with 4 and 5.  

 

Height in inches * 0.0254 = Height in meter               (4) 

 

Body weight (lbs) / 2.2 = body mass (kg)                    (5) 

 

BMI was calculated from these values using 2. The 

final data set includes continuous variables of age in 

years and BMI. Ages between 18 and 85 years were 

recorded as a whole number. Individuals 85 or older 

were simply recorded as 85 or older. For this reason, an 

age category was created for both datasets, with 

categories from 1-5 representing ages 18-34, 35-49, 50-

64, 65-84 and 85 and older, respectively. Binary 

variables were created for abnormal glucose, abnormal 

cholesterol, hypertension, current cigarette smoking and 

cardiovascular disease [13]. Methodologies for 

categorization are described in section IV.  

 

Subject characteristics for the NHIS dataset are shown 

in Table 2. The mean age for this sample could not be 

calculated due to the classification of individuals over 

84 years of as “85 or older.” The mean age for subjects 

between 18 and 85 years of age was 50.8 ± 17.5 years. 

The mean BMI was 27.5±5.3 kg/m2. In these subjects, 

46.8% were male, 31.3% were obese, 17.4% had 

abnormal fasting glucose values, 23.7% had abnormal 

cholesterol, 33.0% had hypertension, 10.7% were 

current cigarette smokers and 10.1% had coronary heart 

disease.  

Table 1. Subject characteristics and prevalence rates 

of cardiovascular disease risk factors in the 

CardioTrain dataset. 

 

Table 2. Subject characteristics and prevalence rates 

of cardiovascular disease risk factors in the NHIS 

dataset. 

 n (%) 

Obese 8901 (31.3) 

Abnormal Fasting Glucose 4953 (17.4) 

Abnormal Cholesterol 6736 (23.7) 

Hypertension 9384 (33.0) 

Current Cigarette Smoker 3062 (10.7) 

Coronary Heart Disease 2884 (10.1) 

Male Gender 13299 (46.8) 

 

The primary difference between these two datasets is 

how the data was collected. The CardioTrain data was 

collected during patient visits with a health care 

practitioner while the NHIS data is self-report data 

collected via telephone interviews. NHIS data may 

therefore be prone to recall error. The NHIS data set 

categorizes individuals with abnormally high 

cholesterol or abnormally high blood glucose while the 

CardioTrain dataset divides those with abnormal 

glucose and cholesterol values into above normal and 

well above normal groups. The majority of subjects in 

the CardioTrain dataset were from age category 2 or 3 

(68,653, 99.99%). CardioTrain had no subjects in 

category 4 or 5. The NHIS data set had a more 

homogenous age distribution; 6241 subjects were in 

category 1, 6444 subjects were in category 2, 7429 

subjects were in category 3, 7281 subjects were in 

category 4 and 1020 were found in category 5. The 

subjects in the CardioTrain dataset were significantly 

older (p<0.05) than the subjects in the NHIS dataset.   

 

 Algorithms 

 
J48 

The J48 classification algorithm uses a labeled training 

data set with some nominal class attribute to build a 

decision tree. J48 uses the concept of information 

entropy to do said task. By splitting the dataset into 

smaller groups, the algortihm is able to use every 

attribute to make a decision on what the splitting 

attribute is to be used. The J48 algortihm uses the idea 

that the attribute with the highest information gain to 

choose the splitting attribute. This idea is then applied 

to each of the subsets that the algorithm has created and 

repeating until all instances in one of the subsets 

belongs to the same class, i.e. the stopping criteria. 

Once this happens a leaf node is created. J48 works 

especially well with smaller data sets and a limited 

 n (%) 

Obese 17958 (26.2) 

Abnormal Fasting Glucose 10281 (15.0) 

Abnormal Cholesterol 17196 (25.0) 

Hypertension 19301 (28.1) 

Current Cigarette Smoker 6037 (8.8) 

Coronary Heart Disease 33967 (49.5) 

Male Gender 23936 (34.9) 
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number of attributes. It has been used in studies and 

even proven to be the best alogirhtm in disease 

prediction [14]. 

 

Random Forest 

The RF algorithm uses bagging and feautre randomness 

to create an uncorreleated forest of decision tree [15]. 

Hence the name RF, this algorithm is a collection of 

various decision trees. Using the bootstrap method the 

algorithm takes samples from the training set using 

replacement and uses that to create each tree in the 

ensemble of trees. When random forest is used in the 

area of classification a majority vote for the most 

frequent category will give the predicited class. 

Random forest is not prone to overfitting since the trees 

in the ensemble are not heavily correlated which usually 

yields better results with large datasets with a high 

number of attributes. Given our large datatsets and 

relatively high attribute count initial thought is that RF 

would provide better results for our task which is usualy 

the general consensus. 

C. J48 vs. Random Forest 

The consensus in the machine learning community is 
that RF outperforms J48 due to the way RF uses 
multiple, relatively uncorrelated trees, in its ensemble 
and averages the results which leads to improved 
accuracy and reduces overfitting. Lakshmi [16] found 
that RF slightly outperforms J48 in the prediction of 
cardiovascular disease. RF was between 1 and 3 percent 
more accurate across in experiments involving 5 to 50 
cross validation tests. Outside of disease prediction 
Senoussaoui et al. [17] found that RF better classified oil 
lifespan and quality in power transformers compared 
with J48. These authors noted a 6% improvement in 
accuracy using RF compared to J48. Not all studies have 
found that RF outperforms J48. Martins et al. [10] 
found that standard decision tree algorithms, like J48, 
outperformed the RF ensemble in predicting 
cardiovascular disease. Another study, Ilyas et al. [18], 
using decision tree algorithms to study chronic kidney 
disease diagnosis for stages 1-5 of the disease found 
that J48 outperformed the RF ensemble in each of the 
5 different stages of the disease. The overall accuracy 
of J48 was 85 percent compared to the RF accuracy of 
78 percent. These recent studies suggest that more 
research is needed to determine which technique is 
the best for disease classification.  

3. PREPROCESSING THE DATA 

Waikato Environment for Knowledge Analysis 

(WEKA) 

 

WEKA is a data analysis and data visualization 

program which allows for the application of modeling 

algorithms to datasets without the need for 

programming. This investigation used WEKA 3.8.5. 

Specifically, this investigation used the classify 

function and the J48 decision tree algorithm and the RF 

algorithm.  

  

The original CardioTrain data set contained 70,000 

records. After cleaning the data, 68,657 records 

remained. BMI was used as an initial measure to 

remove data. Using Tukey’s hinge method outliers 

(values below 14 kg/m2) were identified and removed. 

The highest BMI ever recorded was 105 kg/m2. Values 

above this were removed (n=29). Blood pressure 

readings and mean arterial pressure served as another 

method to remove bad data. Blood pressure is recorded 

as systolic blood pressure over diastolic blood pressure; 

systolic blood pressure must be greater than diastolic 

blood pressure. Any instance where systolic blood 

pressure was less than or equal to diastolic blood 

pressure was removed (n = 1248) as were any instances 

where either blood pressure value was 0 or negative 

(n=3). Records where systolic blood pressure were not 

physiologically possible (n=50) were also removed.  

   

NHIS Data cleaning methods 

From the NHIS data, individuals were classified as 

hypertensive if they self-reported any of the following: 

the use of antihypertensive medications, a diagnosis of 

hypertension within the past 12 months or if they were 

told that they had hypertension on two or more visits 

with a healthcare practitioner in the past 12 months. 

Participants were classified with high cholesterol if they 

currently reported taking medication to treat high 

cholesterol or self-reported that they had high 

cholesterol in the past 12 months. Individuals met 

criteria for impaired fasting glucose if they reported a 

diagnosis of either type I or type II diabetes, if they 

reported taking oral medication to lower their blood 

sugar, if they reported that a medical professional had 

told them that they had prediabetes or borderline 

diabetes, or if a health care practitioner had ever told 

them that they had diabetes. Individuals were classified 

as cigarette smokers if they reported that they smoke 

cigarettes every day or some days. E-cigarettes were not 

counted in the CardioTrain dataset, so users of e-

cigarettes were not counted as current smokers. 

Individuals were classified with cardiovascular disease 

if they self-reported a history of myocardial infarction, 

stroke, angina or a history of coronary artery disease. 

Body mass index was calculated using the formula 

(body mass (kg))/(height in meters)2. Individuals with a 

BMI ≥ 30 kg/m2 were categorized as obese.  

 

The original NHIS dataset contained information from 

31,998 participants. Both height and weight are 

required to calculate body mass index. Participants were 

removed from the analysis if they refused to provide 

their weight (n=478), if their weight was not available 

(n=1988), their weight was unknown (n=294), they 

refused to provide their height (3), their height was 

unknown (n=18) or if their height was unavailable 

(n=46). Individuals who did not know if they were 

smokers (n=632) or who refused to disclose their 

smoking status (n=31) were also removed from the 

analysis. One participant was removed because their 

diabetes status was unknown. Individuals who did not 

know if they had hypertension (n=25) or did not know 

if they were taking hypertension medication (n=8) were 

also removed. Participants who did not know their age 

or refused to provide it (n=39) were also removed from 

the dataset. The final number of participants was 

28,425. 
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Merging methods 

The NHIS dataset and the CardioTrain dataset were not 

in the same format and therefore harmonization was 

required. The glucose and cholesterol data in the 

CardioTrain dataset included categories of 0-2, 

representing normal values and those that were above 

normal and well above normal, respectively. To match 

the NHIS data, these variables were dichotomized into 

normal and abnormal. In the CardioTrain dataset, blood 

pressure values were reported as systolic and diastolic 

blood pressures. Individuals were classified as 

hypertensive if their systolic blood pressure was 140 

mmHg or greater or if their diastolic blood pressure was 

90 mmHg or greater [12]. In the NHIS data, ages 

between 18 and 85 years were recorded as a whole 

number. Individuals 85 or older were simply recorded 

as 85 or older. For this reason, an age category was 

created for both datasets, with categories from 1-5 

representing ages 18-34, 35-49, 50-64, 65-84 and 85 

and older, respectively. Merging the datasets resulted in 

a single dataset with 97082 participants.       

4. DISCUSSION 

The J48 algorithm correctly classified 25539 (89.8%) 

instances for the NHIS data and incorrectly classified 

2886 (10.2%) instances. It built a model tree of size 43 

with 22 leaves in 0.46 seconds. The precision and recall 

were measured at 0.858 and 0.898, respectively. The 

confusion matrix in Table 3 shows that the J48 

algorithm correctly classified 25489 as not having 

cardiovascular disease (CVD) and 50 as having the 

disease present. There should have been a total of 

25541 instances where CVD is not present and 2884 

where it is present. When the J48 was run with the 

CardioTrain dataset the algorithm took 5.02 seconds to 

build a model, resulting in a tree of size 445 with 223 

leaves. 50197 (73.1%) of the instances were correctly 

classified and 18460 (26.9%) were incorrectly 

classified. The overall precision and recall rate are 

0.732 and 0.731. As seen in the confusion matrix in 

Table 4, 26785 instances were accurately classified as 

being absent of CVD and 23412 were accurately 

identified as having the disease present. The actual 

values should have been 34690 absent of CVD and 

33967 as having CVD.   

Comparing the J48 results between both algorithms, the 

NHIS dataset produces more successful results versus 

the CardioTrain dataset. The runtime is faster, the 

precision and recall are higher, and the correct 

classification of instances, overall, is higher by 16.7%. 

The time to build the model is also shorter. It should be 

noted that the CardioTrain had significantly more 

instances at 68657 vs only 28425 in the NHIS resulting 

in the longer runtime. 

Table 3: Confusion Matrix for the J48 Algorithm on 

the NHIS Dataset 

 

 

Table 4: Confusion Matrix for the J48 Algorithm on 

the CardioTrain Dataset 

 

The RF algorithm run with the NHIS dataset correctly 

classified 25214 instances (88.7%) and incorrectly 

classified 3211 instances (11.3%). The time it took to 

build a model was 11.13 seconds. The total precision 

was 0.853 and the total recall was 0.887. The confusion 

matrix in, Table 5, shows that the algorithm correctly 

identified 24810 instances as not having CVD present 

and 404 instances where CVD is present. There should 

have been a total of 25541 instances where CVD is not 

present and 2884 instances where CVD is present. 

When the RF algorithm was run with the CardioTrain 

dataset it correctly classified 49591 (72.2%) of 

instances and incorrectly identified 19066 (27.8%) of 

instances. The total time to build the model was 66.82 

seconds. The overall precision and recall values were 

0.723 and 0.722. Table 6 shows the confusion matrix, 

where 26207 instances were correctly identified as not 

having CVD and 23384 as having CVD. It should have 

been absent in 34690 instances and present in 33967 

instances. Comparing the RF results between the two 

datasets the NHIS data is more successful having higher  

precision and recall as well as a higher percentage of 

correctly identified instances.  

 

The sensitivity and specificity, also known as recall and 

precision, are two important values when analyzing the 

success of either algorithm on the data. The sensitivity 

refers to how well the model can detect the number of 

true positives in the dataset, or those with CVD. The 

specificity indicates the ability for the test to determine 

the number of true negatives in each dataset, or those 

without CVD. In the medical field these values are 

crucial to avoid false results. Therefore, when 

comparing the success of the algorithms these values 

are key determinates. For the J48 algorithm, the average 

precision rate is 0.795 and the average recall rate is 

0.815. the RF algorithm produced an average precision 

of 0.788 and an average recall rate of 0.805. 

 

 

Table 5: Confusion Matrix for the Random Forest 

Algorithm on the NHIS Dataset 

 

Table 6: Confusion Matrix for the Random Forest 

Algorithm on the CardioTrain Dataset 

Absent Present  

25489 52 Absent 

2834 50 Present 

Absent Present  

26785 7905 Absent 

10555 23412 Present 

Absent Present  

24810 731 Absent 

2480 404 Present 

Absent Present  

26207 8483 Absent 

10583 23384 Present 
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Figure 1: Average Precision and Recall Rates for the 

J48 and Random Forest Algorithms 

 

Figure 1 depicts the success of each algorithm in 

predicting sensitivity and specificity. As a result, both 

algorithms seemed to produce very similar results, 

above 0.7 for either value. A high precision rates mean 

there are fewer false positives and a high recall rate 

results in less false negatives. This indicates that either 

algorithm would be appropriate to use, but the J48 takes 

less time to build a model at an average of 2.74 

seconds. Comparing this result to the RF algorithm, 

which averages 39.0 seconds, suggests that the J48 can 

produce roughly the same results in a less than half the 

time.  

 

Merged Dataset Results 

 

In the merged dataset (n=97082) the J48 algorithm 

correctly classified 73353 cases (75.6%) and incorrectly 

classified 23729 cases (24.4%). This algorithm built a 

model of tree size 95 with 48 leaves. The precision and 

recall were calculated as 0.752 and 0.756, respectively. 

The confusion matrix, found in table 7, shows that J48 

correctly classified 50827 individuals as not having 

cardiovascular disease and correctly classified 22526 

individuals as having cardiovascular disease. The 

Random Forest algorithm correctly identified 69462 

cases (71.5%) in the merged dataset and incorrectly 

classified 27620 cases (28.5%). The precision and recall 

were calculated as 0.714 and 0.715, respectively. The 

confusion matrix for this algorithm (seen in Table 8) 

shows the 47024 participants were correctly classified 

as not having cardiovascular disease and 22438 

participants were correctly classified as having 

cardiovascular disease.  

 

 Martins et al. [10] used several data mining techniques 

on the CardioTrain dataset and obtained similar 

accuracy results to this analysis. They found that an 

optimized decision tree algorithm correctly predicted 

73.1% of cases while the RF algorithm correctly 

predicted 71.95%. In our analysis, the J48 decision tree 

algorithm also correctly predicted 73.1% of cases. In 

this analysis, the RF algorithm correctly predicted a 

slightly higher percentage of cases (72.2%). It is 

possible that the removal of erroneous data resulted in 

the improved accuracy of the RF algorithm. Table 9 

Table 7: Confusion Matrix for the J48 Algorithm on 

the merged dataset  

 

Table 8: Confusion Matrix for the Random Forest 

Algorithm on the merged dataset 

 

summarizes results, including accuracy, sensitivity, 

specificity, positive and negative predictive values and 

likelihood ratio.  

 

Sensitivity refers to the probability that a test will be 

positive when the individual has cardiovascular disease. 

Specificity refers to the probability that a test result will 

be negative when the disease is not present. Power, Fell, 

and Wright [19] state that for a test to be useful as a 

screening tool, specificity + sensitivity should equal at 

least 1.5. In this analysis, this criterion was only 

achieved in the J48 analysis of the merged dataset and 

the RF analysis of the CardioTrain dataset.  

 

 The low sensitivity of both algorithms to predict the 

presence of cardiovascular disease in the NHIS dataset 

may be due to the self-report nature of the information 

collected. For example, individuals tend to overreport 

their height and under report their weight which may 

lead to misclassification by BMI [20]. It may also be 

due to the overall low prevalence of cardiovascular 

disease in this sample (10.1%). The NHIS is designed 

as a surveillance mechanism to track trends in various 

health conditions across adults in the United States, not 

to serve a prognostication function. The low sensitivity 

is reflected in the low positive predictive values (PPV) 

for both algorithms when applied to the NHIS dataset. 

The variable represents the probability that the disease 

is present in an individual with a positive test. 

Sensitivity and PPV were higher for the CardioTrain 

and merged datasets.   

 

Specificity was high for all datasets when analyzed with 

both algorithms which means that there is a high 

probability that individuals with a negative test really 

were free of disease. This is further supported by high 

negative predictive values, which represents the 

probability that the disease is absent when a test is 

negative.  

 

Although each algorithm correctly classified more than 

70% of all participants, the results were quite poor in 

terms of the number of false negative results, 

particularly with the NHIS dataset. A false negative 

result represents a case where the individual has  

cardiovascular disease but who is erroneously told that 

they are free of the condition. 

Absent Present  

50827 9404 Absent 

14325 22526 Present 

Absent Present  

47024 13207 Absent 

14413 22438 Present 
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The purpose of cardiovascular disease screening 

programs is to provide the patient and clinician with 

knowledge upon which to base a prediction. Both 

algorithms failed to do so when applied to the NHIS 

dataset. The random forest algorithm applied to the 

NHIS algorithm correctly classified 88.7% of all cases, 

but only was able to correctly classify 50 of the 2884 

individuals with cardiovascular disease.     

   

The likelihood ratio is a measure of how much more 

likely is it that a participant who tests positive has the 

disease compared with a participant that tests negative. 

A likelihood ratio of 1 means that the test has no 

diagnostic value. The further above 1 the value is, the 

greater the likelihood that a subject testing positive 

actually has the disease. All calculated likelihood ratios 

are greater than 1 which suggests that those individuals 

classified with cardiovascular disease were more likely 

to have cardiovascular disease compared to those with 

negative test results. Caution is needed when 

interpreting these results. The highest likelihood ratio 

was found in the RF analysis of the NHIS dataset. The 

poor sensitivity and high rate of false negatives 

contributes to the high likelihood ratio. The small 

number of individuals identified in the analysis with 

cardiovascular disease (n=50) was a fraction of the 

2884 participants with actual cardiovascular disease, 

but there is a high likelihood that those 50 individuals 

actually have cardiovascular disease.  

5. RESULTS SUMMARY 

The J48 algorithm correctly classified 25539 (89.8%) 

instances for the NHIS data set. While the RF algorithm 

run with the NHIS dataset correctly classified 25214 

instances (88.7%). With almost the same precision and 

recall for both algorithms on the NHIS data set, the J48 

algorithm produced these slightly more optimal results 

on a shorter run indicating that the J48 is the more ideal 

algorithm for the NHIS data set. When the J48 was run 

with the CardioTrain dataset the algorithm 50197 

(73.1%) of the instances were correctly classified. 

When the RF algorithm was run with the CardioTrain 

dataset it correctly classified 49591 (72.2%) of 

instances. Again, with the larger cardio train dataset the 

J48 used a shorter runtime and produced slightly more  

ideal results. In the merged dataset (n=97082) the J48 

algorithm correctly classified 73353 cases (75.6%) and 

also the RF algorithm correctly identified 69462 cases 

(71.5%) in the merged dataset. 

 

6. CONCLUSION 

The goal of this study was to compare and see whether 

the J48 or the RF algorithm was better at predicting 

cardiovascular disease based on two datasets. The 

results show that either of the two algorithms would be 

appropriate for building prediction models. The initial 

results indicate that J48 may be the better choice based 

on precision, recall, and confusion matrices. The J48 

also produces a visual tree, which can be helpful in 

determining factors that may be critical to the success 

of the model. It is important to note that the J48 

algorithm takes less than half of the time as the RF 

algorithm. This suggests that larger datasets would 

work best with the J48 making it easier and more 

efficient in the healthcare industry. Future studies 

should use larger datasets to determine if the runtime 

changes significantly, as the size increases.   
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