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EXTREME CHANGE
HOW TO BUILD SOFTWARE IN A WORLD OF ACCELERATING CHANGE

Manoj Tandon
Equity Partner and Chief Sales Strategy Officer, and EVP for Dark Rhino Security, Inc.

ABSTRACT

Net Neutrality promised all internet content would be provided equally by the ISPs. On the surface this idea should not have
been controversial. However, it resulted in much polarization and political strife. This talk looks at the history behind net
neutrality, the issues posed by ISP's and content providers, like Google, the abuses, the current resulting state for the
consumer, and how innovation might be the answer to address Net Neutrality in the future.

BIOGRAPHY

Manoj Tandon is an equity partner and Chief Sales Strategy Officer, and EVP for Dark Rhino Security, Inc. Dark Rhino
Security is his fifth involvement with a startup. He is a graduate of The Ohio State University in Aeronautical and
Astronautical Engineering. He has worked and lived oversees in Asia to help many manufacturers improve their
manufacturing capability with process improvement. He entered the world of startups in the late 90s to sell PLM solutions
and work as a management consultant. In his very last corporate role, he was with Rolta International, a large engineering
and IT services conglomerate. In 2013 he was part of the original team that founded Dark Rhino Security and is responsible
for the go-to-market strategy and execution for security services. He has several publications in Forbes and is part of the
Forbes Business Development Council. Manoj hosts the weekly cybersecurity podcast, Security Confidential. He serves on
the advisory board of the Ohio IT Association (OITA) to provide the state government feedback on policy positions, relevant
to the industry. He is on the advisory board for Slippery Rock University Computer Science Department to provide guidance
on the University's cybersecurity program.
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AN EXAMINATION OF THE ETHICS OF ADDICTION AND GAMBLING
IN VIDEO GAMES

Brandon Packard
Clarion University of Pennsylvania
bpackard@clarion.edu

ABSTRACT

Gambling has been around for millennia, but video games
have only been around for less than a century. Lately, there
is a trend of inserting gambling-like practices into video
games, and players spending real-world money for a
chance at in- game value. In this work, we elaborate on
some of the differences between traditional gambling and
gambling in video games, with the aim of showing that the
latter is worse in some cases. We will also discuss whether
or not the process of developing games that are intended to
addict players with the specific purpose of making them
spend more money should be considered morally
permissible in the gaming world.

1. Introduction

Although not in its modern form, gambling has been
around for millennia [1]. Video games, on the other hand,
have been around for less than a century. As the market for
video games has grown larger, and their creation has grown
more lucrative, trends have evolved in video games that
very closely resemble gambling. However, there are key
differences be- tween gambling in video games and more
traditional forms of gambling such as card games or slot
machines. Additionally, youth are blocked off from
traditional gambling in most cases, but are free to play
video games which involve gambling with real world
money. In this paper, we purport to show that not only
should gambling in video games have rules and
regulations, as with traditional gambling, but that
gambling in video games can be more dangerous than
traditional forms of gambling and should be taken very
seriously. Specifically, we will focus on showing that
developing games which actively attempt to addict their
users to gambling in order to make money is a morally
impermissible act.

2. Definitions of Addiction and Gambling

To talk about whether gambling and addiction in video
games is bad, we first need to have a common definition of
what those terms mean. Addiction is defined by Medical
News Today as “a psychological and physical inability to
stop consuming [something], even though it is causing

psychological and physical harm” [2]. Note that this is a
very strong definition — the authors play video games in
most of the free time that we don’t have, but we wouldn’t
say this rises to the level of an addiction. We may joke about
this category of people being addicted, but to truly meet our
definition of addiction a person has to be so into video
games that it actually interrupts their day-to-day life. As
such, people who are addicted to games exhibit multiple of
the following qualities[3]:

* Withdrawing from all other activities — It’s fine to enjoy
video games, but when you withdraw from everything
else it’s a clear sign of addiction.

* Spending massive amounts of money on a game,
especially money they cannot spare — Spending money
on something non-essential that one really can’t afford to
spend money on is the norm in more severe cases of ad-
diction

* Having problems at work, school, or home — Many times,
addiction causes issues in the other areas ofone’s life.

+ Being unable to put down the game and walk away — It’s
okay to get drawn into a good game, and we’ve all spent
too long on a game, but when you have serious trouble
putting down games for a while it could be a sign of
addiction.

+ Consistently losing sleep or feeling tired due to gaming
—Many of us have stayed up too late playing a game
sometimes, but this would be to a large and
consistent extent.

2.1 Why is Addiction Bad?

We believe that most readers would agree that many of the
signs of addiction sound “bad”, but why are they bad?
There are two main reasons that we believe this to be the
case. First, addiction interferes with our health and well-
being. People have the right to be healthy and happy;
addiction harms them because the addicted behavior takes
over normal functions such as ensuring personal hygiene
and getting enough sleep.

Second, addiction takes away our autonomy. We like to
think of humans as autonomous creatures, who have the
right to govern ourselves, make decisions that affect us,
perform actions, and so on. In many cases, we hold this
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autonomy above all else (people are allowed to smoke even
though it’s been proven to be incredibly bad for them,
there’s no curfew in a lot of places even if walking around
at night may be dangerous, etc.). In fact, we often say
something like “I don’t agree with it, but it’s his/her
choice.”, which indicates just how important autonomy is
to us. These factors combined are what make addiction so
dangerous - it affects the person’s health and well-being,
but also reduces their autonomy, essentially hindering their
power to avoid those effects!

2.2 What is Gambling?

Gambling is a bit of a vague term, and there is definitely
some argument about what exactly constitutes gambling.
For the sake of this work, we will be going off the definition
of “the activity or practice of playing at a game of chance
for money or other stakes.” [4]. Furthermore, we will farther
require that gambling requires spending real money for that
chance of get- ting something in return. Given this, we
assert that gambling in a video game can take many forms,
such as:

+ Buying a loot box that contains randomly generated loot
— The player is essentially buying a chance at a good
item. The reward may not be pure money, or even a
physical good, but they are still paying money to “roll
the dice” on whether they get anything of value or not,
so we assert that it is still gambling.

* Randomly resetting stats on a piece of in-game
equipment — Here, the player is buying a “re-roll” of their
virtual item with real money. There is no guarantee that
the item will be better, or even good, so this would be
considered gambling.

* Giving yourself more tries to beat a level — In this
example, you aren’t paying for something guaranteed
(such as additional content), but rather for another chance
at beating the level. This isn’t as clear cut as the previous
two cases, but you are still spending money on a chance
of value. As we will discuss later, game developers can
sometimes be very deceptive about your odds of winning
on those additional chances.

However, the purpose of this work is not to show that gam-
bling itself is bad. Gambling is a very hotly debated topic,
but whether or not the process of allowing/encouraging
people to gamble is immoral is beyond the scope of this
work. Rather, we aim to point out that there are some major
differencesbe- tween traditional gambling (such as casinos)
and gambling in video games, which allow gambling in
video games to be more dangerous than traditional types of
gambling.

3. Ethical Theories

Before we talk about those differences, let us first talk
about how we will analyze those differences. As has been
previously established [5; 6; 7], we are going to use a set
of basic ethical theories in order to evaluate the morality of
these practices. The first ethical lens through which we will

look is that of Utilitarianism [8]. Strong Utilitarianism says
that in a given situation, the action that is moral to take is
the action that most maximizes the overall happiness of
everyone involved. Weaker Utilitarianism, which is what
we will be working with, simply says that anything which
increases the overall happiness is moral.

Let us now describe the second theory, Kantianism. One
of the key takeaways from Kant’s first and second
formulations of the Categorical Imperative is that people
have a perfect duty to not use their humanity or anyone
else’s humanity merely as a means to an end — that is to
say, the human should always be an end, not purely a
means [9]. This is a quality we see in many other areas —
people deserve to be informed about what ingredients are
in food, what materials clothes are made of, or what issues
a house or car might have before purchasing one of those
items.

These two lenses are combined into a 3rd, known as the
Proportionality Framework [10]. This framework
contends that ethical business decisions can be split into
three components: intentions, means (Kantianism), and
ends (Utilitarianism). These refer to the motivation
behind a person’s actions, the process or method used to
bring about the outcomes, and the outcomes themselves,
respectively. Although the details are vague, if two of the
components are strong enough, they can outweigh a
negative third component to make a decision be
considered moral overall (for example, if a doctor wants
to help a patient and performs the correct surgery in the
correct way, but the patient ends up passing away, we
wouldn’t con- sider this morally impermissible because
the intentions and the means make up for the less-than-
desirable ends).

The last two lenses come from Laczniak [11]. The first,
the “Professional Ethic”, states that actions are moral only
if a disinterested panel of colleagues say they are. The
idea be- hind this theory is that people in the field are,
overall, moral and are therefore a good judge of others’
morality — allowing for a measure of whether or not an
action is moral without requiring a definition of what
makes those actions moral. The final lens is the “TV
Test”. This lens simply says that for a person in a business
to know whether or not an action should be taken, they
should consider explaining to a national TV audience why
they chose that action. If and only if they would feel
comfortable doing so, then the action is moral.

4. Why are Video Games Different?

Now that we have the tools to analyze them, let’s start
looking at some of the differences between traditional
gambling and gambling in video games. In our opinion,
the key difference is that traditional forms of gambling
are regulated. For example, depending on the state, you
usually can’t step into a casino or even buy a lottery ticket
until you are atleast 18 or 21, since youths below those
ages have less developed logic and worse impulse
control. However, there is absolutely nothing stopping



youths under 18 from playing games that have gambling
in them! In fact, some of these games even specifically
target younger audiences because they will have less
logic and impulse control than adult players.
Furthermore, since there are few or no regulations on loot
boxes or micro-transactions in games, this is a perfectly
legal action! A detailed explanation of the different types
of micro- transactions is beyond the scope of this work,
but has been elaborated upon in the past [7].

4.1 Analysis of Targeting Youths with Gambling

Let us now use our ethical theories to analyze the process
of targeting youths under 18 with games that involve gam-
bling. First, let’s look at Utilitarianism. According to that,
this practice would be highly immoral. Some happiness is
gained by the developers of the game. However, there is
also a lot of happiness that is lost by those who become
addicted to the game and spend money they don’t have on
it. In fact, addiction causes all sorts of problems that reduce
the over- all happiness. Addicted youths can lose sleep and
have their grades or other activities drop as a result. In
extreme cases, they can even end up stealing from their
parents or being un- able to afford basic necessities due to
their addiction. These cases may not be common, but
development teams for these games aren’t usually
hundreds of people either. In addition, all of these results
of addiction are going to affect not only the youths, but
likely their parents/guardians in many cases as well! Since
it reduces happiness for so many, and only increases
happiness for the developers, we can conclude that the
overall happiness is not maximized or even increased, and
therefore this process is morally reprehensible under
Utilitarianism.

Next, let’s look at Kantianism. Typically, the main
question here is whether humans are used as a mere means
to another end. By treating youths as a target for spending
time and money specifically because they are easier to get
addicted, the developers of this type of game are clearly
not valuing them as human beings. Rather, they are all too
willing to get them addicted to the game in hopes of lining
their own pockets. As such, the players are clearly being
used as a mere means on the way to the goal of making
money, and Kantianism would declare this process to be
morally reprehensible as well.

For the Proportionality Framework, we already know that
the means and the ends are bad, given our previous two
theories, but what about the intentions? The intentions of
the developers are not to make sure that people have fun,
or to create a “good” game (for some given definition of
“good”). That’s not to say that all games of this type are
terrible or inherently not-fun. Rather, it’s to say that the
focus of the developers isn’t to make the game fun for its
own sake, but rather to make the game addictive so that
people spend money on it. Therefore, since the developers
create these games with the pure intention of making
money instead of receiving money for a well crafted game,
we can say that the intentions are bad as well. As such, the
intentions, means, and ends are all bad, leading the

proportionality framework to declare this process immoral
as well.

The Professional Ethic test is applicable in a wide array
of situations because it basically relies on the community
to determine what is or is not moral, working almost like
a sampled democracy of sorts. What’s important to note
here is that we would create a panel of game developers
in general, not specifically game developers who
participate in this practice. As mobile games become more
and more common, there are definitely more developers
following this trend to make money. After all, once
anything becomes as huge of a business as video games
have, there will always people who get involved just for
the sake of profit. That being said, game development is
typically a labor of love. There will be people who are in
it purely for the money, but if you poll the com- munity as
a whole, there are many more people who create games
for games’ sake. They need to make money to stay viable,
yes, but they create games because they love games and
want to be part of the community. These developers
would likely look down upon those who create games
purely for money and don’t have much regard for
anything else in the community. Since these developers
vastly outweigh those who are in it to make a quick buck,
a randomly constructed panel is very, very likely to
consist of a majority of them, and therefore the panel
would almost certainly declare this process to be morally
impermissible.

The final test, the TV Test, is a little bit of a toss-up. On
one hand, we would like to think that the developers of
the game would be ashamed to stand up in front of a
national TV audience and say that they are purposely
getting people (especially youth) addicted in order to line
their own pockets with money. We would certainly be
ashamed to do this, but would the developers? It’s hard to
say, as they are actively trying to get players addicted to
their game so that they can make money, so they may or
may not feel any shame at all. One example of this is the
well-known game company EA. Its not quite a television
audience, but let’s consider Consumerist’s national
audience as an example. When EA was voted
Consumerist’s Worst Company in America 2012, they
scoffed at the title, showing no remorse and further
showing that their overall lack of shame by stating “We’re
sure that bank presidents, oil, tobacco and weapons
companies are all relieved they weren’t on the list this
year. We’re going to continue making award-winning
games and services played by more than 300 million
people worldwide” [12]- they later went on to be voted
Worst Company in America 2013, showing that they
exhibit no remorse. It is also important to note that
Battlefront 2 came out 4 years later in 2017, so this trend
is likely to continue. This shows not only that some
developerswould be comfortable defending their choices
to a national audience under somewhat similar
circumstances, but that they actually have — and other
companies may behave similarly. As such, since this test
relies entirely on one’s sense of shame, it may or may not
declare this process to be moral — it just depends on the
company!



4.2 Why Video Games Are Worse than Traditional
Gambling

Targeting of youths aside, let’s look at some reasons why
gambling in video games can be considered more morally
impermissible for game development companies than
traditional gambling is for its creators. In the US states of
Pennsylvania and Ohio (and likely others), all instant
lottery tickets have the overall odds of winning printed on
them (usually on the back of the ticket) [13; 14].
Furthermore, the gaming com- missions of most states will
publish the average payback for penny machines (gambling
machines that cost one penny to play), nickel machines, and
so on. This leads to relatively informed gambling, because
if a gambler chooses to look at this information, they can
garner some information about the process, and therefore
be a more informed gambler.

In addition to information, many states also have a
minimum slot payback. For example Mississippi has an
80% minimum, meaning that for every $100 put into a slot
machine, an aver- age of $80 must be won[15]. This
ensures that there is a reasonable amount of benefit gained
compared to the amount of money spent, overall. In
addition to that, many other common gambling games have
optimal strategies, along with the odds of winning, easily
available online. For example, provided that a gambler
plays with the optimal strategy, BlackJack holds a winning
rate of 49%, while both Craps and Roulette have a winning
rate of nearly 1 in 2 [16]. As you can see, gambling does
provide value in return for the money spent (maybe not to
the individual, but overall as a whole there is a nontrivial
amount of money won relative to money spent).
Additionally, the process is relatively transparent, with
strategies, odds, and so on all being available to those who
seek them.

These attributes differ from loot boxes or other forms of
video game gambling in three key ways:

* The odds are usually completely unknown in video game
gambling.

e There is no “minimum payback” in video game gam-
bling.

* Games collect a lot of data on individual players, and can
use this information to convince them to spend more
money on the game.

4.2.1 Knowing the Odds

Let us take, for example, the game Grandblue Fantasy, a
mobile game that was very popular in Japan. During a
2015/2016 event, there was a special character that could
only be obtained via loot boxes. Naturally, that means that
there is no way to obtain the character for free, but rather
you have to buy loot boxes with real money until you
randomly obtain it (since again, loot boxes give you a
random item/buff/etc.). This character was quite a prize for
those playing the game, but there was a catch. The players
knew what the prize was, because the promotional
advertisements for the game showed it off very well.
However, the players did not know what the odds of

obtaining that character were! Each lootbox could have a
90% chance to contain that character, or a 0.00001%
chance to obtain that character. It was made to seem like
the character is “right around the bend”, or easily
obtainable from the boxes, when in reality it could be an
incredibly rare occurrence in the loot boxes.

One streamer decided to open boxes live until they
obtained the character. In total, they had to open a
whopping 2,276 loot boxes to obtain the character. The
total cost of doing so was ¥700,000, which is equivalent
to about $6,065 United States Dollars [17]. Even worse,
another player spent ¥810,000 and never actually got the
character[18]! Of course, this could just be two cases of
incredibly bad luck, butit is much more likely that the
odds of receiving the character were very low.
Furthermore, partially as a direct result ofthis event, Japan
started regulatory measures to protect players from
malpractice via gambling (under our definition of gam-
bling) in games. Malpractice or not, the odds of receive
value or the average value gained from gambling in video
games is often unknown, making it much harder to be an
informed gambler in this medium.

4.2.2 No Minimum Payback

If a game says that you have a chance to receive an item
from a loot box, there has to be a non-zero chance to receive
that item. If there were no chance to obtain it at all, then
they would be guilty of fraud or false advertisement.
However, there’s no regulation on what that chance should
actually be! As seen earlier, a casino may be mandated by
the state to pay back $80 for every $100 spent. However, a
game has no obligation to provide X of the advertised item
for every Y dollars spent! As such, it would be perfectly
legally acceptable for a game developer to make the odds
of receiving an item so low that players may buy a million
lootboxes without ever receiving the item! It should be
noted that if the odds are made foo incredibly low, it might
still be able to be classified as fraud, since they are
advertising an item which is not reason- ably obtainable.
There could also be a large kickback from the players if the
odds are too low, with disgruntled players quitting or
refusing to spend more money, so the company may be
straddling a fine line. On any account, since there is no
regulated minimum payback, players will often get much
less value for their money, on average, than with more
traditional forms of gambling. We would also argue that this
logic extends to something like spending money for extra
lives or chances at a level as well, since paying the money
only gives you a try to beat the level again at the same odds,
which are also unknown.

4.2.3 Player Information and Changing Odds

Finally, and perhaps most compellingly, the odds of
gambling in video games can actually change! If you think
about it, we may not know the exact odds of a slot machine,
but we do know that the odds are exactly the same every
time you pull

the lever. After all, most slot machines just react to pulling
a lever - they don’t know who is pulling the lever or



anything about them. However, video games are a very
different scenario. Almost all games store some sort of
data about their players. Depending on the game, this may
include statistics such as:

* How much money the player has spent on the game.
* How many hours the player has played the game.
* How well the player is currently doing in the game.

+ How long the player has been away from the game be-
fore coming back.

As it turns out, this is a very dangerous combination of
data. We all know that companies use data about us for
various reasons, such as targeted advertising. With the
combination of data points above, here are some tricks that
could easily be done:

+ Ifthe player hasn’t played in a long time, give them a re-
ward when they come back (maybe extra lives or some
free powerups), to get them back into the game and re-
member that these paid-for items exist.

« If the player hasn’t played in a long time, give them a
few easier levels and then re-ramp up the difficulty, be-
cause if you hit them with a hard level right off the bat
they may just get discouraged and quit again (and not
spend any more money).

* For gamers who are likely to spend more money based
on their data, make their levels harder to encourage them
to spend more (for example, by tipping the scales on the
procedural generation of a level to make it more difficult
than usual).

These tricks would be used not just to get the player to play
the game longer, but rather to specifically get them to
spend more money. Customized ads based on a person’s
habits are one thing, but what about personalized gambling,
specifically intended to make the player spend more
money, because they seem to be good “targets”? The fact is
that it’s not only possible, but very reasonably done, to
make players who are likely to spend money have a harder
time than normal players. This can even be done for the
specific purpose of siphoning more money out of them.
Therefore, as gambling in video games can be in many
ways more personalized than traditional gam- bling, it also
has the potential to be more dangerous and detrimental. As
such, it is important that we try to be educated consumers
of video games that contain gambling, and take steps to
protect youth and vulnerable populations, just as we have
with traditional forms of gambling. There is some
momentum for this already. At least 2 U.S. politicians
have proposed legislation banning “Manipulative Design
Features” from games targeted at under-aged audiences,
including loot boxes [18]. Furthermore, Japan, which is
widely known as the largest purveyor of video games, has
started regulatory measures for protecting players from
mal- practice via gambling in games[19]. Finally, at least
16 countries including the U.S. and Japan have signed an
agreement to investigate the role of loot boxes in digital
gambling[19]. Clearly, politicians are starting to take
notice of these dubious game development practices, but

are those practices truly morally wrong? Next, we will use
our moral theories to examine these development practices
and comment on their morality.

4.3 Analysis of Differences Between Video Games and
Traditional Gambling

As previously stated, there are many differences between
gambling in video games and more traditional forms of
gam- bling. Looking at these differences as a whole, we
will now analyze the practice of knowingly leveraging
them in video game development. Let us start with
utilitarianism. Who gains happiness when these methods
of game development are employed? It seems that the
developers and any stock- holders would, because these
sorts of games do tend to make money. There would be
some gamers that would enjoy this gambling, but there
are also many players who would get frustrated by the
gambling nature of the game (giving the game a pay-to-
win appearance). When also factoring in the frustration of
parents who are begged for money or, in some extreme
cases, have their money stolen so that the game can
continue to be played, the overall happiness would very
likely drop, making these methods morally impermissible
to employ in game development.

Next, let’s take a look at Kantianism. Recall that one of
the keys of Kantianism is that if you are using another
person as a mere means to obtain something, instead of
respecting their humanity, then your actions are immoral.
Note that these game development methods generally
heavily lack transparency. In addition, there is no
minimum payback, and developers can even change the
odds on the back end if they want. Low transparency on
its own is not necessarily immoral, lots of game
developers don’t reveal the odds on various aspects of
their games. However, if the developer makes the payback
so low that not enough value is gained by the gamers, or
if the developer is making the game more difficult for
some players than others, therein lies the issue. In these
cases, they are specifically treating gamers, whether as a
whole or individually, as sources of money instead of as
people. Their goal isn’t to make the game fun, but rather
to get gamers to put as much money into it as possible. As
such, the gamers are being used as a mere means to make
money, soin most cases Kantanism would consider these
methods of game development morally impermissible. It
should be noted that if a game has gambling, but is
transparent about the odds, pro- vides good value, and
treats gamers fairly, Kantanism would likely not condemn
it - but this is relatively rare.

For the proportionality framework, we have already seen
that these types of games reduce overall happiness in the
com- munity (the ends), and that many of them will treat
players as mere means to make money (the means). Let
also examine their intentions. It is easy to fall into the trap
of believing that all developers want their game to be fun,
but unfortunately that is not the case. Most developers
wish to have some level of fun in their games, but whether
that is for the sake of fun or for the sake of profit depends
on the developer. As these types of games are mostly



intended to make profit without returning a decent amount
of value, we would say that their means are bad as well,
just as we would condemn any other business that
attempts to make money at all costs. Therefore, as the ends
are bad and the means and intentions are both typically
bad, we would declare the creationof'this type of game to
be immoral overall. Note that the same exceptions as in
Kantianism apply: If a gambling game is transparent,
provides enough value, and treats gamers fairly, we could
say that both the intentions and the means are good, and
declare it morally permissible overall.

For the professional ethic, first consider that games which
re- quire gamers to pump money into the game via
gambling are generally looked upon negatively in the
community. Games which require money to become
stronger or get exclusive items are typically referred to as
“Pay to Win”. Most gamers and most developers look
down upon this type of game. This is because video game
development is considered a labor oflove. There are many
more developers who make games out of passion for them
than for pure profit. As such, those who do make this type
of game for pure profit are in the minor- ity. If you were to
assemble a random panel of developers, they would almost
certainly condemn this practice based on a majority vote.
It should be noted that the exception above may or may not
apply. Some developers on the panel may examine each
gambling game on its own, and possibly may consider the
exception above morally permissible. However, some of
them would also likely condemn them without really
examining them, based on the type of game they are.

Finally, let’s look at the TV test. The TV test is interesting
because it only depends on the developers themselves —all
that matters is whether they would feel comfortable talking
about their game development practices to a national TV
audience or not. For some, they likely would not. The
authors definitely would not feel comfortable standing in
front of a national audience and saying that we target
youths to at- tempt to make them spend more money on a
game, or that we provide lootboxes with very low odds of
getting anything worthwhile. However, some game
developers likely would not feel ashamed to do this, as they
would be able to spin it in a way that makes it sound
positive. For example, they could spin it as providing fun
for youths that keeps them from more dangerous or costly
activities, or say that the low return on lootboxes makes the
items you do get from them more special or lucrative. In
addition, the fact that some developers have sued players
based purely on negative feedback about the game [20], it
is clear that some developers would not feel ashamed by
declaring their practices to a national audience. As such,
whether the TV test would declare these practices to be
morally impermissible would depend heavily on the
individual circumstances. When taking all 5 theories
together, it is a reasonable conclusion to condemn the
development of this type of game as immoral overall. This
is further evidenced by the fact that the main theory that
would be situational is based only on the developers
themselves, instead of considering the entire gaming
community. It should also be remembered that there are
exceptions to this rule: games which include gambling
fairly and respectfully to the player could be declared

morally permissible. Generally speaking, however, this
practice should be condemned as morally impermissible.

5 A Mini Case Study - Candy Crush

Let us now take a look at a very popular Match-3 style
game — the ludicrously popular Candy Crush. Candy Crush
touts randomly generated levels, but is this really true? Yes
and no. The game uses a mixture of presets and procedural
generation to provide a different experience each time, but
also encourage “near misses” and “near wins”’; a near miss
is when a player gets close to a level but does not complete
it, and anear win is when a player just barely completes a
level in the allotted number of moves. But why is this
something that Candy Crush wants to foster? A near miss
is much more addictive than a total loss; instead of feeling
like you could never beat the level, it feels like you could
have beaten it and just didn’t quite do it. This then makes
you want to play the level again[21]. Note that this sort of
thing has been done in many games in the past, but it’s
usually to foster excitement by having close matches. In the
case of Candy Crush, youeither have to wait to get more
lives, or buy tickets to be able to play more right away. By
fostering more near losses and manipulating players into
wanting to play more, Candy Crushis actively trying to
manipulate players to spend money on more chances so that
they don’t have to wait to play again (and re- member that
spending real money on a chance to beat a level is gambling
according to our definition). Furthermore, Candy Crush has
also been accused of allegedly tweaking the odds behind
the scenes as you play the game [22], with players who
have spent money in the past receiving harder levels to
encourage them to spend more money [23]. As there is
nothing too special about the game itself (the gameplay
itself is run-of-the-mill epitomical match-3 game play), this
back-end manipulation of its players could be one reason
why Candy Crush has managed to gain such a powerful
market presence and value, as well as inspire dozens of
spin-offs. As dis- cussed above, these practices are morally
impermissible — as they are attempting to get players
addicted to the game for the sole purpose of making more
money — and should be frowned upon in the gaming
community.

6. Conclusions

In conclusion, we should not morally condemn a game
just because it is addictive. After all, people can get
addicted to almost anything, such as eating drywall (a
type of pica disorder [24]). Rather, we should condemn
games which specifically focus on getting people
addicted to spending money on the game under the guise
of making the game fun, rather than focusing on making
the game enjoyable. Of course, the point of any paid-for
game is to make money, but there are good and bad ways
to make money.



Furthermore, as these games which foster addiction to
make money seem to be a form of gambling, they should
be regulated, as with traditional forms of gambling. The
action of developing these sorts of games is also
particularly morally heinous if the game targets an under-
aged audience; the same can be said for those which use
hidden tricks on the back end to further exploit/deceive
the gamers for revenue, particularly if it behaves
differently for different players. The bottom line is that
game developers should not purposely addict players for
the sole purpose of increasing their own bottom line.
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ABSTRACT

Creating bots that play games or performing similar tasks
has become an increasingly popular area of research.
Tradition- ally, these bots need to have access to the code or
back-end of their target task in some way. In this paper, we
will present RulloBot, a bot which plays the game of Rullo
in a quite ac- curate and fairly human-like manner, but does
so without any direct access to the game whatsoever.
Rather, the key to its success (and the focus of this work) is
on the parsing of aRullo board to an internal representation
that can be worked with. We believe this mimics the visual
process that humans subconciously go through when
solving this type of problem. We believe that this is an
important step towards being able to create bots that can
play games or perform similar tasks for situations in which
it is impractical or impossible to have direct access to the
game/task via traditional methods.

1. Introduction

The game of Rullo is a grid-based puzzle game. In this
game, the player is given a grid of numbers, a set of column
clues, and a set of row clues. The objective is to eliminate
numbers from the grid until the sum of the “active”
numbers in each row or column is equal to the number in
that row or column’s clue. For example, in Figure 1, a 7 in
the top row means that the active numbers in the top row
must add to 7. In this case, the only possibility for this is to
eliminate the 6 and both 5s, as shown in Figure 2. The
actions that can be taken are to make a number “inactive”,
lock a number in as active, and lock a number in as inactive
(locking in a number as inactive is superfluous to solving
the board without guessing, and is not used in this work).

The goal of this work is to create a solver for the Rullo
game. Typically, game-playing bots are given access to the
back end of the game. By tapping into the game’s code, the
bot is able to get the information that it needs to play the
game. This is not always feasible. For example, Rullo is
(as far as we can find) a closed source game. As such, to
give a bot access to the backend of the code, the first step
would be to completely re-implement the game. This may
be feasible for simpler games such as Rullo, but it is still a
lot of work before getting to actually attempt the main goal.
As such, the main focus of our paper is taking an important

step towards solving games without any access to an API
or the game’s code whatsoever. Our bot needs to parse the
screen visually and construct an internal version of the
board before attempting to logically solve the board itself.
This is similar to the way in which humans would solve the
boards, although more explicit (as bots are wont to do). We
will also show that a bot can play the game very efficiently
while being subject to the same restrictions a human would.
This will show that the visual parsing can be done
accurately enough for the original task (solving a Rullo
board) to be accomplished.

We start this paper by clarifying some of the critical terms
we will use in Section 1.1. Next, we cover some related
work in Section 2. This is followed by the main
contribution of our work, the visual parsing algorithms, in
Section 3. The algorithm used to solve the boards once they
have been parsed is next in Section 4, and the paper ends
with conclusions, limitations, and ideas for future work in
Section 5.

1.1 Important Terms

In this section, we will list some of the terms used
throughout this work. The intent of this is to clarify their
meaning and make the text flow more cleanly in the
followingsections.

Figure 1: The version of Rullo used for this work.
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* Autonomous Game Playing Agent(AGPA)- In
this work,we use the term Autonomous Game Playing
Agent (or AGPA) to refer to a computer-coded
agent that tries to play video games such asRullo.

¢ Active and Inactive Tiles - In this work, we use
active to refer to a grid tile which is pink and
countingtowards the sum, and inactive to refer to
a grid tile which has been blackened and is not
affecting the sum.

*  Rullo grid - In this work, we use the term Rullo
grid to refer to the square of pink tiles on which
the player clicks, as seen in the center of Figures
1 and 2.

e Rullo clues - In this work, we use the term Rullo
clues to refer to the numbers around the square of
pink tiles that tell you what the sum of each row or
column should be, as seen around the edges of
Figures 1 and 2.

2. Related Works

As far as we can find, there has been no previous work done
on solving a Rullo board using an Artificial Intelligence
bot. The idea of visually parsing a game to solve it is also
relatively new. There are some machine learning domains
that rely on the visuals of a game, such as the Arcade
Learning Environment (ALE) [1]. This domain works by
using the individual pixels of a simulated Atari 2600 as the
features for learning, whereas we attempt our task by
searching for pre- specified images on the computer screen.
Additionally, Rullo is not an Atari game so it falls outside
the scope of that library. It also has a much higher
resolution than Atari Games, which would make
reconstructing the board pixel by pixel an extremely
arduous task. Furthermore, using a visual parse for a
scripted Al instead of a machine learner is not an area well
represented in the literature. Packard [2] uses a similar
approach to ours, but for the game of Minesweeper. Rullo
is a step towards visually parsing more complex games,
since it has more complex features than a single grid of tiles
(these features will be elaborated upon in Section 3.

Figure 2: A Rullo Board where one column and one row
have been finished.

3. Visually Parsing the Board

Traditionally, most Artificial Intelligences for games are
writ- ten in one of two ways. The first method is that the
game’s source code is found, ported, or rewritten (such as
with MochaDoom [3] or the Super Mario version used in
the 2009 Mario Artificial Intelligence Competition [4] ).
The second method is to read the program’s memory to
figure out key values, and then edit those values or inject
code into the running program to send commands [5].
However, each of these has limitations. For the former, a
researcher would have to either find the source code or
essentially re-write it themselves before they could get
started on an actual AGPA, which can easily take more time
than creating the AGPA in many cases. For the latter,
hacking into the memory and finding out bit by bit (or
rather, byte by byte) what values correspond to what the
researcher wants to know can be a very time-intensive task,
and directly interacting with a program’s memory is avery
difficult task. As such, there are many tasks for which
neither of these methods are very feasible.

Instead, RulloBot tries to parse the board visually, just like
a human would. In order to do this, a Python library known
as PyAutoGui was employed [6]. This library essentially
al- lows programmers to do simple GUI tasks, such as
allowing for automatically typing as if the user was
pressing keyboard buttons or clicking in Python by simply
calling functions. The most important features that were
used from PyAutoGui was its locate and locate All
functions. What these functions allow Python to do is to
search for an image on the screen. The former will return
the coordinates and size of the first instance of the image it
finds, and the latter will return the coordinates and size of
all instances found on the screen (as a 2D list). It also has
options to only search within a certain area on the screen
(see Section 5.1 for more details). Addition- ally,
PyAutoGui also contains a function to move the mouse to
a specified coordinate on the screen in pixels, as well as
functions for clicking, both of which were used.

Visually parsing a Rullo board is interesting for a few rea-
sons that make it harder than parsing a pure grid of tiles
(like a Minesweeper grid). For one, the numbered clues can
be 2 digits. Since we can only use PyAutoGui to parse one
image at a time, this leaves our options at either having 45
separate images stored (Rullo clues can be from 1 to 45) or
having to look for 1 number at a time and reconstruct each
two digit number. The former strategy is dangerous
because any difference in spacing between the numbers
will also require a separate image for each amount of
spacing. As such, we elected to use the second strategy, as
it is more generalizable and requires less images. At first
glance, it would seem like the second strategy should only
require 10 images, one for each number. However, you may
find it interesting to note that regarding the clue numbers,
there are multiple types of each number! Most of the
numbers have 3 different versions, with there being 4
different 2s and 4 different 3s; this is either a design choice
by the Rullo developers or a weird but consistent rendering
artifact. Since PyAutoGui is very precise inits matches, this
means that we had to have a total of 32 different single-digit



images for the clue numbers in order to match all the small
differences in the numbers.

3.1 Parsing the Grid

Let’s start with parsing the Rullo grid, which is the more
straightforward of the two processes. Algorithm 1 shows
this process step-by-step. We first use PyAutoGui to get the
locations of all of the pink grid numbers on the screen, and
then combine them all into one giant list. By looking for the
location with the lowest X and Y coordinates, we can figure
out which one is the top-left number in the grid. Based on
that, we can then recreate the grid as a 2D list, and then
convert itinto a 2D list of the actual integers, which will be
used when solving the board. This process is very similar
to what one would use to parse a Minesweeper board [2],
but it only gives us the grid numbers themselves, and a
different strategy must be employed to get the clues used to
solve the grid.

Algorithm 1: High level algorithm for visually parsing
the Rullo grid.

function ParseGrid
for each number 0-9 do
Get all locations of that number found on the screen
using PyAutoGui

end

Add the individual number lists together to get onebig list
of all the grid numbers

Using the coordinates of each number in the list, findthe
top left number in the grid

Based on the top left number, sort the other numbers into
their appropriate positions in a 2D list

Convert the 2D list to a 2D list of integers

3.2 Parsing the Clues

Algorithm 2 shows the process used to visually parse the
Rullo clues into a format that can be used by the solver. The
first step is similar to the grid, but with the caveat that there
are multiple variants of each number. For example, there
are 3 different variants of the number 1. Since all the
PyAuto- Gui library does is allow the programmer to
search for an image on the screen, we have to call the
library 3 times,once with each variant image, to get all of
the Rullo clue 1s onthe screen. In total, 32 separate images
need to be searched for in order to find all of the relevant
numbers on the screen. As before, we then combine those
into one big list.

As you may have noticed in Figure 1, the column clues are
on the top and bottom of the screen, and the row clues are
on the left and right of the screen. In line 8 of Algorithm 2,
we remove the right and bottom sets of clues. For the
column clues, this is done by finding the highest Y value of
thenumbers. All of the numbers within a small tolerance of
that Y are removed (it is important to note that the Ys may
not match exactly due to how the numbers are aligned on
the grid). The rows clues are done similarly, but using the
highest X value instead. As we now have one column and

Algorithm 2: High level algorithm for visually parsing_
the Rullo Clues.

function ParseClues
for each number 0-9 do
for each possible variant of that number do
Get all locations of that number found on the
screen using PyAutoGui
end

end

Append all of the individual lists for each number variant
together into one big list

Eliminate the bottom and right set of clues, based on the
highest X and Y location values in the list

Split the remaining locations into either the list of row
clues or the list of column clues, based on their X and Y
coordinates

Create the list of row clues (note these may or may not be
2 digit numbers)

Create the list of column clues (note these may or may not
be 2 digit numbers)

Convert the row clue list and column clue list to lists of
integers instead of lists of locations

one row remaining, I is fairly straightforward to split them
apart; find the lowest X, and treat everything “close” to that
X as the column of row Clues, and everything not as the
row of Column clues. For RulloBot, we chose the tolerance
for “close” to be 4 times the width of the image in question.
That way, it is relative to the grid itself and more
generalizable than a constant value.

At this point, we now have two separate pieces to work
with. For the list of row clues, we first split up the number
locations based on their Y values. If two locations have
approximately the same Y value (less than one image-
height apart), we assume it is a 2-digit number and group
those two locations together — the X values can be used to
determine which of the 2 numbers is the 10s place and
which is the 1s place. Once they are organized, we reverse
engineer the numbers to create a list of integers instead of a
list of locations (for example, if we have a 2 location and
then a 3 location that create one two digit number, it would
be stored in the integer list as 2 * 10 + 3, or 23). This gives
us the list of the desired sums of each row as a set of
integers, which the solver portion of RulloBot can then use
to help solve the grid.

The column clues are a bit tougher. Unlike the row clues,
where we can use both the X and the Y to determine how
they should be arranged, all of the locations have approxi-
mately the same Y values. As such, we really only have the
X values to distinguish between them. If they were all
single digit numbers this would be trivial, but some or all
of them could be double digits! To solve this, we used the
idea of big gaps and little gaps. First, we sort the locations
based on their X values. Next, we find the biggest gap
between any two adjacent locations, and halve that amount.
We then consider all gaps less than the halved amount as
“little gaps” and all gaps greater than the halved amount as
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Figure 3: An example of the representation used for a converted Rullo board.

“big gaps”. When then create our list of integers from left
to right. If we find a big gap, we move to the next item in
the list. If we find a little gap, we treat the following number
as the next digit in the same number. Once we have the
numbers grouped together, we once again convert them to
a list of integers as we did with the row clues. The big-
gap/little-gap strategy works well in this do- main because
the gaps are sufficiently differently sized, so it is always
able to categorize them correctly.

4. Solving the Parsed Board

At this point, we now have a two-dimensional list that
represents the numbers on the Rullo grid, and 2 one-
dimensional lists that represent the desired sums of each
row and column, as shown in Figure 3. It is important to note
that in addition to the representation of the grid and clues as
integers, RulloBot also maintains the following:

* A two-dimensional list of locations that lets
RulloBot know where each number in the grid is
on the computer screen.

* A two-dimensional list of booleans that holds
whether or not each spot in the grid has already
had an action performed on it (a logical solver
should never need to click the same grid number
twice)

* A two-dimensional list that holds the current
status of each spot in the grid. Every position starts
off as 0, to represent that it is not yet known to
RulloBot whether that tile should be active or not.
When a tile is made inactive, it is changed to a -1.
When a tile is determined as definitely active, it is
made a 1.

Algorithm 3 shows the high level process for solving a
Rullo board. This process was intended to capture the way
that a human (or at least, the authors) solve Rullo boards
themselves, to further the idea that RulloBot has to solve
the board just like a human would. RulloBot goes through

each row and column of the board one at a time, looping
through all 10 (since we always use 5x5 boards in this
work) over and over until the board is solved. For each row
or column, it checks all possibilities for that row/column
that fit into what we already know. For example, if the

Algorithm 3: Algorithm for solving the parsed Rullo
grid.
function SolveBoard
while Board is not solved do
for Each row and column of the grid do
Check all possible combinations of active and
inactive that fit with the current row/column state
if There’s only one combination with the correct sum
then
Update the relevant data structures for the
row/column
Left click on the relevant tiles to make them
inactive

end
else if A/l combinations with the correct sum share
the same active or inactive tile then
Update the relevant data structures for that tile
if The tile should be inactive then
Left click on the tile on the board
end
end
else if We have gone one full for loop without any
new information then
for Each remaining combination of the entire
board do
if That combination is a solution to the
board then
Left click the relevant tiles to finish the
board

end
end
end
end
end




board is currently [1, 1, 1, -1, 0], then there would be two
possibilities, one with the last tile being active and one with
the last tile being inactive. It then checks all of those
possibilities to see if they have the correct sum, returning
only those possibilities which add up to the correct value.
Once it has this refined list of possibilities, it checks it over.
If there is only one combination, then we know the
row/column is solved. In that case, it updates each spot that
is currently a 0 in the grid array to a 1 for active or a -1 for
inactive, as appropriate. It then clicks the tiles in the game
that it marked as inactive on the back-end representation.

If there is more than one combination, but they all share a
tile in common, RulloBot does something similar but just
for that tile instead of the whole row. For example, if there
are two combinations for a row: [1,1,-1,-1,1] and [-1,-
1,1,1,1]. As you see, they share in common that the last tile
is marked 1 for active. Since all refined combinations have
this 1 in the last space, we can mark that tile as active in the
back-end. If it were a -1 instead, we would then also click
on the tile in the game itself. We do not need to do that in
this case, since all tiles start as active in the game itself. This
process is repeated for all tiles that are common to all
combinations.

Finally, if RulloBot has not gained any information in one
full parse of the board, it is stuck and cannot get any more
logical information. In this case, RulloBot simply
calculates all remaining combinations for the entire board,
and picks the first one that solves the board. If it did this
right from the start, that would be 225 or 33,554,432
combinations for our 5x5 board (which is the smallest
board size). However, the only case in which RulloBot
cannot derive any more information is when there are two
or more possible solutions to a board. This would usually
involve 4 tiles (Either A and C are active, or B and D are
active), so this is only 24 or 16 combinations to populate.
Without knowing the underlying randomization behind
creating a Rullo Board (since we do not have access to the
back end of the Rullo program that we are using), this
situation may not even be possible, as the generator may
con- strain it to only boards with a single solution. If it does
not use this constraint, the worst case would be to have
every clue and every grid tile be the same number (this
gives the most solutions for every individual row or
column). In that case, RulloBot would have a lot of
combinations to populate, but it would also find one that is
a solution fairly quickly since there are a fair number of
solutions to that type of grid. In larger grids this last
strategy may not be feasible to run due to its restrictive
number of combinations, but empirically it works fine for
the domain with which we are dealing.

Once the board is solved, RulloBot can wait a few seconds
and then click to advance to the next level, starting the
solving algorithm again. Although the solving algorithm is
likely far from optimal, it is very human-like like and works
excellently to test our visual parser, which is the main
purpose of this work.

Figure 4: This is a comparison of a 17 from a 5x5 board
(left) and a17 from a 6x6 board (right). The differences
are a little hard to see without making them massive, but
if you look at the top-left of the 1 in each, there are some
noticeable changes between the two.

5. Conclusions

In conclusion, RulloBot is a novel solver based on a novel
idea: playing Rullo by visually parsing the board like a
human would. In our experiments, RulloBot was able to
solve 100% of 5x5 boards that were given to it. This is not
a theoretical guarantee, just an empirical observation, but
ensures that RulloBot is quite competent at solving boards.
The true advantage, however, is that RulloBot does not rely
on access to the code of Rullo in any way, whether that be
via an API, access to the source code, or tapping into the
memory space of the game. Instead, it is able to visually
parse the Rullo board from anywhere on the screen, and
interact with it perfectly. The parsing of the board to an
internal representation, the clicking of the tiles, and the
clicking to advance the board are all done without error. It
also plays the game in a very “human-like” manner. It is
often the case that AGPAs are made to play a game as
optimally as possible, but there is also value to be gained by
having agents play in a manner much more like humans,
and then observing that behavior. Perhaps the biggest long-
term benefit of this work is that one can’t al- ways access to
the back end of video games (or similartypes of tasks). As
such, agents which can play games or perform similar tasks
without access to their code are a valuable line of research,
and we believe this work is an important step in that
direction. If one replaced RulloBot’s solving component
with a more sophisticated solver, they could match the state
of the art in Rullo solving without any access to Rullo’s
code.

6. Limitations and Future Work

PyAutoGUI is a great library, but it requires quite precise
matches. As previously discussed, it took 41 individual
images (32 for clues and 9 for the Rullo grid) to
successfully parse a 5x5 Rullo board. It would seem
intuitive then, that you could solve a 6x6 board with the
same solver (as it’s the same problem, just a larger grid and
more clues). However, this is not the case. Figure 4 shows
a 17 grabbed from a 5x5 board (left) and a 17 grabbed by a
6x6 board (right). Al- though they are the same size, if you
look closely you can see there are a few pixels that are
different, and those differences will make PyAutoGui
unable to detect them properly.
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Figure 5: An illustration of more complicated tiling in
games. On the left is a plains tile with no mountain
under it. In the center is a mountain tile (notice how
the entire mountain does not fit on the tile), and on the
right is a plains tile that has a mountains tile below it.
On a 16x15 tile map, a total of 148 individual tiles were
identified due to these combinations, before factoring
in that a variety of units could be placed on each tile,
leading to a very high tiling complexity.

There is a confidence parameter than can be used for this,
but making it low enough to pick up these differences tends
to lead to false positives as well. In addition, larger boards
(The maximum in the implementation of Rullo used is 8x8)
make all of the tiles smaller, which causes all of the images
to need to be retaken instead of most of them. There are
also other game modes, where pink tiles in the Rullo Grid
can be limited to be between 2 and 4 or between 1 and 19
instead of between 1 and 9. The visual parser and solving
strategy used in RulloBot would work just as well for other
game modes and board sizes, but would require many more
stored images due to the differences in the boards and their
resolutions.

Unfortunately, there is one large limitation to work of this
nature in general: the locate() and locateAll() functions in
PyAutoGui are very slow, sometimes taking a second or
more to search the screen for a single image. PyAutoGUI
does have an option to only search part of the screen, but as
previously shown in the literature [2], it doesn’t make a
significant difference in practice. However, Rullo has the
advantage of complete information. That is to say, once you
have parsed the board once you never need to parse it again
(compare this to something like Minesweeper, where new
information can be revealed as you play the game). As
such, the speed is not re- ally an issue, other than a
noticeable pause when first starting RulloBot. For other
domains that have time limits on moves or are based on
real-time reactions, the slowness of PyAutoGui paired with
having to constantly re-parse the screen means that it may
not be a feasible option for an AGPA.

Additionally, a limitation with this kind of work in general
is that the program needs to have an image of each
individual item for which it is trying to search. For
RulloBot, this meant a total of 41 (9 for the grid and 32 for
the clues), which was doable. However, there are a couple
of tricky aspects with this. First, different resolutions will
throw PyAutoGui off a lot, so getting the images saved to
disk can be a little trickier than one would expect.
Additionally, if the images were taken at, say, 100% zoom,
you have to run the location search at 100% zoom as well
or PyAutoGui won’t be able to find them. Next, some
games tile in a more complicated fashion. Rullo is
relatively uniform with its positioning of game elements, so
it is manageable. However, some games such as Advance
Wars perform more complicated tiling. For example, that
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Figure 6: Another illustration of more complicated
tiling in games. This is a set of 4 rocks from Creeper
World 2 (Left). The first interesting thing to note is that
the bottom right rock has another rock to the right of'it,
which changes its tile. It is also interesting to note that
the top right tile only has the bright brown line next to it,
not a bright line next to a faded like can be seen on the
left, top, or bottom edges. The right image, which has an
overlay put on it, makes some of these idiosyncrasies of
the tiling more clear and also illustrates that the top two
rock tiles in black are smaller than the bottom two rock
tiles in red (23 pixels tall versus 24 pixels tall). These
are all complexities that would make visually parsing
the game very complicated.

game has plains tiles and mountains tiles. If a mountains
tile is right below a plains tile, it changes the plains tile
(See Figure 5). This can lead to games like this either
having very complicated logic or far more tiles than one
can reasonably encode. Additionally, some games just do
not tile regularly. For example, in Creeper World 2, the tile
for the same object can sometimes be different heights (See
Figure 6) This paper is a step in the direction of
automatically parsing a screen into a back-end
representation, but an area of future work would be to make
more robust visual parsing systems that can handle these
irregularities, preferably in the general case. Other
interesting areas of future work are games/tasks which are
even more difficult or interesting to visually parse than
Rullo, or to hook a visual parsing component into a ma-
chine learner to be able to perform machine learning on the
fly by converting the graphics of the game to data as
needed.
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ABSTRACT

From mid-May through August 2020 the author designed,
built, revised, and analyzed resulting data from two
simulation programs for virtual contact tracing of COVID-
19 infection propagation at Kutztown University in the fall
2020 semester. The first was command-line driven and
non-graphical, with results distributed to faculty and
administrators on May 28. The second was a three-
dimensional interactive graphical simulation, distributed to
faculty, administrators, and the public as a narrated video
via YouTube on July 16. The algorithm is an adaptation of
spreading activation as used in theoretical psychology and
artificial intelligence research since the 1970s. It
propagates discrete, probable infections across a graph
connecting face-to-face classes, tagging attending student
and faculty members to the edges. The simulation is a state
machine, advancing probable infections using a one-week
time step and collecting resulting data at the end of each
week. It uses class rosters to construct the graph,
established parameters for COVID-19 propagation and
risk, and student town party size and frequency measures
based on interviews with local police and residents.
Despite lower-than predicted employee infections in
reported fall data, overall infections meet its predictions,
indicating a higher infection rate and percentage of careless
or unlucky students than initially assumed.

KEY WORDS
COVID-19, SARS-CoV-2, simulated contact tracing,
spreading activation.

1. Introduction

In early March 2020 the human resources organization of
Kutztown University informed employees of the plan to
return to face-to-face teaching a week after the end of
spring break. They communicated with faculty via the local
union president. The author, who is a senior citizen aware
of age-related risks, immediately set about getting medical
excuse letters. The onus for establishing risks from
COVID-19 infection for remote teaching was laid at the
feet of the employees. By the end of spring break, thanks
to a mandate from Governor Wolf, classes went fully on-
line for the duration of the semester.

Immediately after final exam week the author pulled the
May 16 rosters that identified fall classes, teaching
professors, and enrolled students from the university
database. The intent was to provide fall planners with a
scientific analysis of probable COVID-19 propagation
across the university population by writing and distributing
simulation results based on detailed enrollment data. The
initial white paper of May 28 was met with interest by the
provost and several biology professors. These professors
suggested improvements to the simulation model. The
author incorporated professorial feedback and the results of
further readings into a second, graphical simulation model
distributed on July 16. While the viewer count for a
narrated video recording of this model likely exceeds the
readership of technical papers over the author’s long
career, the impact on university planning is unknown. A
September 24 synchronous Zoom presentation of the final
simulation results attracted only 17 members of the
university community. The author aggregated daily
infection counts provided by the university during the fall
for comparison to the summer simulation results. This
paper gives simulated and reported infection analyses
through the end of the fall 2020 semester.

2. Roster-based Simulated Contact Tracing
2.1 Data Structures, Parameters, and Algorithms

Figure 1 shows the object-oriented class diagram for the
main classes of the simulation. This diagram applies to
both the original, command-line driven, non-graphical
Python simulation of May and to the interactive, graphical
simulation of June and July, coded in the Processing
framework atop Java [1,2]. Both models use the same
structure and algorithms, with all enhancements going into
the graphical model after early June.

The class named Class houses data about a course offering
typical of roster databases. The Attendee class houses data
about a faculty member or student. There is one Class
object for each course offering with some face-to-face
attendance as of May 16, and one Attendee object for each
attending faculty member or student as of May 16. An Edge
object connects two Classes with its one-or-more
Attendees in common.



class Class

ID : String
courseName : String
instructor : String
mode : String

room : String
days, time : S

class Attendee

—I class Edge |

] class EdgeStudents |

students : integer

ID : String

infectStatus : String
isStudent : boolean
ageRiskBin boolean
prelnfected : boolean
myCheatSections : Class []

timehour infectedStudent : int infectDate : integer
displayText sessionsTolnfect : integer:
dayset : Set<Character> integer
dayEarliestPosition : int stopSpreadinglt : integer
attendees : Set<Attendee> classes: new Set<Class>()
setnfectStatus( setInfectStatus(
infectStatus,week, infectStatus,week,
prelnfected) prelnfected)
spreadInfection(week : spreadInfection(week :
integer) integer)
checkRecovery(week : checkRecovery(week :
integer) integer)
setAgeRiskBin( setAgeRiskBin(

ageRiskBin: boolean) ageRiskBin: boolean)

loadData(classesCSV : String, studentsCSV : String, coursenumMap : String)
initSimulationState(RO : float, seed : integer) : Attendee []
advanceState() {
CONDITIONALLY initSimulationState(R0, null);
simState(currentWeek, people); // update simulation state
advanceStatsPerWeek(currentWeek); // update statistics database
y
H
simState(week : integer, peopleList : Attendee []) {
for (Attendee p : peopleList) {
p.checkRecovery(week);
p.spreadinfection(week) ;
\
H

1
i

Figure 1: Primary simulation classes
EdgeStudents is a related class that records number of
student Attendees attending a pair of Class objects

connected by an Edge, along with the number of infected
students having those two Classes.
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Figure 2: Sample of Class objects with Attendee edges

Figure 2 is a small corner of the three-dimensional,
interactive, graphical object diagram of Class objects and
their connecting Attendee faculty members and students.

Each graphical Class object displays its course and section
numbers, room number, day and time of its first class of the
week, number of students “S”, edges “E”, and infected
Attendees “I”. Text color ranges from cyan for I=0 to
yellow for 1=S. An Edge connecting two Class objects is
semi-transparent blue when none of its participating
Attendees are infected, ranging to red when 100% of its
Attendees are infected. Semi-transparency avoids
obscuring the Classes with an opaque mass of Edges. An
interactive user of the simulation can navigate through the
3D course graph as it steps through the 15 weeks of the fall
2020 semester and cycles to week 0 at semester’s start.

Figure 3 on the next page shows the full array of 1238 face-
to-face Classes with 5662 students and 339 faculty
members as of May 16 [3], before additional course
enrollments and late-August on-line reductions in face-to-
face course modality for at-risk faculty members and
students. The summary statistics at the bottom of Figure 3
are for week 3 during the second run of the 15-week
semester. The simulation updates these statistics as it
repeatedly runs through the weeks, allowing the user to
navigate through the 3D Class graph, hide and reveal the
edges and the summary statistics, and pause the simulation
for closer inspection via navigation.

The 3D topology of Figure 3 groups Classes within a given
department near each other, on the same 3D level where
possible, in order to minimize cluttering Edge lines
traversing levels for upper-level major students. However,
due to the prevalence of general education courses and the
existence of multidisciplinary majors, the graph is filled
with Edges connecting remote Classes having students in
common.

This statistical approach was inspired in part by a graphical
simulation on the anticipated spread of COVID-19 at
University of California at Los Angeles (UCLA) by four
students [4]. That study is the only related infection
propagation simulation to which the author had access in
May. A prior study at Cornell University [5] that inspired
the UCLA study was not publicly available until June 15,
after the core simulation model of the current study was
working with results published to Kutztown administrators
and faculty. This report does not consider non-collegiate
models. UCLA’s study was more hypothetical than the
current study, because as of May 13, UCLA was in the
midst of moving as many fall courses as possible to on-line
offerings: “Consequently, we are asking departments,
divisions, and schools to plan to offer sufficient remote
courses to provide all students with the options to fulfill
department and degree requirements.” [6] The UCLA
simulation used a high-level statistical simulation model,
in contrast to the more detailed, roster-based, simulated
contact tracing of the current study. Nevertheless, the
objective results are comparable. It is noteworthy that
while UCLA was moving courses to on-line modalities in
May, Kutztown University did not officially do so until two
weeks before start of classes in August.



RUNS 2 WEEK 3 ROclassroom=0.81 ROcheaters=1_15 %cheat=0.1 infected=225 infectedInClass=142
careless groupsize=7 town party size=80"# weekly town parties=6 faculty online=0.0%
atriskFacultylnfected=0 (0 courses) atriskStudentsinfected=4 fac=339 stu=5662 starters = 17
MEAN[3] infected=139 infectedInClass=88 atriskFacultylnfected=1 atriskStudentsInfected=3
MAX[3] infected=227 infectedInClass=149 atriskFacultylnfected=1 atriskStudentsInfected=6

Figure 3: 1238 Classes with 5662 Students and 339 Faculty before On-line Accommodations
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Figure 4: Connection Histogram for Figure 3

Figure 4 is a connection histogram for the graph of Figure
3, with the X axis showing the number of outgoing Edges
for Class objects, and the Y axis showing the number of
Class objects having X’s number of Edges. The Class with
the greatest number of connections to other Class objects
via Attendees in common had 607 connections, and 19
Class objects with 97 Edges each comprise the statistical
mode of this histogram.

The number of Class, Attendee, and Edge objects of
Figures 3 and 4 reduced when Kutztown University
granted faculty requests for 65% of face-to-face faculty to
move on-line two weeks before the start of the fall
semester. Only 211 Classes remained face-to-face, an 83%
reduction thanks to faculty overloads, with 2454 students
(57% reduction from 5662) and 118 faculty members.
Furthermore, even for so-called hybrid classes where
students were expected to attend a subset of the weekly
face-to-face classes, attending via Zoom on other days,
many faculty granted permission to attend remotely,
reducing in-person class sizes and exposures. During the
fall there were an estimated 2300 students living in dorms
and another 1400 in town, totalling 3700 students, with
many additional students attending remotely from home
and not contributing to the simulation. The primary reason
for the discrepancy between 2454 simulated students and
3700 estimated students is the number of students living in
dorms or in town who nevertheless attended all courses on-
line.

The differences in classroom infection numbers estimated
in summer to reported infection numbers in Section 3
derive from the reduction in face-to-face Classes given in
the previous paragraph. However, from May 16 until
around August 10 the administration did not grant many




requested course moves to on-line, so the number of actual
face-to-face Classes was unknown until just before the fall
semester. The present section focuses on planning and
anticipation during the summer, when the face-to-face
Class, Attendee, and Edge numbers of Figures 3 and 4 gave
the only concrete estimates.

Before discussing algorithms for traversing the graph of
Classes, it is necessary to define the primary simulation
parameters applied by the model. Noteworthy is the fact
that once coded, tested, and debugged, it was not necessary
to change the model’s code in order to match reported
infection numbers during the fall. Adjustment of the
following parameters was sufficient to adjust the model’s
predictions to match reported infection numbers.

Ro (pronounced R-naught) is the key parameter for
infection propagation. Intrinsically, it is the infection rate
of the virus or bacterium. It is the basis of the exponential
growth curves that have appeared all over the Internet and
news in 2020. “Ry tells you the average number of people
who will contract a contagious disease from one person
with that disease. It specifically applies to a population of
people who were previously free of infection and haven’t
been vaccinated.” [7] In this simulation, each week a
person is infectious and in-class as constrained by
conservative  parameters  IncubationWeeks=1 and
InfectiousWeeks=1, that person randomly selects Ro other
people to infect. A value such as Rp=1.25 means that an
infected person will infect one other person with a
probability of 100%, and attempt to infect a second person
with a 25% probability. Ro values less than 1.0 yield
decaying new infection numbers over time, while Ro values
greater than 1 spread infection exponentially. This
simulation’s infection process randomly selects an infected
person’s Class, and then randomly selects another person
within that Class, for each of its Ry attempted infections.

WEEK NEW TOTAL
1 8 8

2 9 17
3 12 29
4 15 44
5 18 62
6 23 85
7 29 114
8 36 150
9 45 195
10 56 251
11 70 321
12 87 408
13 109 517
14 136 653
15 171 824

Table 1: Ro=1.25 propagation from 6 initial infections

Ro is the base for the exponential growth function Ro'™,
where time in this simulation is a week 1 to 15, the length
of a semester. Re=1.25[11%1 with 6 incoming infected
Attendees gives the Table 1 values for a semester. An
incoming value of 6 infected Attendees is based on
extrapolating spring 2020 student infections in the author’s
major department to the university population of students,
with Ro=1.25 yielding a total of 824 on-campus infections,
exactly matching the 412 reported X2=824 cases estimated
for the fall as of the week 15, December 2 university report.
The X2 multiplier is based on two assumptions. First,
asymptomatic spreaders may constitute from 25% [8] to
70% [9] of infected Attendees, perhaps as high as 80% for
student-age populations [10]. Second, widespread
anecdotal evidence confirms that some percentage of
symptomatic students began being tested at local
pharmacies when tests became available in order to avoid
campus quarantine. As informed by numerous studies, the
X2 multiplier for university-reported infections is
conservative. The university did not provide testing for
asymptomatic Attendees in fall 2020. Mandatory repeated
testing of asymptomatic individuals was a key
recommendation of the Cornell study [5]. Spring 2021 has
added rapid tests for all students only at the time of return
to campus.
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Figure 5: Ry, testing based estimated R, for 2020.

Figure 5 gives testing-based parameter values R; for
estimating Ro, along with positive results and testing
volume in the bottom two histograms [11]. Contributors to
https:/rt.live/ have changed their presentation and analysis
approaches in 2021, but the R; value range and timing in
Figure 5 was useful for estimating Ro at Kutztown
University and the surrounding community during summer


https://rt.live/

and fall. Tagged dates at the bottom right of Figure 5
correspond to the start of semester and the return home
before Thanksgiving break, followed by 100% on-line
attendance through final exam week.

As previously cited, parameters IncubationWeeks=1 and
InfectiousWeeks=1 are conservative estimates on how
long it takes a freshly infected Attendee to become
contagious, and how long an Attendee remains infectious.
The values are conservative to avoid accusations of
hyperbole. The time quantum for the simulation is one
week.

The simulation’s Asymptomatic=.25 (25%) estimate does
not affect results significantly, because the assumption is
that both symptomatic and asymptomatic Attendees would
propagate the disease. The InstructorsAtRisk=.25
parameter — 25% of faculty members could be at risk for
severe effects if infected — comes from a Kaiser Family
Foundation study [12]. KFF was an extremely useful
source of information in addition to the Centers for Disease
Control and Prevention (CDC) and World Health
Organization (WHO). KFF gave a comparable estimate of
24% for at-risk teachers [13]. Because of the high reported
rate of asymptomatic young people and the desire to avoid
overestimation, the simulation uses a conservative estimate
of StudentsAtRisk=.025, one tenth the parameter for
instructors.

Parameter facultyRequestingNoF2F ranged from 0% at
the start of summer when no accommodations were
promised, through 33% based on documented requests to
Human Resources in the spring and 52% from a summer
faculty union survey, to the actual 65% discussed in the
right column under Figure 3. Simulation results in Section
3 are based on this facultyRequestingNoF2F=.65 value.

Estimating cheating (i.e., ignoring safety guidelines)
among Attendees, primarily students, requires bifurcating
Ro into two values. ROclassroom=0.81 corresponds to the
R: dip in late July in Figure 5. Classroom remediation
included 6 feet of distancing, masks, and hybrid classes,
but remediation of ventilation was minimal.
ROcheaters=1.45 for Attendees attending parties or other
careless gatherings, or being collateral damage of such
students, was the summer estimate for fall numbers based
on a conservative interpretation of Figure 5 values.
Parameter percentCheaters=0.15 is a percentage of all
Attendees. Furthermore, weekly cheatersPerTownParty
=80, numTownParties=6 per week, and
cheatersPerMeeting=7 for careless non-party gatherings
are based on interviews with local police, residents, and
alumni. A local policeman told the author, “Two houses on
Thursday four on Friday and one on Saturday. Crowds
range from approximately 35-125 these are the averages |
have experienced. There were 8 houses 7 houses that
regularly held large gatherings and there are often a half a
dozen smaller one occasional parties and of course
holidays and special occasions.” [14] Despite feedback

from a biology professor in June that most spread occurred
via large super-spreader events, the author maintained
cheatersPerMeeting=7 for non-party careless gatherings
in locations such as dorm lounges, a model aspect that
coincides with later warnings about family gatherings at
Thanksgiving and Christmas [15]. Small numbers of
people engaging in other gatherings can contribute
significantly to interconnections in the contact graph.

The model represents house parties and smaller careless
gatherings as Class objects with Community-prefixed
names. A notable bug appeared when the author started by
modeling a single Community Class object where all
cheating Attendees with ROcheaters gathered. It became a
super-spreader of infection in the graph. It was at this point
that the author researched the size and number of house
parties [14] and allocated multiple Community Class
objects according to the cheatersPerTownParty,
numTownParties, and cheatersPerMeeting parameters.
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Figure 6: Community Spread at House Parties

Figure 6 shows two snapshots of a single simulation run.
The graph at the top shows week 3 infection propagation
in red. Early in the semester, large house parties at the
upper right serve to propagate infection rapidly across
many students who then carry it back into the campus
community. The Class objects at the bottom show two
party and two small gathering Community objects at week
11. By this time essentially all of these Community
Attendees have been infected. As Section 3 discusses, this
appears to be an accurate simulated representation of the
fall 2020 conditions. Most infection propagation occurred



outside the classrooms, then bringing infections into
classrooms and other campus settings.

Listing 1 below summarizes the main algorithms that work
with these graphs and simulation parameters. Function
loadData() reads the comma-separated value data from the
roster databases for classes, students, and course number
associations into internal data structures. Function
initSimulationState() re-initializes simulation at the start
of each 15-week cycle. Simulation is stochastic, so the
exact courses retained when facultyRequestingNoF2F is
greater than 0%, and the exact Attendees infected or
cheating, vary from semester cycle to cycle. The simulator
maintains current, average, and maximum measures for all
cycles through the semester. An analysis from Santa Fe
Institute recommends keeping track of the maximums. “R-
naught is just an average: the transmission rate varies
widely, and outbreaks can be surprisingly large even when
the epidemic is subcritical.” [16]

loadData(classesCSV : String, studentsCSV : String,
coursenumMap : String)

initSimulationState(RO : float, seed : integer) :
Attendee []

advanceState() {
CONDITIONALLY (at start of semester)
initSimulationState(RO, null);
simState(currentWeek, people);
// update simulation state
advanceStatsPerWeek(currentWeek);
I/ update statistics database
}

simState(week : integer, peopleList : Attendee []) {
for (Attendee p : peopleList) {
p.checkRecovery(week);
p.spreadinfection(week) ;
}
}

Listing 1: Main simulator pseudo-code

Function advanceState() is the simulation state
machine driver. It invokes initSimulationState() at the
start of each semester cycle, then alternates between
updating simulator state in simState() and updating a
statistics database of means, maximums, and other
measures derived from simulator state in
advanceStatsPerWeek(). Function simState() checks
each Attendee for recovery, and then spreads infection
from infected Attendees.

Attendee method spreadlnfection(week : int)
implements spreading activation [17] as employed in
this simulation. Incubation takes IncubationWeeks
before becoming infectious and lasts for InfectiousWeeks.

Both parameters are currently set at 1 because of the per-
week time resolution of the model and to vyield
conservative estimates. For each infected Attendee,
spreadInfection() applies parameter ROclassroom to
randomly select one or more Class objects and an
uninfected and unrecovered Attendee within each Class
for new infection. A fractional value such as
ROclassroom=.81 results in infecting an Attendee with
an 81% probability. For each infected cheater
Attendee, so tagged by initSimulationState() based on
parameter percentCheaters, spreadInfection() also
applies parameter ROcheaters to randomly select one or
more Community Class objects and an uninfected and
unrecovered Attendee within each Community Class
for new infection. A value such as ROcheaters=1.45
results in infecting one Attendee with a 100%
probability and a second with a 45% probability.

2.2 University Response

Section 3 gives simulation results compared to infection
measures reported by the university. That comparison
required waiting for concrete fall data through December
2020. This section summarizes university response in
summer 2020.

The white paper based on the command-line parameterized
Python simulation model went to faculty, administrators,
and the members of the university’s Emergency
Management Team (EMT) on May 28, 2020. The provost
emailed the author that same evening to express that she
had read the paper quickly, was interested in the simulated
contact tracing mechanism, and would read it again. No
other response from the administration ever occurred.

As noted earlier, several biology professors provided
useful feedback. One spotted a bug in calculating the
number of disrupted classes when an at-risk professor went
out sick — the average should have been 4 classes per
professor, not 1 — and another helped to refine Rg
estimations. Several pointed at additional useful sources of
information. The author sent these biology professors a
revised copy of the white paper incorporating their
feedback on June 2.

The author distributed the three-dimensional interactive
graphical simulation to faculty, administration, and the
public as a narrated video via YouTube on July 16 [3]. The
video emphasizes the role that house parties and careless
informal gatherings were likely to play in spreading
infection. The author received a short response from the
provost pointing to the code of conduct concerning
distancing, masks, and other precautions that the
administration would distribute to students. No other
response to the video from the administration ever
occurred.

The narrated video garnered 804 views during its first 2.5
weeks on YouTube and has reached 985 views as of March



2021. There was substantial response from faculty
members in the first two weeks, most of it positive. There
were a few contrary responses and one faculty member
who requested never to receive such email again.

The author received a text message from a member of the
Emergency Management Team (EMT) a week or so after
distributing the video, implying that the author would be
invited to review the initial EMT plan within a few weeks.
About two weeks later he received a short apology,
implying that the invitation would not occur.

There were no scientists on the EMT. Not one professor
from biology or any other STEM department contributed
to planning. There were no faculty members at all until a
staff member on the EMT insisted. The EMT’s
membership and activities were mostly political. The top
local union leaders acted as mouthpieces for the
administration. The PA State System chancellor and the
university trustees gave unwavering support for the
administration and the plan. Mandates from the governor
were implemented, although an audit of classroom
distancing resulting in an August downward revision to the
number of students planned per hybrid classroom. Air
treatment received little remediation. There was no testing
of students on return to campus, despite the fact that the
initial number of infected Attendees has a significant effect
on the starting point for exponential spread. There was no
sampling of asymptomatic students for infection. The final
two weeks of class were 100% on-line. Spring 2021 has
seen rapid testing of all returning students, with the first
two weeks of classes on-line to allow for holiday infections
to stabilize, but still no sampling of asymptomatic students
for infection during the semester. Substantial anecdotal
evidence indicates that many students suspecting infection
went to local pharmacies for testing in the fall, instead of
the university, in order to avoid quarantine. There is no
available data regarding such testing.

Each day the university distributes a table summarizing
reported infections to faculty, staff, and students. Table 2
is the table from December 22, 2020. There were no
measures for hospitalizations, infection of at-risk
Attendees, or number of faculty members. As previously
noted, there was no testing of asymptomatic Attendees or
Attendees testing at local pharmacies.

Positive Today | This Total Active Recovered
cases 12/22 week cases cases cases
12/21- since
25 8/24
Students 0 0 158 1 407

living on

campus

Students 1 1 250

living off

campus

Employees | 5 5 19 4 15
Total 6 6 427 5 422

Table 2: University daily report for December 22

The author suspects that a suggestion in the May 28 white
paper to give a lavalier microphone to every faculty
member teaching face-to-face or hybrid classes may have
been the source of that remediation, but this is unknown.
As far as the author can tell, nothing in the reports had any
effect on planning. Certainly, testing all returning students
and sampling asymptomatic Attendees regularly in the fall
could have reduced the number of infections. Those
science-based recommendations were ignored.

3. Aligning Simulation with Reported Data

Figure 7 on the next page gives per-week infection counts
for Kutztown University in red as reported on Wednesdays
during the fall semester. The blue curve is for Bloomsburg
University of PA. The green curve is simply the red
Kutztown University curve multiplied by the X2 multiplier
to estimate the infection of asymptomatic Attendees
discussed in Section 2.1. Finally, the purple curve is the
simulated infection curve discussed with Figure 9 below.

Figure 8 gives percentages of students for the Kutztown
University and simulated curves of Figure 7. By December
2,11.14% of the 3700 students living on campus or in town
(2300 campus + 1400 town), 412 students, were reported
as having been infected. The X2 doubling for
asymptomatic Attendees gives 22.27% (rounding to two
decimal places) of the student body infected.

While Figures 7 and 8 are based primarily on reported data,
Figure 9 and the SIM8Feb2021 curves of Figures 7 and 8
are based on a simulator run of February 8, 2021, that
attempted to match simulated results with reported results
X2. The achieved target was to match week 15 simulated
numbers to reported numbers X2. This required some
rather concerning adjustments to simulation parameters.

ROcheaters=3.5 is up from the 1.45 value anticipated
during the summer. percentCheaters=0.2 (20%) is up
from the 0.15 value anticipated during the summer.
ROclassroom=0.6 is down from the 0.81 value anticipated
during the summer. numTownParties=7 per week is up
from 6 and in agreement with the police officer interview,
and cheatersPerMeeting=8 is up from 7. Parameter
cheatersPerTownParty=80 is unchanged, although some
parties exceed that value.

The increases were necessary to reach a prediction of 846
mean infected matched to the X2 reported count of 824, in
conjunction with decreasing ROclassroom from 0.81 to 0.6
to account for lower-than expected at-risk faculty
infections. Increasing ROcheaters, percentCheaters,
numTownParties, or cheatersPerMeeting increases the
final simulated infection count, while decreasing
ROclassroom in order to match lower-than-expected
infected faculty count also decreases the final infection
count. Temporal curve mismatches occur because Rg varies



during the semester, based in part on super spreaders and
moving indoors.

Bloomsburg & Kutztown reported on Wednesdays starting 8/26 -- week earlier for Bloom -- and
asymptomatic estimate for KU

2 3 4 5 " 7 8 3 10 1 12
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Figure 7: Reported and Projected Infections for Fall 2020
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Figure 8: Reported and Projected Percentages of Students for Fall 2020

RUNS 50 WEEK 15 ROclassroom=0.6 ROcheaters= heat=0.2 infected=928 infectedInClass=454

careless groupsize=8 town party size=80 # weekly town parties=7 faculty online=65.0%

atriskFacultylnfected=3 (12 courses) atriskStudentsinfected=17 fac=125 stu=2754 starters = 8
MEAN[15] infected=846 infectedInClass=405 atriskFacultylnfected=2 atriskStudentsinfected=21
MAX[15] infected=942 infectedInClass=484 atriskFacultylnfected=9 atriskStudentsinfected=32

Figure 9: Screen shot of February 8, 2021 Simulation of Fall 2020




The December 2 campus report states there were 8 total
employees infected during the semester. If we assume that
all 8 were faculty members (some were most likely
administration and / or staff) with InstructorsAtRisk=.25
as previously discussed, the 2 at-risk faculty reported in
Figure 9 agrees with the campus report count of 8. Some
faculty-age Attendees may have been asymptomatic or
under-reporting, but the numbers are down in the single or
low double digits. Reducing ROclassroom required
increasing ROcheaters, percentCheaters,
numTownParties, and cheatersPerMeeting to get to the
infection count range of Figure 7.

The adjustments to parameters means that, according to the
simulation, 20% of students were going to parties or
otherwise being careless, a figure that agrees with the
22.27% of students infected in the X2 red curve of Figure
8. One of the author’s undergraduate research collaborators
who works for the university IT organization successfully
requested not working in the dorms because “the dorms are
crazy” with respect to non-conformance to guidelines. To
reach the total of approximately 824 Attendees, each of the
reckless infected 3.5 other people on average. Ri=3.5 is the
worst estimated R, value for the state during the early
pandemic as plotted in Figure 5. The simulated curves of
Figures 7 and 8 pass the X2 reported curves at 4.5 weeks,
but the simulated and reported curves converge by week
15. Moving activities indoors in early November at week
11 may account for the acceleration in reported counts.

On March 17, 2021 — the middle of week 7 of face-to-face
classes and week 9 overall of the spring semester — there
were 84 total reported infections including 19 employees,
down from 334 total reported cases in week 7 and 342 in
week 9 of the fall, with only 3 total employees summed in
week 7 and 4 in week 9 in the fall. While vaccinations are
rightfully receiving credit for some of the decrease in
infection community counts, Berks County has reported
several spikes in March [18,19].

It is likely that the improved student infection counts so far
in spring 2021 are the result of temporary immunity of
party-going and otherwise careless students who were
infected in the fall. The author has been in contact with
students who were infected in spring 2020 and who were
infected a second time in the fall. The author is in contact
with students who are infected now. The lower student
counts in spring 2021 are not a cause for undo optimism
leading to plans for face-to-face commencement in May
and full face-to-face reopening of classes with no
classroom remediation in the fall [20]. With new viral
variants on the increase, caution remains important.

The steep gradient of simulation curves of Figures 7 and 8
flatten earlier than the X2 reported counts in order to
converge by week 15. Unlike reality in which Ro changes
from week to week depending on factors such as closing
windows and moving recreational activities indoors, the
simulation R values are fixed for a given run. It is possible

to have a stepped simulated Ro sequence, but there is really
no way to predict its values. In any case, it appears from
the curves that partiers and other careless Attendees
saturated their ranks. Partiers appear to have achieved
internal herd immunity, at the cost of substantially
increased risk to the surrounding community. There is no
reported data about long term effects on these people.

Nightly news carried stories of reckless Super Bowl parties
in February and spring break in March. Infection numbers
may be much higher than the daily reports [21]. We are
mostly living indoors with inadequate ventilation and with
large portions of the U.S. population ignoring guidelines.
Concerned people need to stay educated, informed, and
vigilant until this is over.

4. Conclusions

It appears from reported numbers that classrooms were not
the primary locus of infections, both because of
remediation and also because of permission for students in
many hybrid classes to attend remotely. Nevertheless,
reducing the ROclassroom=0.6 value further downward
results in too small a final infection number. Based on the
simulation, infections were still likely passed in
inadequately ventilated classrooms and hallways
connecting them. On the other hand, partying and other
careless behavior certainly played a bigger role than the
author’s conservative modeling estimation during summer
2020. The model presented here is much more accurate in
taking student behavior into account than one from the
University of Illinois. ‘What the scientists had not taken
into account was that some students would continue
partying after they received a positive test result. “It was
willful noncompliance by a small group of people,”
Goldenfeld said.” [22].

It would have been nice if university science and scientists
had played a role in planning, at least in insisting on
incoming and asymptomatic testing at Kutztown.
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ABSTRACT

Over the past decade, the use of online social media Web
sites (e.g., Facebook and Twitter) has skyrocketed. Among
them, Twitter is a popular platform for users to interact in
real-time, share content, express their opinion related to
social events in a limited number of characters, called
“tweets,”. In this paper, we detail our study of the
collection and analysis of political tweets related to the
2020 US Presidential Election. Sentiment Analysis was
performed to visualize political tweets that we collected
using the Twitter API across various states in the US and
modeled to predict results. We developed our code to
extract live streaming tweets that had candidates' names,
hashtags, and relevant keywords, then utilized user-
provided location and our own features to tag tweets to
their respective states. Sentiment scores were calculated
using VADER. We analyzed where presidential candidates
were being tweeted more favorably and used these results
to build a model that predicted 2020 US Presidential
Election results at the state level. The final results were
compared with the actual election results.

KEYWORDS

Twitter sentiment analysis, Twitter, location data, Machine
learning, Election Prediction, Social Media; Data mining

1. Introduction

Digital democracy is here. Modern politics happens when
somebody comments or links to a campaign through social
media. In our hyper-networked world, anyone can say an-
ything, and it can be read by millions. New research in
computer science, sociology, and political science shows
that data extracted from social media platforms yield accu-
rate measurements of public opinion [1,2,3].

It turns out that what people say on Twitter or Facebook is
a very good indicator of how they will vote [4]. Political
messages and campaign slogans are easily and freely com-
municated by candidates. For example, one of the 2016
presidential candidates, Donald Trump, frequently tagged
his tweets with hashtags #MAGA #KAG, many of which
then went viral [5]. Our research goal is focused on analyz-
ing Twitter user's opinions to predict 2020 presidential
election results. In this paper, these key implementations
and algorithms of our project are explained:

1. Tweets containing candidate names, political
slogans, selected keywords are captured and
stored in a database.

2. A sentiment score is mapped to each tweet and
classified as positive, negative, or neutral.

3. The state location of a tweet is identified.

4. Geo-located tweets are analyzed to identify the
relative sentiment of a candidate per state.

A prediction model of a candidate’s election performance
is compared with the actual US Electoral College results.

1.2 Related work

The ability to computationally perform sentiment mining
and automatically detect opinions in tweets has become
possible in recent years, with the large increase in the
availability of data expressing personal opinions [3].
Twitter is a very popular platform for academic research,
as it provides easy access to public social media data via
APIs. Much research has already utilized Twitter data. Jose
and Chooralil used a novel method for analyzing tweets
with the help of lexical resources such as SentiWordNet,
along with a negation handling approach in the data
processing [8]. Pak and Paroubek used the Naive Bayes
Algorithm to classify tweets with emoticons [9]. Various
studies and products have been utilized for data
aggregation in the domain of politics, stock market,
products, and sociology [10,11,12].

Twitter data has also been used to predict election
outcomes. Tumasjan et al. found that tweet volume about
political parties was a good predictor for the outcome of
the elections [13]. Rameke et al. successfully applied the
VADER sentiment module to evaluate sentiment scores
and predict election results from Twitter [14]. Anuta et al.
also conducted a study comparing the election forecast
model based on Twitter data with polls that had been
conducted [15].

However, our work presented here is novel in the volume
of tweet data collected, our identification of state location,
and the application to the 2020 US election. Authors of [16]
have proven that the Spark system has rapid computational
time performing Sentiment Analysis on Twitter Data. The
potency of Apache Spark while handling huge amounts of
data for performing machine learning tasks like
classification, regression, and dimension reduction has
been highlighted in [17].


http://www.washingtonpost.com/blogs/on-small-business/post/bracing-for-a-social-media-explosion-on-election-day/2012/11/05/a4dcd2d8-276d-11e2-b4f2-8320a9f00869_blog.html

Sentiment analysis tools can identify and analyze many
pieces of text automatically and quickly, but they have
problems recognizing things like sarcasm and irony,
negations, jokes, and exaggerations - the sorts of things a
person would have little trouble identifying and failing to
recognize these can alter the results. [22].

2. Data collection

In this section, we describe how we used the Twitter API
to scrape public tweets that were related to the 2020 US
Presidential Election, and how we efficiently stored them
in a database to support future querying and analysis.

2.1 Twitter API and geotagged tweets

In 2021, Twitter has 330 million monthly active users and
500 million tweets per day. Tweets are constrained by a
tweet limit of up to 280 characters [6]. If a Twitter profile’s
privacy setting is set by the user to Public, then those
tweets are assessable by Twitter’s API. The advantages of
using tweets as a data source for election results prediction
are: (1) the volume of tweet data is relatively very large
compared to surveys and (2) tweets contain the opinion of
people including their political views, which can be
monitored in real-time.

The tweet’s unique ID
{ "id"; 598039900059881500, il Text of the tweet

"text": "Sandi Ring Salman Snubs Obama’'s Middle East Summit Over Iran - http://t.co/laU6FMdz0o",
"created at": "Tue May 12 08:19:57 +0000 2015", Tweet's creation date
"in_reply to_status id": null,
"in_reply_to_screen name": mull,
"in_reply to_user_id": mull,
"truncated": false,
"oser': {
"id": 112732163,
"name": "Eduvardo E. Redriguez",
“screen_name": "guineod9",

= The screen name & usedID of replied to tweet author
X The ID of an existing tweet that tweet is in reply to
Truncated to 140 characters

The author's user ID The author’s user name The author’s

The author's screen name biography

The author’s screen name

"location": "Hatillo, Puerto Rico",
"description": "Mi obsecién es la libertad y democracia para mis hermanos cubanos.",
"url®: "http://t.co/h34ItQC3vg", The author’s URL

"protected": false Whether this user is protected or not.

"followers count": 235, Number of followers for

"friends_count": 523, Number of users this user is following this user
““"‘:d;“::f ‘iTG' e The number of Twitter lists on which the author of
‘crea’ e._a B ‘ue Fel Ll v a Tweet appears
"favourites_count": 3, - -

- Number of favourites this user has The creation date for

"utc_offset": null,

"time zone": null,
"geo_enabled": false,
"verified": false,

"statuses count": 31442,
“lang": "en",
"contributors_enabled": false,
"profile background color": "9AE4ES™,

The timezone and offset for this user this account
Whether this user has geo enabled

Whether this user has a verified badge The number of messages a

Twitter user has posted.
Two-character language code that the user set in Twitter,
Whether this account has contributors enabled

"profile background image url": "http://abs.twimg.com/images/themes/theme16/bg.gif", },

"coordinates”: null, The geo tag on this tweet in GeoJSON
“place": null,

"eontributors”: null; - Additional detail for ) RE"ée'i"E
"retweet_count”: 0, The contributor’s user IDs Twitter place information |Mnrmal:(:‘: for the
author

"favorite count": 0,

"entities": { ‘The total number of
"hashtags™: [1, The number of Tweets a Retweets for this Tweet
"symbols": (], user has favorited.
"user_mentions": [],

"arls™: "http://t.co/laUsEHdzOo", structured data from Tweets including resolved URLs,

} media, hashtags and mentions

"retwested”: false,
"possibly_sensitive": false,
"lang": "en" Indicates whether a link in a Tweet might contain sensitive material
R ) Language code

Information for Tweet that was Retweeted.

Deprecated field

Figure 1: Raw tweets contains a multitude of metadata

A Python script was developed to send a request to Twitter
API using the Tweepy library [18]. After authentication, a
JSON response is received for each API request. Twitter’s

standard search API fetches a maximum of 100 tweets per
call and limits calls to 180 per 15 minutes. The result is that
we can scrape a maximum of 18,000 tweets every 15
minutes. We designed our code to adhere to this limit, but
restart every 15 minutes so that the collection of tweets
could continue indefinitely. As shown in Figure 1,

Twitter provides many attributes for a single tweet with its
metadata such as created at, id, text, source, truncated,
in_reply to status id, user, coordinates, quote, retweeted,
lang, retweet_count [27].

As our goal is to perform sentiment analysis on tweets that
pertained to Presidential candidates, we only collected
tweets using keyword search filters relevant to the
presidential election. Example filters that we used include:
Joe Biden, Donald Trump, #2020election and #Vote. For
tweets that matched our search filters, we also extracted
relevant metadata, such as the tweet’s time and date,
tweet’s id, creator id, user location, etc.,

if tweet_lang != None and tweet_lang == 'en' and tweet_text =
if place != None:
tweetObject = {
"id": tweet_id,
"text": tweet_text,
"time": tweet_time,
"city_state": full_tweet['place']['full_name'],
"country_code": full_tweet['place']['country_code'],
"coordinates" : full_tweet['coordinates']

}
print(tweetObject)
db.geo_true.insert_one(tweetObject)
else:
tweetObject = {
"9d": tweet_id,
"text": tweet_text,
"time": tweet_time,
"lang": tweet_lang,
"location" : full_tweet['user']['location']

}
print(tweetObject)
db.geo_false.insert_one(tweetObject)

Figure 2. Sample code to extract metadata

Because we were also interested in exploring the relation
of the aggregate tweet sentiment of a state and comparing
it to how that state would vote in the 2020 US Presidential
Election, we wanted to also collect geo-location data on
each tweet. Twitter allows its users to provide none,
general, or specific location information in their profile.
Most users do not provide specific location data but
instead, often use general (and sometimes vague locations).
Only 2.1% of tweets are geotagged with a specific location.
The specific location of tweets with a precise user-enabled
location is extracted under the location attribute object of
the tweet. Users who only provide a general or vague
location usually have this value-filled with a just county
name, country, city, “at the beach”, “shopping”, “at my
place” so on. Examples of tweets that are geo-tagged
compared with those that were not, are shown in Figures 3
and 4.



id city_state coordinates | country_code |text

time

Territory, Nigeria

1312794071639961604 | Theodore, AL null US (@JoeBiden in your dreams @@@ Sun Oct 04 16:37:51 +0000 2020
@respectfulsimp @ItzNickMS @intuitiview @DPWIMM @realDonaldTrump Yorr .
1312794167865679879 |  Tromton, OH | mull Us (Grespectiisimp [Tz MCKATS (intuitiview (& (Greaonaidlrump TOUTE WO | oo Oct 04 16:38:14 0000 2020
Thousands of years of history prove it to be so.
1312794331338608641 Gilbert, AZ null US {@realDonaldTrump has also tested positive for karma #WhiteHouseVirus Sun Oct 04 16:38:53 +0000 2020
TFederal Capital . . . s -
1312794347738476544 | oo VAR o NG Old man this s not your business, focus on #EndSARSBrutality in the country Sun Oct 04 16:38:57 <0000 2020

(@politvidchannel Biden is a PRACTICING Catholic. Unlike Trump who stands on front of

27 7 T - 20 = 2072
1312794441523003394 Queens, NY null us church w Bible for photo op. Sun Oct 04 16:39:20 +0000 2020
1312794504261443584 | Mechanicsville, VA | null us Don't care, act like Joe is down in the polls! #VOTE Sun Oct 04 16:39:35 +0000 2020
1312794520229228546 | Linthicum, MD null US (@jreaillot @JoeBiden Hell no -Trump didn’t 1! Sun Oct 04 16:39:38 +0000 2020

. . {@realDonaldT: 1 think you truly believed we would fall for your bs! #I1
1312794784357113857 | Oklahoma City, OK | null Us (Greaflonzielrump - Uit you Wiy e IEves e wou ¢ 1att 1or your bs: 7Hoak Sun Oct 04 16:40:41 ~0000 2020

#TrumpLiedPeopleDied #trumphoax https://t.co/9acBoZRgll

Figure 3: Sample of tweets in Non-GeoTagged dataset

I_id location Etext

time

'1310774304909357057 null
’1310774302820556800 Astoria, Oregon
M1310774302686445568 null
M1310774299511451654 USA
M1310774296013205505 null

@fireandshine78 Haven't even seen Tricycles for Biden yet...
@fkess23 @AnnCoulter @nytimes Yes, under the name "Biden"
Delaware State University denies Biden was a student after claim he 'got started' there https://t.co/14q7GutbVn via Tue Sep 29 02:52:01 +0000 2020
@EricTrump Nobody gives a shit about Hunter Biden

@Jillbo4 @azcentral That's why Biden is running for president,he needs immunity really bad

Tue Sep 29 02:52:01 +0000 2020
Tue Sep 29 02:52:01 +0000 2020

Tue Sep 29 02:52:00 +0000 2020
Tue Sep 29 02:51:59 +0000 2020

M1310773801068552192 A little town in Idahooo Biden Campaign Abandoning Hopes of Flipping Texas Blue - The Conservative Brief https://t.co/SYWGNPQQx4 Tue Sep 29 02:50:01 +0000 2020

'1310774290917339136 Virginia Beach, VA @realDonaldTrump is less of a king, and more of a drama queen
@Ana_McCarthyl @veryvirology @Thinkerks @JFNYC1 Is that Biden listening to himself?
M1310774288161660929 The Second Death Star @Imaocrusader Donald Trump please marry me

1310774290195898368 Panama

’1310774281849245697 Right behind you.
M1310774270511820801 null

Lol #Brokeahontas if Biden doesn't call Trump this on live tv during the debates, then he lost.
@kayleighmcenany loe Biden will chew Trump up and spit him out.

Tue Sep 29 02:51:58 +0000 2020
Tue Sep 29 02:51:58 +0000 2020
Tue Sep 29 02:51:57 +0000 2020
Tue Sep 29 02:51:56 +0000 2020
Tue Sep 29 02:51:53 +0000 2020

Figure 4: Sample of tweets in GeoTagged dataset

We collected tweets starting from mid-October 2020 until
after the elections on 5th November 2020. We scraped and
stored approximately 17.2M tweets, out of which 387,713
included geotags (Geo True) and 17,240,196 had general
or no location information (Geo False).

2.2. Storing Tweets using MongoDB

MongoDB is a NoSQL (non-relational) DBMS which
stores JSON-like documents, which has the advantage of
human-readability while being easy to parse automatically
[19]. We wrote a python script which called the Twitter
API to scrape the public tweets that we were interested in.
After creating a MongoDB instance, we used python’s Py-
Mongo module to connect to MongoDB and store the
tweets as JSON data. We read this data from the MongoDB
collection during analysis.

2.3 Geographic location mapping

As discussed earlier, the Geo True dataset is already
mapped to an exact state, whereas Geo False tweet loca-
tions include nullable fields that frequently contain missing
values, more than one county/city/state, or other arbitrary
values. Out of the Geo False tweets, those tweets with
empty location fields or marked as non-U.S. states/territo-
ries were excluded from our dataset.

We processed the remaining Geo False using the public
data values in the city/town location field, to map these
general tweet locations to specific US states. To achieve

this, we generated our own states mapping JSON diction-
ary, with the list of US state names, zip codes, city names,
and their corresponding state abbreviations as constants for
further abbreviation-name transformation. We then devel-
oped a pySpark code to extract the state information from
tweets by iterating the US state’s metadata JSON file
through the list of user locations and writing it to Spark data
frame. By developing this function, we were able to harvest
state-mapped tweets for our analysis.

All Collected tweets (Geo True and False) /

raw tweets 17,627,909
Geo false tweets 17,240,196
Geo True tweets 387,713

% of Geotagged tweets 2.24%
Geo_true (US) Tweets 322,306
Geo_false without Nulls 9,939,507

after processing:

Tweets mapped to exact state in Geo True | 315,207

Tweets mapped to exact state in Geo False | 5,751,090

Total tweets mapped to a specific state 6,066,297

% of state mapped tweets 34.41%

Table 1 — Processed tweet count statistics



We then merged both Geo True and location mapped Geo
False data frames into a single data frame for further pro-
cessing. Table 1 presents summary data for our identifica-
tion of tweet locations. Overall, a little over 6M tweets
have tweet location, with approximately 5.7M tweets fall-
ing into the general tweet location category.

2.4 Apache Spark

We used parallelized machine learning methods in Apache
Spark to process and analyze the tweets. Processing huge
amounts of tweets goes beyond the CPU, memory, and
storage limitations of a single computer. Apache Spark is
an open-source framework that leverages cluster compu-
ting and distributed storage, to process extremely large data
sets efficiently and cost-effectively, with an API available
for Scala, Python, and Java.

3. Analysis of Tweet Sentiment

Once again, one aim of our research is to identify the polit-
ical mood of each US state from the publicly available
Twitter data. In this section, we describe how we per-
formed sentiment analysis on an aggregate level to hypoth-
esize whether a state is positive, negative, or neutral on
some US presidential candidates.

3.1 Individual Tweet Sentiment using VADER

VADER (Valence Aware Dictionary and sEntiment Rea-
soner) is a lexicon and rule-based Sentiment Analyzer [20].
VADER s specifically attuned to sentiments expressed in
social media. It is a module in the ‘nltk.sentiment’ Python
library. It uses a list of lexical features (e.g. word) which
are labeled as positive or negative according to their se-
mantic orientation to calculate the text sentiment. Vader
sentiment returns the probability of a given input sentence
to be positive (pos), negative (neg), and neutral (neu).
The pos, neu, and neg probabilities add up to 1. The com-
pound score is computed by summing the valence scores
of each word in the lexicon, adjusted according to the rules,
and then normalized to be between -1 (most extreme nega-
tive) and +1 (most extreme positive)( Hutto, C.J. & Gilbert,
E.E. 2014). Typical threshold values are

e Positive sentiment: compound score >= 0.05

e Neutral sentiment: (compound score > -0.05) and

(compound score < 0.05)
e Negative sentiment: compound score <= -0.05

For example, observe the following VADER output scor-
ing for these inputs:

Sentence 1: "@metalgear jp @Kojima Hideo I want
you're T-shirts! They are so cool! :D". Vader scores: {'neg"
0.0, 'neu": 0.432, 'pos": 0.568, 'compound': 0.8476}

Sentence 2: 'l feel lonely someone talk to me guys and
girls :(\n\n@TheOnlyRazzYT @imarieuda’. Vader scores:
{'neg': 0.293, 'neu": 0.707, 'pos": 0.0, 'compound': -0.6597}.
In this example Sentence 1, VADER identified the follow-
ing 56.8% of the tokens as pos — (so cool! , want). 43.2%
of the tokens as neutral (@metalgear jp, @Kojima, I) and
0% of the tokens as negative.

The sentiment score of a text can be obtained by summing
up the intensity of each word in the text. VADER’s scoring
algorithm is sensitive to the case; that is, the sentence ‘This
is great’ has a different score than the sentence ‘This is
GREAT’. Additionally, the presence of punctuation will
have an effect. For example, exclamation marks will have
positive effect on scoring, whereas words after @ and # al-
ways have a neutral score. Scores of sample sentences are
shown in Figure 5 [28]

a = "This was a good movie.'
sid.polarity scores(a)

OUTPUT-{'neg': 0.0, 'neu': 0.508, 'pos': 0.492, 'compound': 0.4404}

a = 'This was the best, most awesome movie EVER MADE!!!'
sid.polarity scores(a)
OUTEUT-{'neg': 0.0 'pos': 0.575, 'compound': 0.8877}

, 'meu': 0.425

Figure 5: Vader scoring samples.

3.2 Political tweets Sentiment scoring

To not only score tweet sentiment for the tweets that we
collected but also model if a tweet was in favor of one
candidate rather than another candidate, we first had to
identify which candidate each tweet was about. In the 2020
US Presidential Election, there were two main presidential
candidates, who each had a vice-presidential running mate:
Republican Party: Presidential Candidate (Donald Trump)
Democratic Party: Presidential Candidate (Joe Biden).
We used a set of keywords (e.g., trump, Biden, etc.) to filter
our collection of tweets to identify the candidate’s name in
the tweet. [Figure.6]. However, we observed some tweets
that had both candidates in them. We removed tweets that
had both candidate names, and tweets that didn’t have any
candidate names mentioned.

The filtering result was two different data frames: Trump
tweets and Biden tweets. Examples of tweets that included
both candidates or neither are shown in Tables 2 and 3.
Summary statistics about these data frames are shown in
Table 4.



id text
Do you think you’ll beat Sleepy @JoeBiden, Mr.
@realDonaldTrump &
(@ShannyGasm I can’t stand Trump’s voice either but T

r
1310729232646053889
r

1310730812971720705
! e am watching to see Biden destroy Trump

"1310733696215941120 Biden leads in 7 states Trump won in 2016, poll shows
" Voted for Biden-Harris today with my 82 vear old mom!
#EndTrumpChaos
This is not 2015. Biden is doing well. Donald not so

1310743337205477376
r

1310715808365019139
r

1310735864255967232

r
1310720002383851521

much
‘What happens when the President we elect after Biden
(supposing he wins) is worse than Donald Trump?
If You Were Going To Start a Business, Would You
Consult Trump or Bin Biden ?

Table 2: Example tweets with both candidates named.

id text
r . . s .
1314086344281387008 Oh jesus... Mike Pence isn't very tall is he... Not
very masculing, huh?
"1310721212700044224 He'd get my vote.
"1310730298213175297 Good, but still VOTE!!!!
"1314055206414368768 We love you #KamalaHarris
r f ] .
1310761117631668226 All the president’s taxes. #VOTE #Votel—l.lr.nOut
#VoteThemOut https://t.co/DORQYirjOf
r o
1314047513305911297 @CNNPolitics #VPdebate was bugged...by the
real MVP...the fly
r P . . '
1314056195042565120 @KamalaHarris Liar, liar. Pants on fire. #Fracking
#debate https://t.co/TzbMalCeZ7
r . ' ' .
1314059001949085697 Why was Arizona's Kayla Mueller discussed in VP

debate?
Table 1: Example tweets with neither candidate named

We then conducted sentiment analysis on our preprocessed
data frames using VADER. We applied VADER to score
each tweet as negative, neutral, or positive. Example tweets
and scoring are presented in Figure 6.

id text State scores label ‘
{neg=0.0, pos=0.0,
compound=0.0, new
neu=1.0}

I'm starting to suspect Donald Trump {neg=0.145, pos=0.0,

1310768843741163520  was never going toreleasehistax ~ VA~ compound=-0.296. neg

returns. neu=0.855}

This Video Will Get Donald Trump {neg=0.0, pos=0.0,

1310720445465812992 Elected hitps:/t.co/eL8s31uB7Nvia CA compound=0.0, neu

@YouTube neu=1.0}

(@charliekirk]1 Retweet if Donald {neg=0.0, pos=0.161,

1310733072241840128 Trump should release justowntax €O compound=0.3612.  pos

returns as promised. neu=0.839}

{neg=0.0, pos=0.559.

Trump will win OH. DC  compound=0.5859, pos
neu=0.441}
{neg=0.311,
pos=0.204,

compound=-0.2732,
neu=0.485}

Donald Trump didn’t pay taxes which {neg=0.085. pos=0.0,

1310741925016694786 means he didn’t contribute towards AR compound=-0.1027, neg

PPE for essential workers neu=0.915}

r
(@EricTrump Who does Donald Trump

a0 -
1310730758001221637 owe $421M to? Answer that question .

r

r

r

v
1310756138212888577

r
1310771776176246784 Trump is a fraudulent president as well 1A neg

r

Figure 6: Scores after applying Vader sentiment on
tweets

We dropped all of the neutral polarity tweets from both the
Trump tweets and Biden tweets datasets, as this data isn’t

giving any intuition about prediction and adds needless
noise to our data. As shown in Table 5 approximately 2.6M
tweets had either positive or negative sentiment and
pertained to either Trump or Biden, a single presidential
candidate (as well as state location information that we
automatically deduced). We finally proceeded with 2.6 M
tweets for our analysis.

Tweets with both candidate names 481,724
Tweets with neither candidate names 1,572,644

Tweets dropped 2,054,368

Total Positive | Negative Neutral
tweets tweets tweets tweets

Trump | 2,351,209 | 782,850 791,806 776,553

Biden 1,660,720 | 629,535 428,804 602,381

Total 4,011,929 2,632,995 1,378,934

Table 5 Sentiment labeled tweets count.

4. An aggregate view of tweet sentiment by
state level

From our dataset, where each tweet data is labeled as either
positive or negative, and state location is deduced, we
aggregated the percentage of positive and negative tweets
by state and candidate. It is interesting to note that for all
states, there was always a greater percentage of Biden
positive tweets than negative tweets (Biden’s positive
percentage ranges from 54.46% to 65.48%, whereas
Trump’s positive percentage ranges from 46.05% to
55.05%.). Statewide results are presented in Figure 7.
Once again, our sampling of data had a greater percentage
of Biden positivity compared to Trump positivity for all 50
US states, so a model that only looks at the comparison be-
tween a candidate’s positive vs. negative tweets would
seem to be biased towards Biden. Rather than just compare
positive to negative tweets, we instead elected to relatively
rank order the states from those that appear to be strongest
for Biden to weakest, and strongest for Trump to weakest.
We were interested in seeing if we could automatically
identify states that were very strong for Biden and weak for
Trump, and vice versa, based on their relative state wise
sentiment.



Also shown in Figure 7, we calculated the raw difference means that this state had the greatest difference in Biden

between Biden positive tweets and negative tweets per- positive tweet percentage vs. negative tweet percentage,
centage, and normalized these ‘percentage difference’ val- and WY (0.10) had the least difference. The Trump Nor-
ues for each candidate; this is presented in the Biden Nor- malized column is the same calculation for Trump.

malized column. That is, the greatest value, VT (0.90)

swe || | e SR o | Lo SRR o acea | S| e
AK 2691 56.22 43.78 4385 51.74 48.26 348 12.44 0.23 0.60 Yes
AL 11710 56.25 43.75 14878 55.07 44.93 10.14 12.5 0.23 0.89 Yes
AR 22137 63.27 36.73 38148 50.67 49.33 1.34 26.54 0.74 0.51 No
AZ 28974 57.55 42.45 41935 51.28 48.72 2.56 15.1 0.32 0.56 No
CA 137472 61.07 38.93 218611 48.58 51.42 -2.84 22.14 0.58 0.32 Yes
CO 19062 58.86 41.14 32547 46.85 53.15 -6.3 17.72 0.42 0.17 Yes
CT 8934 59.78 40.22 13274 47.97 52.03 -4.06 19.56 0.49 0.27 Yes
DC 14244 65.22 34.78 18794 50.9 49.1 1.8 30.44 0.88 0.53 Yes
DE 3768 60.46 39.54 5877 49.28 50.72 -1.44 20.92 0.54 0.38 Yes
FL 84934 56.7 433 120560 52.31 47.69 4.62 13.4 0.26 0.65 Yes
GA 28058 58.68 41.32 36643 51.38 48.62 2.76 17.36 0.41 0.57 No
HI 4599 60.17 39.83 7240 52.72 47.28 5.44 20.34 0.51 0.69 No
1A 6125 61.03 38.97 9366 49.42 50.58 -1.16 22.06 0.58 0.40 No
1D 4512 55.7 443 6074 55.14 44.86 10.28 11.4 0.19 0.90 Yes
IL 34451 60.31 39.69 53816 46.84 53.16 -6.32 20.62 0.52 0.17 Yes
IN 31938 60.12 39.88 44541 50.09 4991 0.18 20.24 0.51 0.46 No
KS 8640 58.75 41.25 12581 49.52 50.48 -0.96 17.5 0.41 0.41 Yes
KY 22411 59.84 40.16 38091 49.09 50.91 -1.82 19.68 0.49 0.37 No
LA 13443 61.73 38.27 15805 54.13 45.87 8.26 23.46 0.63 0.81 Yes
MA 21779 60.99 39.01 34049 47.05 52.95 -5.9 21.98 0.57 0.19 Yes
MD 13922 61.79 38.21 20402 48.65 51.35 -2.7 23.58 0.63 0.33 Yes
ME 7245 61.44 38.56 11107 48.57 51.43 -2.86 22.88 0.61 0.32 Yes
MI 26910 59.21 40.79 42313 49.3 50.7 -1.4 18.42 0.44 0.39 Yes
MN 15393 61.31 38.69 24712 47.34 52.66 -5.32 22.62 0.60 0.21 Yes
MO 13980 57.84 42.16 20087 48.87 51.13 -2.26 15.68 0.35 0.35 Yes
MS 4702 55.19 44.81 5955 54.41 45.59 8.82 10.38 0.15 0.84 Yes
MT 3631 56.76 43.24 5303 51.88 48.12 3.76 13.52 0.27 0.61 Yes
NC 16306 59.21 40.79 23911 49.71 50.29 -0.58 18.42 0.44 0.42 No
ND 2138 59.35 40.65 3417 48.43 51.57 -3.14 18.7 0.45 0.31 No
NE 4170 58.49 41.51 6547 48.89 51.11 -2.22 16.98 0.39 0.35 No
NH 2397 63.04 36.96 3778 50.85 49.15 1.7 26.08 0.72 0.52 Yes
NJ 23537 58.76 41.24 38149 48.32 51.68 -3.36 17.52 0.41 0.30 Yes
NM 3236 57.48 42.52 5584 46.6 53.4 -6.8 14.96 0.32 0.15 Yes
NV 12985 58.21 41.79 17927 53.23 46.77 6.46 16.42 0.37 0.73 No
NY 82071 61.13 38.87 125266 47.79 52.21 -4.42 22.26 0.58 0.25 Yes
OH 37593 58.74 41.26 57261 49.24 50.76 -1.52 17.48 0.41 0.38 No
OK 8952 57.27 42.73 12124 52.98 47.02 5.96 14.54 0.30 0.71 Yes
OR 16687 60.39 39.61 27550 47.46 52.54 -5.08 20.78 0.53 0.22 Yes
PA 42380 59.1 40.9 66020 49.02 50.98 -1.96 18.2 0.44 0.36 Yes
RI 2871 60.4 39.6 5355 46.05 53.95 -7.9 20.8 0.53 0.10 Yes
SC 10009 57.01 42.99 14136 50.63 49.37 1.26 14.02 0.29 0.50 Yes
SD 1399 61.19 38.81 2128 53.24 46.76 6.48 22.38 0.59 0.73 Yes
TN 20054 56.28 43.72 26194 54.45 45.55 8.9 12.56 0.23 0.84 Yes
TX 99042 57.54 42.46 123888 52.92 47.08 5.84 15.08 0.32 0.70 Yes
UT 6876 62.03 37.97 9527 49.59 50.41 -0.82 24.06 0.65 0.41 No
VA 22839 59.36 40.64 31964 49.47 50.53 -1.06 18.72 0.46 0.40 Yes
VT 2280 65.48 34.52 4086 49.73 50.27 -0.54 30.96 0.90 0.42 Yes
WA 27646 62.38 37.62 45849 46.74 53.26 -6.52 24.76 0.67 0.16 Yes
WI 13717 59.17 40.83 21909 48.3 51.7 -3.4 18.34 0.44 0.30 Yes
wv 1966 5621 | 43.79 2929 49.16 | 50.84 | -1.68 12.42 0.23 0.37 Yes
WY 1357 54.46 45.54 1919 54.3 45.7 8.6 8.92 0.10 0.83 Yes
GU 166 60.24 39.76 144 50.69 49.31 N/A N/A N/A N/A N/A

Figure 7. State wise Sentiment comparison per each candidate



Figure 7 also presents a naive model for predicting a state’s
election winner: choosing the candidate with the greater
normalized score. Although this model is arguable overly
simple and naive, the results are perhaps a bit better than
expected: the model correctly predicts 23 states that Biden
actually won, and 16 states that Trump actually won in the
election. The model was incorrect on 13 states.

A baseline prediction of the winning candidate for that
state based on average over the last 20 years (5 elections)
was calculated and compared with our results with an
accuracy of 80% prediction.

No. of states Matched 41
No. of states Not Matched 10

Twitter Analysis Accuracy Percentage 80.39%

Table 6. Past five years election results Analysis Vs
Twitter Analysis Prediction

5. CONCLUSION

Through the emergence of social networking sites, people
are expressing their opinions on many topics using
microblogging services. The design of this work was to
develop location-based sentiment analysis using Twitter
data to predict US presidential election results. This
political analysis research utilized data mining techniques
to collect tweets, user location-based data from Twitter,
preprocessed those tweets to map them to exact state, and
tagged sentiment to each tweet using Vader. The entire
process consisted of data mining, extraction, processing,
and visualization, all of which were challenging tasks. The
Apache Spark’s ability to perform in-memory
computations is used to optimize iterative computation,
allowing for data analysis of big datasets.

5.1 Discussion and Lessons learned

The objective of this study was to discover if we can pre-
dict the 2020 elections electoral results using the sentiment
analysis of users on Twitter. We intended to parse the sen-
timent of tweets by US states. Our correlation of state sen-
timent to election results presumes that there is a relation
of Twitter users to voters, but clearly, a non-American/mi-
grant working in “New York’ can mention ‘New York’ in
twitter’s user’s location, and tweet about Trump or Biden,
without having the ability to vote, and users who tweet
might not meet the age for voting [21]. Tweets may contain
tokens that are not in the official Vader lexicon, and with
the short length of tweets, there might not be enough con-
text for reliable opinion mining.

5.2 Future Work

As we advance in executing this research, we encountered
that local computing has serious limitations, and turned to
cluster computing on Apache spark for efficient and fast
computation. Due to limited time, tweets were collected
first and were analyzed later, but in the future, we plan to
incorporate tools such as Apache Kafka, the current most
extended open software for distributed computing Apache
Spark to achieve the goal with Spark Streaming (Spark
Kafka Integration, 2016), which can read code in Scala or
also in Python (with the module PySpark)[23].
Additionally, we hope to employ bot detection in future
work, as Twitter bots, which have been found to exist for
both candidates (Howard, Kollanyi, and Woolley 2016)
[24]. Finally, VADER’s lexicon size may be insufficient
and provide inferior accuracy for social media texts. We
hope to also build on identifying sarcastic comments and
classify these as neutral or negative.
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ABSTRACT

Spam detection tools have become increasingly necessary
for a variety of applications. Firms use classification
methods, support vector machines, neural networks, and
combinations of all of the above to tune their spam
detection tools to provide the best performance. In this
study, we apply three of the highest-performing
classification methods (J48, Naive Bayes and Random
Forests) to two datasets, one with significantly fewer
features than the other, to evaluate their performance and
determine whether a greater number of features improves
their accuracy. Results show that Random Forests
outperformed J48 and Naive Bayes in all instances,
however Naive Bayes required less computing time while
providing adequate performance on the high-feature
dataset. J48 required significantly less computing time on
the low-feature dataset than it did with the high-feature
dataset. There are instances in which either algorithm may
be preferred, depending on whether a user places more
value on speed or accuracy.
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Classification Methods; Spam Email; Naive Bayes;
Random Forest; J48 Decision Tree

1. Introduction

Now, more than ever, society relies on e-
communications. The current pandemic has resulted in a
surge of telework, much of which is dependent on
technology such as email. With an increase in e-
communication also comes an increase in unsolicited,
sometimes malicious email, known as spam. Most often,
the purpose of spam is advertising (promoting products or
services) or fraud (phishing scams, identity theft) [1]. The
potential security risk that users face is a problem that
many have tried to solve.

The first ever piece of spam email was reported in
1978, when approximately 400 ARPANET users received
an unsolicited email advertising a new product presentation
by the Digital Equipment Company. As technology
advanced into the early 1990s, so did the prevalence of
spam. By 1994, the first massive email campaign, known
as the USENET green card lottery spam, took place and
blasted over 6,000 USENET newsgroups. Today, billions
of spam emails are sent and received every day, making it

the most prevalent and invasive form of digital spam. If
these billions of emails were left unfiltered, they would
easily overpower legitimate emails.

This is where machine learning and spam
detection algorithms become necessary. Most major email
service providers, such as Gmail (Google) or Outlook
(Microsoft), do not share what their spam detection process
is or what algorithms they rely on for fear of their methods
being further exploited.

In addition to email, spam detection algorithms
have a wide range of applications from filtering out
fraudulent reviews on websites like Amazon and Yelp to
instant messaging platforms such as Facebook Messenger
and WhatsApp. Common methodology uses text
classification algorithms to implement a spam filter, which
then separates the potential spam from legitimate email.

In this study, we will use common data mining algorithms
to assess their performance at detecting spam emails and
determine which algorithms are ideal in various situations
and observe the trade-off between processing time and
accuracy of results. Key to this study is testing the
algorithms on datasets of various sizes, with contrasting
numbers of attributes, to determine whether or not more
attributes may result in better performance.

2. Related Work

There are numerous studies that compare the performance
of different data mining algorithms to properly classify
spam email. The following studies are helpful in
determining which algorithms we will analyze.

In 2011, a study conducted by Sharma and Sahni [2] used
classification algorithms to categorize emails as spam or
non-spam. The experiment analyzed a large spam email
database, which used only the emails total word count and
the frequencies of the 48 most used words as their features,
in the WEKA environment and compared four Decision
Tree algorithms in terms of accuracy. Decision trees use
class-labeled training data to develop a flowchart-type
structure where decision nodes sort observations into
classes. The four algorithms compared in the study were
ID3, J48, Simple CART and Alternating Decision Tree



(ADTree). The study concluded that the J48 classifier was
much more accurate than ID3, CART and ADTree.

A 2013 study conducted by Rathi and Pareek [3] compared
numerous classification methods used to detect spam
email, namely Support Vector Machines (SVM), Naive
Bayes (NB) and Decision Trees including Random Forests
(RF). Support Vector Machine uses non-linear mapping to
transform the training data to a higher dimension, where it
searches for the optimal decision boundary to separate the
data between classes. Naive Bayes classifiers apply Bayes’
theorem to sort observations with a strong (naive)
assumption that the events are independent. Random
Forests create a large number of decision trees at random
and sort the observations into the class in which the
majority of trees placed it. The researchers found that RF
best detected spam emails on a dataset both with and
without feature selection first applied to narrow the number
of attributes. Other algorithms with high degrees of
accuracy included Random Tree (RT), Simple CART, J48
and Function Tree (FT). NB consistently performed worst
among the selected algorithms as measured by accuracy.

Al-Tahrawi, Abualhaj, and Al-Khatib [4] did an empirical
study in February of 2020 comparing Polynomial Neural
Networks (PNN) to other classification techniques. These
techniques include k-Nearest Neighbors (kNN), SVM and
NB. kNN is one of the simplest classification algorithms;
it searches all available data for the k most similar data
points and groups them together. k is usually a small, odd
number. Larger values of k often lead to more accurate
results but a longer, more laborious process. Various
measurements of accuracy & error rates were recorded and
compared. They concluded that PNN performed either as
well or better than the other three classification methods,
with Naive Bayes being best in most measurements among
them.

Our study compares the best performing of these
algorithms (RF, NB, J48), and considers whether the
number of features in a dataset affects the algorithms’
performance. All of the aforementioned studied analyzed
their results based on only one dataset, be it small or large.
Our goal is to take their results and expand them by running
experiments on datasets of contrasting size and content.
We also factor in computing time as real-world
applications require performing spam classification
quickly and frequently.

J48 is an open-source Java-based implementation of Ross
Quinlan’s C4.5, a decision-tree classifier that ranks among
the most popular data-mining algorithms [5]. It grows a
tree by creating a test that divides the training data into two
or more groups. C4.5 ranks tests by placing a priority on
information gain. Once the algorithm has grown a tree, it
prunes the tree in reverse (from leaf to root) to prevent
overfitting. For this it uses a pessimistic estimate of the
error rate derived from the binomial probability
distribution.

Random Forests combines principles from decision trees
like J48 and bootstrap aggregating, or bagging. Bootstrap
aggregating would generate multiple decision trees from
random samples of the training set and place observations
into the class in which the majority of trees placed them.
Random Forests go a step further and at each node, it uses
arandom subset of the features themselves to determine the
split [6].

Naive Bayes algorithms apply Bayes’ theorem with a
strong assumption that the features are independent of one
another. We want to predict the probability an email
belongs to a certain class (spam or non-spam), given that it
has certain attributes. Bayes’ theorem allows us to turn this
around and find the probability by multiplying the prior
probability (the probability that any email belongs to a
certain class) by the likelihood an email in a given class has
features matching the email at hand (we can ignore the
denominator in Bayes’ theorem, because it is the same for
all classes). The algorithm then places the email in the class
with the highest probability [6].

3. Methodology

For our study, we used two email datasets: the Spambase
[7] dataset and the Biswas [8] dataset. Algorithm analysis
was conducted in Weka 3.8 on both Windows and Mac OS
machines.

The Spambase dataset contains data on 4,601 emails
collected in 1999 through Hewlett-Packard Labs. Emails
that were manually classified as spam by an individual are
denoted with a (1) in the last column of the data, and
legitimate, non-spam emails from both professional and
private sources are denoted with (0). It includes 1,813 spam
emails and 2,788 non-spam emails. The remaining
columns contain frequency counts of the 48 most
commonly found words in emails, as well as data regarding
the presence of strings of uninterrupted capital letters.

The Biswas dataset, created in 2020, contains data on 5,172
randomly selected emails, also denoting spam/non-spam
with (1) and (0), respectively. It includes 1,500 spam
emails and 3,672 non-spam emails. The remaining
columns contain frequency counts of 3,000 of the most
commonly found words in emails. The use of 3,000 words
as features for spam filtering means the Biswas dataset is
considerably larger than the Spambase dataset.

To prepare the data we examined both sets in Weka to look
for any irregularities. We used a Weka filter to convert the
Biswas dataset’s class field from numeric to nominal. This
allowed the data to be processed by Weka’s classification
algorithms. We also removed an irrelevant field from
Spambase that had an ID number for each observation.



Given all the research that has already been done on
classifying spam email, the three most successful
classification algorithms commonly found were J48, Naive
Bayes, and Random Forests. The goal of this analysis is to
compare these top three algorithms to determine if one is
superior to the other, and if so, in which circumstances
would one might be preferred over the other. All three
algorithms were compared on both a larger, more complex
data set (Biswas with over 3000 features) and a smaller,
simpler dataset (Spambase with just under 50 features).
Ultimately, we would like to measure the overall
performance on the two datasets so web services firms can
decide whether it is worthwhile to monitor thousands of
word-frequency attributes versus fifty or so.

4. Approach

A 2019 review of research that assessed machine learning
techniques for email spam filtering [9] used several
measures to assess algorithm performance. Most
commonly used in the studies they examined were
accuracy, precision and recall.

Accuracy simply measures how often the algorithm
correctly classifies an email:

If |H —> H| = the number of non-spam emails classified
as non-spam, [S -> S| = the number of spam emails
classified as spam, NH = number of non-spam emails and
NS = number of spam emails,

Accuracy = |H—=> H| + |S—> S|NH + NS

But this does not account for false positives or false
negatives. An algorithm may identify 95 percent of emails
correctly, but if the remaining five percent are important
emails that end up in the spam folder, it may not be a good
algorithm. That is where recall and precision come into

play.

If |S —> H|= the number of spam emails classified as
non-spam and |H —> S| = the number of non-spam emails
classified as spam,

Recall = |S—=> S[|IS—> S| + |S—> H|
Precision = |[S—> S||S—> S| + |H—> §]|

Recall measures the percentage of spam emails prevented
from entering the email inbox while precision measures the
likelihood an email is actually spam if the algorithm
classified it as such. We will use all three measures in our
analysis.

For each method we used 10-fold cross-validation to test
the algorithms.

5. Experiment and Discussion

5.1 J48

We used Weka’s J48 algorithm with the default parameters
to determine the accuracy, precision and recall for both
datasets. For the Biswas Dataset, the J48 algorithm
showed 91.76% accuracy, the average precision was 0.917
with an average recall of 0.918. Spam emails were
correctly classified 94.8% of the time, and non-spam
emails were correctly classified 84.3% of the time. The
resulting tree was large, causing the runtime for this
algorithm to be significantly longer than the others.

For the Spambase Dataset, the J48 algorithm showed
92.98% accuracy and the average precision and recall were
both 0.93. Spam emails were correctly classified 90.8% of
the time, while non-spam emails were correctly classified
94.4% of the time.

5.2 Random Forest

We used Weka’s Random Forest algorithm with the default
parameters. On the Biswas dataset, Random Forest
accurately classified emails 97.04% of the time with
precision and recall both at 0.970. Random Forest
accurately classified 98.5% of non-spam emails, and
93.4% of spam emails, with a precision and recall of 0.974
and 0.985 respectively for non-spam emails and .962
and .935 for spam emails.

The Spambase dataset resulted in slightly lower values
across all measures when using Random Forest. It
accurately classified emails 95.5% of the time with
precision and recall of 0.955. It accurately classified 93.2%
of spam emails and 97% of non-spam emails, with a
precision and recall of .956 and 0.970 respectively for non-
spam emails and 0.953 and .932 for spam emails.

5.3 Multinomial Naive Bayes

We used the multinomial Naive Bayes algorithm in Weka,
as it is commonly used for text classification problems,
with default settings and 10-fold cross validation. For the
Biswas data set, emails were correctly classified 94.49% of
the time, with an average precision of 0.947 and average
recall of 0.945. It accurately classified 94.5% of spam
emails and 94.4% of non-spam emails.

For the Spambase dataset, multinomial Naive Bayes
performed with an accuracy of 79.09%, an average
precision of 0.790, and an average recall of 0.791. Spam
emails were correctly classified 72.2% of the time with
non-spam being correctly classified 83.6% of the time. For
both the large and small data sets, the run time for NB was
under 1 second, making it the fastest of the three
algorithms.



5.4 Results

The results of all three algorithms’ accuracy, average
precision, average recall, and runtime are tabulated in

difference in performance between the two datasets, both
performing

around 92%.

Figure 2: Comparison of Accuracy(%) by Algorithm
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Fig. 1 shows a comparison of algorithm run times,

including the time to build the model and run the analysis.
Naive Bayes was by far the fastest, regardless of data size.
Random Forest and J48 were fast on the smaller Spambase
data set but were slowed with the increased data size of
Biswas. J48’s performance on Biswas was significantly
slower.

Fig. 3 and Fig. 4 show the comparison of algorithm
precision and recall, respectively. Again, Random Forest
performs best regardless of data size.

Figure 3: Comparison of Precision by Algorithm
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Fig. 2 shows a comparison of algorithm accuracy. Random
Forest performs best on both Biswas and Spambase. Naive
Bayes does well with the larger Biswas set, but poor on the
much smaller Spambase. J48 does not show a great



Figure 4: Comparison of Recall by Algorithm
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6. Conclusion

Of the three algorithms, Random Forests performed best,
but there are instances in which all three algorithms may be
preferred depending on tradeoffs with respect to computing
time and accuracy.

Only J48 performed better on the lower-attribute Spambase
dataset than the higher-feature Biswas dataset on all
measures. While it was noticeably less accurate than
Random Forest (about 2.5% less accurate on the Spambase
data), it required about one-third the computing time. In a
situation where large volumes of emails must be processed
and marginal gains in accuracy are not highly valued, J48
may be the best algorithm. The lower number of features
required for accurate classification also makes this an
easier algorithm to implement.

Otherwise, on low-feature datasets, Random Forests is the
clear winner. Random Forests also outperforms all
algorithms on the high feature dataset, but again there are
cases with large volumes of emails where the less cost-
intensive Naive Bayes algorithm may be preferred. It is
about 2.5% less accurate than Random Forests, but with a
3,000-feature dataset Random Forests requires nearly 450
times the computing time.

With both Naive Bayes and Random Forests users will
have to determine whether the gains in accuracy achieved
by gathering larger amounts of data are worth the cost.
Moving from the 48-attribute Spambase set to the 3,000-
attribute Biswas set increased Naive Bayes’ accuracy from
79% to about 94.5%. The gains were less stark for Random
Forests, which improved from 95.5% to 97%.
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ABSTRACT

As one of the leading causes of death worldwide, heart
disease has received considerable attention from
researchers. Hence, machine learning techniques have been
studied to aid in the early detection of heart disease via fast
and economical methods. In our study, we investigated the
use of ensemble tree-based techniques to predict the
presence or risk of heart disease for two datasets: an
expanded version of the extensively studied Cleveland
dataset and the Framingham dataset. Our results show that
we are able to achieve an accuracy, a sensitivity, and a
specificity of 100% for the expanded Cleveland dataset
using random forests, bagging, and boosting. For the
Framingham dataset, we can attain an accuracy of up to
85.7% using boosting; however, the sensitivity is only
6.6%. By tuning the boosting hyperparameters, we can
increase the sensitivity to 14.1% but incur a minor decrease
in accuracy to 82.1%. For both datasets, our methods tend
to consistently select features related to a measure of
cholesterol as the important variables in tree construction.

KEY WORDS

Coronary artery disease, decision trees, ensemble
techniques, heart disease, machine learning, random
forests

1. Introduction

Heart disease is the leading cause of death worldwide and
is the cause of one in four deaths recorded in the United
States, resulting in approximately 655,000 deaths annually
[1], [2]. Heart disease is also known as cardiovascular
disease (CVD) and refers to several types of heart
conditions. The two main types of CVD are coronary artery
disease (CAD) and myocardial infarctions or heart attacks
[3]. CAD involves the blockage of coronary arteries caused
by the build-up of cholesterol and fatty deposits called
plaque inside arterial walls [4]. This plaque build-up blocks
blood flow, which can cause chest pain (angina), weakness,
pain in the arms or shoulder, and shortness of breath,
eventually leading to heart failure. The main cause of
myocardial infarctions is CAD, which occur when there is
insufficient blood supply to the heart [3].

Owing to the widespread incidence and prevalence of heart
disease and its negative impacts, the early detection of
CAD is crucial to enable the implementation of effective
treatments and decrease morbidity and mortality [5]. There
are currently multiple medical screening and diagnostic
techniques for heart disease, but some are expensive and
invasive, potentially resulting in further health
complications [4]. Thus, researchers have sought efficient
and effective screening and diagnostic techniques that are
both noninvasive and reliable. Therefore, the application of
machine learning (ML) and data mining techniques for the
detection and prediction of heart disease has been
extensively studied in the literature. Data mining with large
datasets has been shown to be useful in the discovery of
patterns that aid in the early detection and prevention of
heart disease [4].

In this paper, we examine the use of tree-based and
ensemble ML and data mining techniques for the
prediction of the presence or risk of heart disease. The
performance of these techniques is assessed to determine
the most useful and accurate techniques for two datasets.
In addition, we compare our results with some results in the
literature.

2. Related Work

There are numerous peer-reviewed studies discussing the
use of various ML and data mining techniques to classify
and predict heart disease [4]. The performance of various
algorithms has been analyzed to determine the most useful
and accurate algorithms for classification. Some widely
used classification techniques for heart-disease prediction
include decision tree classifiers, boosted decision trees,
random forests, artificial neural networks (ANNSs), support
vector machines (SVMs), k-nearest neighbors (kNN),
regression and naive Bayes classifiers, logistic regression,
and rule-based methods [4], [6]-[9].

The review by Alizadehsani et al. [4] found that 67
different datasets have been analyzed using ML techniques
for the diagnosis of CAD. About 90% of the papers use
supervised classification algorithms, with ANNSs, decision
trees, and SVMs as the top three. The performance of these



ML techniques varies, with many techniques achieving
values for the sensitivity, specificity, and accuracy that
are >90%. In addition, they identified 21 studies that
utilized ANNs, kNN, SVMs, convolutional neural
networks (CNNs), decision trees, deep belief networks
(DBNs), and fuzzy neural networks to achieve an accuracy
of more than 98%.

Tayefi et al. demonstrated that the decision tree algorithm
is accurate, specific, and sensitive for investigating the risk
factors of CAD [7]. They achieved an accuracy, a
sensitivity, and a specificity of 94%, 96%, and 87%,
respectively. Beunza et al. [10] investigated the application
of decision trees, boosted decision trees, random forests,
logistic regression, neural networks, and SVMs for the
diagnosis and detection of heart disease. They found that
the best algorithms were neural networks and SVMs when
the area under the curve is used to assess performance.
Xing et al. [8] found SVMs to be the best predictor of heart
disease with an accuracy of 92.1%, followed by ANNs and
decision trees with accuracies of 91% and 89.6%,
respectively. Moreover, Amin et al. [9] showed that
decision trees and kNN are able to obtain the highest
precision with a lower accuracy.

In our study, we develop ML models for an expanded
version [11] of the Cleveland dataset [12] that has been
extensively studied in the literature [4]. To the best of our
knowledge, no other studies in the literature have
investigated this expanded dataset. In addition, we build
ML models for the Framingham dataset [13], which has
been previously investigated [10]. However, Beunza et al.
[10] did not employ bagging in the development of their
models. Thus, we will compare the performance of our
tree-based models with their results and assess the
performance of bagging for this dataset.

3. Datasets and Data Preprocessing
3.1 Expanded Cleveland Dataset

Our first dataset [11] (hereinafter called Cleve) is an
expanded version of the original Cleveland dataset [12]
maintained by the Cleveland Clinic Foundation. The
original dataset in [12] has been extensively studied in the
literature [4]. The Cleve dataset has been augmented with
data from databases maintained by the Hungarian Institute
of Cardiology, the University Hospital of Zurich and Basel
in Switzerland, and the V.A. Medical Center in Long
Beach [11].

The Cleve dataset contains 1,025 instances of 14 attributes:
age, sex, chest-pain type, resting blood pressure (BP),
cholesterol, fasting blood sugar, resting electrocardiogram
(ECG) results, maximum heart rate, exercise-induced
angina, ST depression induced by exercise, the slope of the
peak exercise ST segment, the number of major vessels
colored by fluoroscopy, and thalassemia. These are a

mixture of nominal, binary, and numeric attributes, and all
categorical variables are encoded as integers. The response
variable is binary-encoded, and 0 and 1 indicate that the
person does not and does have heart disease, respectively.

The Cleve dataset does not contain any missing values and
hence did not require extensive preprocessing. Exploratory
data analyses detected the presence of some statistical
outliers, but they were retained as-is since they appeared to
be within typical measurement ranges and/or did not
appear to be in error.

3.2 Framingham Dataset

The second dataset [13] (hereinafter called Fram)
originates from a long-term, currently ongoing study of the
cardiovascular health of the residents of Framingham, MA.
It contains 4,238 instances of 16 attributes: age, sex,
education, smoker status, cigarettes per day, BP
medications, prevalent stroke, prevalent hypertension,
diabetes status, cholesterol level, systolic BP, diastolic BP,
body mass index (BMI), heart rate, and glucose level.
These are a mixture of nominal, binary, and numeric
attributes, and all categorical attributes are encoded as
integers. The response variable is the 10-year risk of future
coronary heart disease (CHD) and is a binary-encoded
response variable—O0: no risk and 1: risk of future CHD.

The Fram dataset contained missing values, and
exploratory data analyses revealed the presence of
statistical outliers for some attributes. All outliers were
retained because we found that they were within acceptable
measurement ranges and/or that they did not seem to in
error. For the missing values, we initially attempted to
build regression models for the numeric attributes for
imputation. For the categorial/nominal attributes, we built
models based on kNN, logistic regression, and decision
trees in R for imputation. In all cases, we found that the
resulting models did not perform well for imputation or did
not provide better performance than simpler models that
imputed a constant value.

For the education (105 missing values) and heart rate (1
missing value) attributes, we deleted the records containing
missing values. For education, there were four different
categories, and the distribution of these categories was
heavily biased to values of 1 and 2. Thus, it was difficult to
determine a suitable imputation value. For the BP
medications (53 missing values) and cigarettes per day (29
missing values) attributes, we replaced the missing values
with 0. For BP medications, this categorical value was
mostly 0 in the dataset. For cigarettes per day, this numeric
attribute was highly skewed with about half of the values
being 0 or 1. Given the relatively low number of missing
values for these attributes, the imputation of 0 seems to be
of relatively low risk.

For the rest of the attributes containing missing values, we
imputed their median values. These include cholesterol



level (53 missing values, median: 234), glucose level (388
missing values, median: 78), and BMI (19 missing values,
median: 25.39). After imputation, the cleaned Fram dataset
contained 4,132 instances.

3.3 Preparation of the Training and Test Sets

Training and test sets were created in R (v.4.0.2) by
random sampling at an 80/20 ratio for the training/test sets
and saved as *.csv files for both the Cleve and Fram
datasets. These files were then processed into *.arff files
for analysis in Weka (v. 3.8.4). Since the response variable
for Fram is skewed towards 0 (~85.4% of the records are 0
for the response variable), we ensured that both the training
and test sets retained a roughly 85%/15% ratio of 0/1 for
the response variable.

Typical choices for the training/test set split are 60/40,
70/30, and 80/20 [14], [15]. We chose an 80/20 split for
two reasons. First, the 80/20 split allows for more data in
the training set, thereby improving the parameter estimates
for our classifiers, resulting in better model performance
[14], [16]. This is more important for the Cleve dataset
since it is relatively small. Second, Beunza et al. [10] use
an 80/20 split in their analyses; hence, we used the same
split to ensure a fair comparison.

4. Analysis Methods
4.1 Tree-Based Algorithms

As discussed in Section 2, tree-based and ensemble
methods have been extensively used in the prediction of
heart disease. Hence, we chose the decision tree as a
baseline method. A decision tree is a nonparametric
method that creates a tree-based classification model that
can extract hidden knowledge from large databases. The
advantages of decision trees are that they are easy to
implement and the resulting tree is easy to interpret. Each
node in the tree represents a test on an attribute value, each
branch represents an outcome of a test, and the leaves
represent classes or class distributions [17].

To improve classification accuracy, we will additionally
use bagging, boosting, and random forests. Bagging allows
the variance of individual classifiers to be reduced and
helps avoid overfitting the data [17]. In boosting, weights
are randomly assigned to each training tuple to boost the
accuracy of a learning method [17]. Random forests are
made up of many decision trees, and individual decision
trees are generated with a randomly selected subset of
attributes at each node. The accuracy of random forests is
dependent on the strength of the individual classifiers and
the level of dependence between them [17].

We investigated the use of these methods in both R and
Weka. In R, the decision tree was implemented with the
“tree” (v. 1.0-40) library, where a tree is grown with binary

recursive partitioning according to the algorithm by
Breiman ef al. [18]. We set the algorithm to use the Gini
index as the splitting criterion. The random forests and
bagging ensemble methods were implemented with the
“randomForest” (v. 4.6-14) library, where the bagging
method is essentially achieved by allowing the random
forests algorithm to choose among all predictors at each
split. This library uses the algorithm by Breiman [19], and
the number of trees and the number of predictors were the
only hyperparameters tuned to improve performance.
Finally, the “gbm” (v.2.1.8) library was used as the
boosting ensemble method. This library uses the AdaBoost
algorithm, and the number of trees, the interaction depth,
and the shrinkage (i.e., the learning rate) were tuned to
improve performance.

In Weka, we employed the “J48” package to build a
decision tree, which utilizes the C4.5 algorithm. The
“Bagging” package was used for the bagging ensemble
method with “J48” as the base learner. All other parameters
were left at their default values. For the random forests
method, we used the “RandomForest” package; this also
uses the algorithm by Breiman [19]. Here again, the
number of trees and the number of predictors were tuned
to improve performance. Finally, the “AdaBoostM1”
package was used as the boosting ensemble method, which
employs the AdaBoost M1 algorithm. “J48” was chosen as
the base learner, and only the number of iterations was
tuned to improve performance.

4.2 Performance Metrics

Since we have binary classification problems for both
datasets, we built models using the training set and
obtained the confusion matrices after prediction with these
models on the test set. After identifying the numbers of true
positives TP, true negatives TN, false positives FP, and
false negatives FN from the confusion matrices, we then
calculated the accuracy AC, misclassification rate MR,
sensitivity SE, specificity SP, and F'; score (denoted F for
short hereinafter). These quantities are expressed as
follows:

TP+TN

AC = ————, )
TP+TN+FP+FN
FP+FN
MR = _— 2)
TP+TN+FP+FN
TP
SE = — 3)
TP+FN
TN
SP = : 4)
TN+FP
2XPRXSE
k= PRXSE ©)

where the precision PR = TP/(TP + FP). In general, we
tuned hyperparameters where possible to maximize AC.



However, we also paid close attention to SE because the
rate of false negatives is critical for medical diagnostics.

In addition to the performance metrics in Egs. (1)—(5), we
also tabulated the runtimes of the various algorithms in
both R and Weka. All runtimes were obtained on a
computer equipped with an AMD Ryzen 7 3800X
processor (running at 3.9/4.5 GHz base/boost clocks) and
32 GB of RAM.

5. Results
5.1 Expanded Cleveland Dataset

Table 1 summarizes the runtimes and performance metrics
of all algorithms in both Weka and R for the Cleve dataset.
Surprisingly, we are able to achieve perfect classification
performance (i.e., an accuracy, a sensitivity, and a
specificity of 100%) on our test set for many algorithms:
random forests, bagging, and boosting in R and random
forests and boosting in Weka. We attribute these results to
the simplicity and size of the dataset, the lack of missing
values, and relatively low amount of noise. It is possible
that overfitting may play a small role. However, the
hyperparameters for the random forests and boosting

except for the random forests algorithm. For the decision
tree and random forests algorithms, this difference is likely
due to differences in the implementations of these
algorithms in R and Weka, as the decision tree algorithm
has no hyperparameters to tune and the random forest
algorithm used the same values for the number of trees
(100) and number of predictors (4) in both R and Weka.
For bagging, the Weka implementation does not have
many hyperparameters to tune, whereas the number of
trees can be tuned for the implementation in R. Finally, the
difference in runtimes for boosting is likely due to
differences in the hyperparameters, e.g., the number of
trees. An increase in the number of trees considerably
increases the runtime, and we suspect that the number of
trees is higher for our R results (from the Weka
documentation, it does not appear that the number of trees
may be varied).

An advantage of the R implementations is that we are able
to assess the importance of the attributes for the various
algorithms. For the decision tree, thalassemia, the number
of major vessels colored by fluoroscopy, ST depression
induced by exercise, resting ECG results, cholesterol,
chest-pain type, exercise-induced angina, age, sex, and
maximum heart rate are used in its construction. This
results in a tree that is seven levels deep. For random

Table 1. Results for the Cleve dataset.

Method Runtime [s] AC MR SE SP F
Decision Tree 0.03 90.2% 9.8% 89.6% 90.9%  90.5%
R Random Forests 0.09 100% 0% 100%  100%  100%
Bagging 0.11 100% 0% 100%  100%  100%
Boosting 0.21 100% 0% 100%  100%  100%
Decision Tree 0.01 96.1% 3.9% 92.5% 100%  96.1%
Weka Random l_Jorests 0.16 100% 0% 100%  100%  100%
Bagging 0.03 98.1% 1.9% 96.2% 100%  98.1%
Boosting 0.11 100% 0% 100%  100%  100%

algorithms to not appear to be sufficiently extreme to
suggest overfitting: the numbers of trees and predictors are
100 and 4, respectively, for the random forests algorithm,
and the tree depth and the number of trees are 2 and 500,
respectively, for boosting. We also checked the
performance of these algorithms at a different training/test
set split of 70/30 (results not shown) to test for possible
overfitting. Here again, we were able to obtain perfect
classification performance on the test set using the random
forests algorithm in R for modest hyperparameter values
(number of trees = 50, number of predictors = 4).

In addition, we can achieve quite good classification
performance with a simple decision tree in both R and
Weka, with Weka having a slightly lower runtime. At
worst, the decision tree in R is able to achieve an accuracy
of at least 90% and a sensitivity of just under 90%.

Comparing the runtimes of the algorithms in R versus
Weka, we find that Weka is slightly faster in general,

forests/bagging, the five most important variables (in
decreasing order) are thalassemia, the number of major
vessels colored by fluoroscopy, chest-pain type, maximum
heart rate, and ST depression induced by exercise before
there is a significant drop-off in the mean decrease in the
Gini index. Finally, the four most important variables for
boosting (in decreasing order) are thalassemia, the number
of major vessels colored by fluoroscopy, chest-pain type,
and ST depression induced by exercise before there is a
significant decrease in importance. We see that
thalassemia, chest-pain type, the number of major vessels
colored by fluoroscopy, maximum heart rate, and ST
depression induced by exercise consistently appear as the
top variables of importance for all algorithms.

5.2 Framingham Dataset
Table 2 summarizes the runtimes and performance metrics

for all algorithms in Weka and R for the Fram dataset.
Overall, we achieve fairly consistent performance for all



Table 2. Results for the FRAM dataset.

Method Runtime [s] AC MR SE SP Fy
Decision Tree 0.08 80.3% 19.7% 99% 92.3% 12.8%
R Random Forests 1.39 85.0% 15.0% 4.1% 98.9% 7.5%
Bagging 1.54 84.5% 155% 4.1% 98.3% 7.3%
Boosting 2.61 85.7% 143% 6.6% 99.3% 11.9%
Decision Tree 0.03 81.7% 183% 9.1% 942% 12.7%
Weka Random forests 4.8 85.1% 14.9% 2.5% 99.3% 4.7%
Bagging 0.34 83.3% 16.7% 6.6% 96.5%  10.4%
Boosting 1.04 83.4% 16.6% 9.1% 96.2% 13.8%

algorithms, with the accuracy ranging from a low of 80.3%
(decision tree, R) to a high of 85.7% (boosting, R).
Notably, the sensitivity is less than 10% for all algorithms,
with the highest sensitivity obtained for the decision tree in
R. This is important because it indicates a high false
negative rate, which should be avoided in diagnostic
medical tests. For boosting in R, we can increase the
sensitivity with further hyperparameter tuning; a sensitivity
of 14.1% can be achieved at the cost of a modest decrease
in accuracy (to 82.1%).

The reason for the high false negative rate is likely due to
the nature of the Fram dataset. In our cleaned full dataset,
only 15.2% of the instances have 1 for the response
variable. Our training and test sets have also been randomly
sampled to retain roughly an 85%/15% ratio of 0/1.
Therefore, a simple classifier that always classifies as 0
will achieve an accuracy of 85.4% for the Fram test set but
a sensitivity of 0%. Because of the relatively low
proportion of response variables with values of 1, the
algorithms have fewer instances to learn positive outcomes
and more for learning negative outcomes. Many methods
have been discussed in the literature to overcome this issue,
many of which involve sampling the dataset to balance
classes in the training set by either oversampling the
minority class or undersampling the majority class.

Comparing the runtimes of the algorithms, we again see
that Weka achieves lower runtimes for the decision tree,
bagging, and boosting methods and a higher runtime for
random forests. The reasoning for this difference is the
same as it is for the Cleve dataset discussed in Section 5.1.

We again noted the important variables used in the
construction of our trees using the R algorithms. For the
decision tree, 13 of the 15 predictors were used to construct
a very deep and complex tree with 275 terminal nodes (we
did not attempt to prune this tree; hence, it is possible that
there is some overfitting). For the random forests
algorithm, the systolic BP, BMI, cholesterol level, age,
glucose level, diastolic BP, and heart rate were the most
important variables in decreasing order. For boosting, age,
systolic BP, diastolic BP, glucose level, cholesterol level,
cigarettes per day, and BMI were the most important in
decreasing order. Notably, the systolic BP, diastolic BP,
and cholesterol level, which are measures typically used to
diagnose heart disease, appear to be important in all
algorithms. Further, a measure of cholesterol—cholesterol

level for the Fram dataset and cholesterol for the Cleve
dataset—is an important variable common to both datasets.

5.3 Comparison with Literature Results

Latha er al. [6] used boosting and bagging to improve
classification accuracy with the original Cleveland dataset
[12]. With bagging, they realized accuracies of 79.87% and
80.53% when using the C4.5 decision tree and random
forest algorithms, respectively, as base learners. These
results are worse than ours in Table 1, where we are able to
achieve an accuracy of 100% using C4.5 as a base learner
for bagging in Weka and for bagging in R. For boosting,
Latha et al. report accuracies of 75.9% and 78.88% when
using the C4.5 decision tree and random forest algorithms
as base learners. Again, we are able to achieve better
performance according to Table 1—an accuracy of 100%.
The reason why our results may be better is because our
Cleve dataset is much larger than the original Cleveland
dataset [12].

Beunza et al. [10] investigated the classification
performance for the Fram dataset using R. They
considered three variations of this dataset; for a fair
comparison, we have summarized their results in Table 3
for the variation where they imputed the mean values for
missing values (the closest variation to ours) in addition to
our results.

Table 3. Comparison of our results with those of
Beunza et al. [10] for the Fram dataset.

Method AC SE SP
Decision Tree 80.3% 9.9% 92.3%
This Random Forests 85.0% 4.1%  98.9%
Study Bagging 84.5% 4.1%  98.3%
Boosting 85.7% 6.6%  99.3%
Decision Tree 84% 8% 98%
Random Forests 78% 30% 87%
Beunza Boosting 84% 5% 99%
etal [10] SVM 68% 69% 68%

Neural Network 71% 64% 72%
Logistic Regression 66% 69% 66%

The results that they obtained for the decision tree and
boosting methods are similar to ours, with the largest
difference being within £6% for the specificity. Beunza et
al. used the C5.0 decision tree and corresponding boosting
function in the “C50” R library for their decision tree and



boosting algorithms, respectively. Hence, it is likely that
the newer version of the decision tree algorithm is the cause
of the rather large increases in accuracy (80.3% vs. 84%)
and specificity (92.3% vs. 98%) compared to ours.

Notably, they are able to attain much higher sensitivities
using the random forests, SVM, neural network, and
logistic regression techniques, although this results in
greatly decreased accuracy compared to their decision tree
baseline (up to 18% when comparing the decision tree and
logistic regression methods). In particular, the SVM and
logistic regression techniques are able to achieve a
sensitivity of 69% but have less than 70% accuracy. To the
best of our knowledge, we are using the same R library and
function as Beunza et al. for the random forest algorithm.
Hence, we assume that the differences from our results are
due to differences in hyperparameter settings and the minor
differences in our dataset due to the slightly different
imputation methods and the differences in sampling the
training and test sets.

6. Conclusion

We have studied the use of ensemble tree-based algorithms
for the prediction of heart disease. For the Cleve dataset,
we are able to achieve perfect classification performance
using random forests, bagging, and boosting. For the Fram
dataset, we can achieve an accuracy that is comparable to
a simple classifier that always classifies as 0 with careful
hyperparameter tuning while realizing an improved but
still low sensitivity. For a modest tradeoff in accuracy (a
decrease of ~3%), we can increase the sensitivity by 7.5%,
although this still results in many false negatives.

Owing to the unbalanced nature of the Fram dataset, we
obtained a large number of false negatives, which means
that our classifiers are unlikely to be of use in medical
diagnostics. Therefore, it may be worthwhile to investigate
techniques that balance the training set to further improve
classification performance. In addition, as shown by
Beunza et al. [10], it appears to be possible to greatly
increase the sensitivity using other techniques such as
SVMs, logistic regression, or neural networks. These
techniques should also be investigated.
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ABSTRACT

Information hiding is the process of concealing
confidential information in the codes that formulate digital
images. Hash-based approaches are widely used in data
security due to its low computational cost, but can be
vulnerable to ensuring the security of information hidden
in digital images due to its collision-resistant weakness. In
this research, we present a novel hash-based approach that
uses a provably secure and collision-resistant hash function
based on the Fast Fourier Transform (FFT). Experimental
results show that our approach provides not only good
security but also fast processing for encoding and
decoding.

KEY WORDS
Information hiding, Hash-based approach, Fast Fourier
Transform.

1. Introduction

Steganography is a technology that hides information in
digital media. Unlike encryption, a message or encrypted
message is contained on a digital host before passing
through the network, so the existence of the message is
unknown [1, 3, 5]. Our research combines steganography
and encryption with SWIFFT [4], which is a hash function
that allows for a message to be validated after transmission
to

ensure that it is correct and no data has been lost. While
this project is already useful, modifications are made to
compare the different encryption methods that can be used,
compare the different spiral methods, and add the ability to
encode plaintext into an image instead of ciphertext. In
addition, the ability to increase the maximum character
length is explored. All of these combined create extra
functionality to show how useful steganography and
SWIFFT can be.

This study is an ongoing work of "An ICED Program
[2]”. The purpose of this project is to encode either
ciphertext or plaintext into an image. In order to do this, a
choice between two spiral methods is used: normal or
advanced. If encryption is desired, the encryption method
is chosen by the user before running the program. SWIFFT
is then used to generate a hash value that is encoded along

with the ciphertext or plaintext, then the receiver can use
that hash value to verify that the message received by the
sender is accurate and the data has not been manipulated.

Tasks that were given for modifying the original program
include printing multiple images at once. This includes
both spiral methods, both spirals with and without
highlighting the modified pixels, and printing all of these
images for every encryption method. This is done for every
image in the array of images included with the program
initially. In addition, the task of creating a new encoding
method without any encryption, as well as a separate
method without encryption or SWIFFT hash values, was
given. Finally, the last task was to modify the maximum
text length for the message that would be encoded into the
image.

The results of the tasks are as follows: every goal regarding
printing multiple images has been met, so both spiral
methods, both highlighting methods, and all encryption
methods are being printed for every image. In addition,
new encoding methods for no encryption and SWIFFT
only have been created and function properly. However,
the task of increasing the text limit for a message has not
been implemented successfully.

In 2018, we studied on a program involving SWIFFT,
which is a provably deniable hash function that could be
used to verify a message's authenticity when it is sent from
one machine (or person) to another [2]. His goal was to
implement this algorithm into a steganography program.
Steganography is hiding a message into an image to
secretly send information from one party to another. This
is done in this program by modifying the red value (the R
in RGB) in certain pixels by changing the last bit of the red
values. He succeeded by creating a program that would use
encryption, which is taking plaintext and running it through
an algorithm to make the text unrecognizable (in a form
known as ciphertext) to anyone that does not have the
identifying information to decrypt it back into plaintext,
then send that ciphertext to the SWIFFT algorithm [4] in
order to create a hash value to later verify the accuracy of
the message. Once the receiver gets the image with the
encoded message and hash value, it can decrypt the
message and compare the received hash value with the one
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that it found by running SWIFFT on its end, and validate
that the message is correct if the two hash values are
identical [2].

The main limitation of the program is the size of the
message is the maximum text length. The message that is
eventually encoded into the image can only be a maximum
of 128 characters. This does not include the hash value.
Another limitation is that, with the images originally used
in the program, the encoding only seems to be possible
with .jpg files; it does not seem possible to encode .png
files. Also, since the letter "Q" is the exit character, that
character cannot be encoded or encrypted by itself.

The goals of my modifications to this project includes
adding two encoding methods: a method with no
encryption and no hash checking, and a method with no
encryption but still using SWIFFT to validate the hash
value and the message. In addition, both spiral methods
(which is how the pixels to be modified are determined)
must be implemented in every iteration of the program, and
the modified images should have two versions printed: one
with the modified pixels highlighted and one without them
highlighted. Finally, the last major goal of this project was
to change the maximum text length to allow larger
messages to be encoded into any image.

2. Discussion

The overall methodology of achieving each of these goals
is to tackle one task at a time. First is to create the new
methods, then print multiple images with different spirals
and highlighting and encryption methods. The final task is
to attempt to increase the maximum message size.

2.1 New Encoding Methods: None and SWIFFT Only

Creating the two new methods of encoding images with a
hidden message was the first part of my project. Initially,
my only goal was to make a method that would only encode
plaintext and bypass SWIFFT completely. This was done
in the sender pkg.py file and the receiver pkg.py file.
What is done here is the code essentially skips the
encryption process if the user designates that they do not
want encryption to be done when they run the program.
This specific option is included in the ICED.ipynb file and
is chosen before execution. Relevant code for skipping the
encryption and decryption process is shown below:

elif encryption == "None":
CT = self.getNone(MSG, KEY)

The getNone() method is shown below:

def getNone(self, MSG, KEY):
#No encryption method, just storing plaintext
return MSG

The "None" option signals that the encryption method will
be skipped, which will mean that the plaintext is the text
that will be encoded into the image. This also skips the
validation step, meaning that has values will not be
compared by the receiver.

The "SWIFFT Only" method is very similar to the "None"
method, except that the hash values will be checked by the
receiver to ensure that the message is valid. In order to do
this, the message has a special process for skipping
encryption but not skipping the hash value generation. The
code that skips encryption is shown below:

#Derive ciphertext

#If statement for SWIFFT added by Matthew

Yaswinski

if (encryption !="SWIFFT"):
CT = self.getCiphertext(tst, MSG, txt,
KEY, encryption)

#Place data in image

#If statement for SWIFFT added by Matthew

Yaswinski

if (encryption != "SWIFFT"):
newlmg = self.encryptlmage(tst, CT, HV,
img, KEY)

else:
newlmg = self.encryptlmage(tst, MSG, HV,
img, KEY)

This code allows for the encryption to be skipped and the
original plaintext in the MSG file is the text that is run
through SWIFFT to find the hash value and those are the
characters that are encoded into the image. The receiver
goes through the same process of retrieving the text and
finding the hash value from the image that SDES does,
which is through having padding bits equal to etl+pad.
Both "None" and "SWIFFT Only" return the plaintext from
the image rather than going through a decryption process
on the receiver's end.

2.2 Multiple Images
2.2.1 Both Spiral Methods

The program contains two spiral methods that can be used
to determine which pixels should be modified when
encoding the image. Normal Spiral is the method used that
is the most simple, while Advanced Spiral ensures more
diffusion, which is useful for preventing people from
determining where the modified pixels are located without
being the intended receiver. However, in the original
version of the program, it is only possible to choose the
spiral method to use by changing code in the image pkg.py
file to use Normal Spiral or Advanced Spiral. The way to
remedy this was to call the createSpiral() method multiple
times with different parameters. The parameter for spiral
would be changed to create one image with pixels in a
normal spiral modified and one with advanced spiral pixels
changed. The code to achieve this is shown below:



#Create Spiral
spiralCoordsNormal = ImageHandler.createSpiral
(key, f+t, "NORMAL_ SPIRAL", img)
spiralCoordsAdvanced = ImageHandler.createSpiral
(key, f+t, "ADVANCED_SPIRAL", img)

This specific method chooses which spiral method to use
when creating the spiral.

2.2.2 With and Without Highlighting

The original program gives the option to print the images
with and without highlighting the modified pixels. By
default, the option to show highlighting was enabled. This
purely shows the user where the modified pixels are
located; it is not how the image looks purely as a result of
changing the final bit of the red value of the pixels.
Therefore, it is useful to show both where the modified
pixels are and how the modified image looks without the
highlighting. The way to accomplish this was to create
multiple images in image pkg.py. This takes the different
spirals into account. The code to do this is shown below:

#Yes and no parameters added by Matthew Yaswinski
#Code for encrypting images with
both spiral methods and both
highlighting methods added by
Matthew Yaswinski
#Place bits of ciphertext into
image
for i in range(0, f):
bit = CTTi]
imgNoHighlightNormal =
ImageHandler.editPixel
(imgNoHighlightNormal, spiralCoordsNormal,
i, bit, "no")
imgHighlightNormal = ImageHandler.editPixel
(imgHighlightNormal, spiralCoordsNormal, i,
bit, "yes")
imgNoHighlightAdvanced =
ImageHandler.editPixel
(imgNoHighlightAdvanced,
spiralCoordsAdvanced,
i, bit, "no")
imgHighlightAdvanced = ImageHandler.editPixel
(imgHighlightAdvanced, spiralCoordsAdvanced, i,
bit, "yes")

#Yes and no parameters added by Matthew Yaswinski
#Code for encrypting images with both
spiral methods and both highlighting methods
added by Matthew Yaswinski
#Place bits of hash value into image
for j in range(f+1, f+t+1):
bit=HV[j-f-1]
imgNoHighlightNormal = ImageHandler.editPixel
(imgNoHighlightNormal, spiralCoordsNormal, j,
bit, "no")
imgHighlightNormal = ImageHandler.editPixel

(imgHighlightNormal, spiralCoordsNormal, j,

bit, "yes")

imgNoHighlightAdvanced =
ImageHandler.editPixel

(imgNoHighlightAdvanced,
spiralCoordsAdvanced,

J, bit, "no")

imgHighlightAdvanced = ImageHandler.editPixel

(imgHighlightAdvanced, spiralCoordsAdvanced, j,

bit, "yes")

This code creates four separate images with different
spirals and highlighting methods, making each of them
unique. The "yes" and "no" parameters determine whether
the image is highlighted or not; "yes" determines that there
will be highlighting and "no" says that there is none. They
are all printed in the final output of the program.

2.2.3 Encoding All Images

The next task was to encode the message that the user typed
into every image in the array provided. These images
include res.jpg, landscape.jpg, nyc.jpg, city.jpg, and
Earth.jpg. The image used is normally chosen just before
execution in ICED.ipynb. However, I created a new
method called runMultiple() in iced _pkg.py to allow for
every image to be encoded. This is done by using a for loop
and using the array of images from ICED.ipynb as a
parameter. As a result, every image is encoded with the
same ciphertext and hash value from the same message.
The loop is created by the code below:

for x in img:

imageName=x

2.2.4 Multiple Encryption Methods with All Images

Another goal was to print multiple images with the
difference being the encryption method used on the
message. By default, there are options for DES, SDES, and
3DES. However, the encryption algorithm is chosen in
ICED.ipynb just before execution. The method of changing
this to allow for all encryption to be used was to use a loop
to go through each one. This is done in the runMultiple All()
method in iced pkg.py, which takes a parameter for an
array of encryption methods rather than a single method
and performs all of the actions (SWIFFT, encoding, hash
validation, etc.) on every image. The code that creates the
loop to go through each encryption method is:

for encryption in encMethods:

2.3 Increasing the Maximum Text Length

The final major task was to increase the maximum text
length that is allowed by the user when creating a message.
It is defined by the algorithm byteTotal = family[0] *
family[1] / 8, which is equal to 128. If the message is over
128 characters, an error message is printed when the user
presses the Enter key, and they must type a new message.
The method for trying to change the maximum text length



initially was trying to manually change the maximum text
length and have a variable to keep track of how many
characters were beyond the original maximum. These
characters would then be separated in the image pkg.py
file and the image could be encoded with the leftover
characters in the sendTolmage() function. The problem
with this, however, is that only the ciphertext is accessible
in this function, so it is impossible to find the characters
after the original maximum.

The next plan to try to save characters beyond the original
maximum was to use the getText() method in
sender pkg.py. A copy of it was made that would save the
overflow of characters into a separate variable, and the
function would return an array of strings with the first
element being the text of 128 characters, and the second
element would be all characters that come after it. For
testing purposes, the second variable would not be over 128
characters. Then in every instance that getText() was
called, this new method would be used instead. However,
when this was tested, the variables would not save correctly
and the user would be prompted to create a new message.
The code for saving the text beyond 128 characters is
shown below:

if(len(txt) > 128):

print("Overflow of characters.
Saving overflow in new variable.")
txtOver = txt[128:]

elif(len(txt) < byteTotal):
done = True
t = byteTotal - len(txt)
if(txt.upper() !="Q"):

for i in range(0,int(t)):

txt+=""
else:
done = True
3. Results

The results for this project are successful for creating the
new encoding methods and creating multiple images, but
are not successful for increasing the maximum text size.

3.1 Advanced and Normal Spiral and Highlighting

Printing images with both normal and advanced spirals
works as intended. In addition, printing images with and
without highlighting works. The results of this are shown
below:
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The red highlighting shows the differences between the
advanced and normal spirals. These are shown in the
images in the left column. The right column is how the
modifications look without indicating where the modified
pixels are. The image that this function eventually returns
is normal spiral without highlighting.

3.2 None and SWIFFT Only Encoding

Both the None and SWIFFT Only encoding methods work
properly. The results of running the "SWIFFT" method is
shown in part below:

Enter text to be encrypted. (Q to quit)

Message

Original Image:
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250

Altered Image:

200

300 350 400

The message is:

[2103, 1768, 2137, 2360, 1942, 1935, 2343, 2167, 2121, 2247, 2027, 1858, 2066, 1904, 2116, 1754

The hash value of the message is:
1111011 10001111 1100001110111 1000110001111111

110101111 11011 1111e11011011010

The receiver found the following ciphertext:

The derived hash value is:
10000011011111011 1001160100111000111100101101111000111110010010011110060111011116000100100116001100611111111
1010111 11611 1011011011010

1

5

The received hash value is:
10000011011111011 110001
10101111 11011 1111e11011011010

111 10111 11111

The receiver's plaintext is:
©1601101011001016111001101110611611660010116011101

The message has been found: Message

The images of various spirals and highlighting were not
included, but they do print when the user runs the program.
The printouts show that the plaintext and hash values
match after the receiver gets the image. In addition, this
shows that the ciphertext and plaintext are the same,
meaning that the message is never encrypted, showing that
this method works as intended.

The None method is very similar, but the difference is that
the hash value is never checked. This is shows below:

The Teceiver found the Following cipl

100110010011100011110010110111100
11011 1111e11011011010

01111100106100111100001110111 1000110001111111110101

010110101101011111000001100111010011011011 10000101110010111 lee111e11601101100110

1011000111 11110011100111101011111600011110100000111

Enter text to be encrypted. (Q to quit)

After the ciphertext is printed, the program immediately
asks for a new message to be entered. This shows that the



program is not validating the hash value, which means that
this method is working as intended.

3.3 Printing All Images

Using runMultiple() allows for every image to be encoded
with an encryption method of the user's choosing. This can
be chosen in ICED.ipynb before running the program. A
portion of the output, using 3DES, is shown below:
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Each image has the same process done to it that the image
in the Advanced and Normal Spiral and Highlighting
section does, meaning that both spirals and highlighting
options are printed, so not every variation of every image
is shown. This function works as intended.

3.4 Printing All Images with All Encryption Methods

When the runMultipleAll() method is chosen, every image
in the array is printed with every highlighting method,
spiral method, and encryption method. The format is
similar to what is shown in the Advanced and Normal
Spiral and Highlighting subsection, but there are headers
for every encryption method that is used. The headers
signaling different encryption methods are shown below:



ENCRYPTION METHOD: DES

Original Image:
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ENCRYPTION METHOD: SDES

Original Image:
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ENCRYPTION METHOD: 3DES

Original Image:
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ENCRYPTION METHOD: SWIFFT ONLY

Original Image:
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ENCRYPTION METHOD: None

Original Image:

0
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The output is otherwise the same as runMultiple(), using
all of the images with each encryption method. This
function works as intended.

3.5 Maximum Message Length

The efforts to increase the maximum text length did not
work out. With every attempt, there were problems that
caused either data to be lost, error messages to occur, or
variables to not be stored properly. So the maximum
character length is still 128.

4. Conclusion

Mostly, the tasks for this project over the Fall 2020
semester were successful. Every single image was able to
be printed with every highlighting option and spiral option,
and all unique combination of these were printed. This
includes all five of the images that were included in the
array originally. This was also able to be performed with
every encryption method, including the new "None" and
"SWIFFT Only" encoding options that bypass encryption.
These two new methods function flawlessly both when
they are chosen by the user and when they are called by the
runMultipleAll() functions.



The maximum character limit has not changed. Due to the
error messages and loss of data from the attempts to
increase it, it has been set back to its original maximum of
128. Other ways of trying to increase this will need to be
explored in the future.

Overall, the tasks given for modifying this program added
more functionality to show the differences between
different spiral methods and encryption methods in
steganography, as well as the usefulness of SWIFFT.

Future work will largely consist of increasing the
maximum character limit on messages entered by the user.
Other paths to accomplishing this will need to be explored,
such as with a hash function that is not SWIFFT. However,
it is possible that the getText() method mentioned could
work after solving the bugs that are leading to variables not
being saved properly and data loss. This will be explored
in Spring 2021.

The other task to be explored in the future is the Static
Spiral method that Joshua Del Toro intended to implement
after this work was done. This spiral method would be
similar to Advanced Spiral, but the pixels that are not part
of the spiral would also be modified to confuse any attacker
trying to decrypt the data without the key [1]. If time
allows, this would be beneficial to explore in Spring 2021.
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ABSTRACT

In this work, we analyze month-long security log data from
various departmental servers that are exposed to the
Internet. The analytical tasks involve identifying temporal
patterns and source of attacks in order to provide insights
for system administrators. We utilize Apache Spark, a data-
intensive computing framework, to develop our analytical
tasks in anticipating of future extension and scalability.
The final analytical results are presented.
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1. Introduction

The arrival of the digital age also normalizes the existence
of cyberattacks. Widespread availability of knowledge and
tools simplifies efforts to attempt to infiltrate online
computing servers either for fun or profit. While larger
organizations have invested in efforts to actively observe
and sometimes deter these attacks, smaller institutions and
organizational entities often resign to just following
industry best practices and recommendations in setting up
security measures in a fire-and-forget manner. At the same
time, due to Linux’s design, most, if not all information
related to cyber attacks will be recorded and stored in
auth.log, a part of Linux’s system logs.

Information provided by system logs is critical to manage
and secure computer systems from external attacks [1].
Typical approaches to studying system logs include
manual examination by human experts and automated
pattern analysis. A majority of system analysis studies
focus on the entire collection of log data for all system
events. In [2], the authors developed a real-time log
analysis system using unsupervised machine learning
techniques. In [3], the authors rely on system logs to detect
post-mortem intrusion, which is the study of where the
exploitation happens. [4] focuses on extracting the format
of network and security log messages without any analysis.

To become more active in understanding cyber attacks on
our computing systems, we carry out a detailed analysis on
the security logs of our five online servers. To anticipate
future scaling as our log data grows, we use Spark, a large-

scale data analytical engine, to develop our analysis.
Throughout the analysis, we were able to understand the
origins of attacks, types of attacks, and whether attack
patterns exist. The remainder of the paper is organized as
follows. Section 2 provides an overview of Apache Spark,
our data analytic platform. Section 3 describes our
analytical tasks and results. Section 4 concludes the paper
and discusses future work.

2. Apache Spark

Google’s seminal papers on the Google File System (GFS)
[5] and the MapReduce programming framework (MRF)
[6] contributed to the beginning of an era of big data. The
GFS architecture allows massive amounts of data to be
broken up into adjacent chunks and stored across a cluster
of computers. Within MRF, mapping tasks are applied
across different chunks to create intermediate data records
(most likely to be significantly smaller than the original
data chunks). These intermediate records are then
aggregated via reducing tasks to produce the final results.
Parallelization happens primarily at the mapping stage and
scalability can be achieved without major code
modification as the cluster is scaled out to support growing
data. While the original GFS and MRF implementations
remain proprietary, the open source implementations of
these architectures (Hadoop Distributed File System [7]
and Hadoop MapReduce [8]) are quickly adopted across
academia and industry.

As the popularity of Hadoop Distributed File System
(HDFS) and Hadoop MapReduce (HMR) grows,
additional work begins to highlight limitations within these
implementation [9]. HDFS uses local hard drives to store
massive amounts of data and therefore incurs overhead in
moving data from disk to memory. For smaller datasets
(fewer than dozen of GBs), this overhead is significant
enough to impact performance. Furthermore, HMR
encapsulates one map stage and one reduce stage into a
single job. Complex analytical tasks will require the
launching of multiple successive jobs, making it difficult
and inefficient to carrying out interactive work. To address
these issues, Apache Spark was developed as a new
implementation of the architectural goals presented in the
GFS and MRF papers [10].



Apache Spark contains a unified computing engine and a
collection of libraries to support large-scale data
processing and analytic tasks [11]. Spark’s computing
engine is designed to be deployed on a cluster of computers
in a similar manner to HMR. Unlike HMR, which is tied to
HDFS, Spark can interface with a wide variety of back-end
distributed file systems such as Azure Storage, Amazon S3,
HDFS, and any accessible networked storage in general.
Similarly to HMR, the engine supports the MapReduce
programming paradigm to enable parallelization of
mapping tasks across individual data records. On the other
hand, the engine allows multiple mapping and reducing
tasks to be run within the context of one computational job
and also attempts to cache all data in memory. This enables
users to carry out complex interactive data analytical tasks
that were not previously possible using HMR. Various
work confirmed Spark’s significant performance
improvement over HMR [12, 13]. While HMR remains
useful for preliminary data engineering tasks on massive
amounts of data (petabytes/terabytes of data), Spark has
become one of the important toolkits for interactive
analysis of small to medium-sized data. It includes a wide
variety of supporting libraries such as SQL and structured
data (SparkSQL), machine learning (MLIib), spark
analytics (GraphX), and streaming data processing (Spark
Streaming). In our analysis, we first develop and run our
analytical notebooks on personal computers and later
evaluate the runtime improvement on a higher-end
compute resource in the cloud.
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3. Analyzing Security Log Data

We collected security log data from five different
computing servers in the Computer Science department
(CSC) at West Chester University. All computing servers
are accessible from the Internet via public IP addresses
provided by the University IT department. All standard
security measures are enabled, including fail2ban to
prevent DDOS attacks.

3.1. Server overviews.

The five servers are Bones, Coyotes, Roadrunner,
Submitty, and Taz. Bones is the web server for faculty and
other department-related web pages. Roadrunner is the web
server for non-CS students to host pages for web
development and design courses in the Information
Technology program. Submitty hosts the Submitty
autograding server for several CSC courses. Coyotes and
Taz are available to CSC students for courses requiring a
Linux environment. Coyotes has become obsolete and
unused over the past few years but remains online as a
potential backup solution for Taz. All five servers are
accessible via SSH. To support their webservers, Bones,
Roadrunner, and Submitty also open ports for HTTPS and
HTTP (Roadrunner only) connections. The log data covers
the duration from December 27", 2020 to January 27%,
2021.
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Figure 1: Country of origin

3.2. Preliminary analysis: log messages

Security logs are collected in a file named auth.log that is
accessible only by administrators. Each log message is
written to this file as a single line. The amount of lines (or
messages) is proportional to the amount of security-related
events and incidents that happened. The maximum
historical duration of security logs stored in auth.log and

its extended files is defaulted to one month. Table 1 shows
the number of messages collected by each server.

Table 1: Number of security messages collected

Number of recorded security messages
Bones 1,972,024
Coyotes 58,219
Roadrunner 2,081,216
Submitty 238,393




Taz 715,480
Total 5,066,232

The majority of messages (4,924,508) are SSH-related.
Other includes CRON (131,571), systemd (5,408), sudo
(354), Pure-FTPd (3,951), su (15), and vsftp (421). CRON
messages are generated by non-system processes that are
setup to run automatically using cron and have root
privileged. Systemd messages are those generated by

system processes. The sudo and su lines log the times when
a non-root account that has root privileges exercises their
power or when an account tries to switch to another
account. The Pure-FTPd and vsftp are actual attacks that
attempted to identify whether the servers have their FTP
servers up and unprotected. In our analysis, we focus on
the SSH-related messages.

3.3. Overview of attacks: definition and origins

SSH messages include information about how the SSH
connections are formed (Received, Disconnected,
Accepted, etc...) and if there are any problems with the
connections (Failed, Invalid, error, fatal, etc...). For
simplicity, we consider an attack to occur when an SSH
connection attempt fails. While it is possible that an
authorized user can cause a failed message when they
mistype their password, the servers’ fail2ban process will
be activated and ban the user’s account. This leads to the
administrator having to unban the account, and in the
process ensures that the user enters a correct password next
time. The number of these incidents is negligible compared
to the number of actual attacks.

The IP addresses are extracted and traced for countries of
origin. The percentages of origins are shown in Figure 1. It
should be noted that these are not indicative of intentional
malicious attacks. Rather, they represent the distributions
of malware-compromised machines that turned into parts
of botnets [14].

3.4. Types of attacks

SSH messages in auth.log are almost always unique due to
differences in time stamps, process ID, user name, etc...
We attempt to clean up the data by applying a series of
Python functions to replace these differences with unique
strings to the mapping phrase across all message records.
Figure 2 presents the source code to extract the common
portions of the log messages. After the mapping process,
the resulting data contains 474 unique log messages.
Further analysis of the individual message yields four
primary attack types: 1) Standard authentication errors, 2)
Injection attacks, 3) User-switching attacks, and 4) Attacks
using older SSH versions.

Standard authentication errors: Failed authentication due
to unknown user. This is a form of dictionary attack where
the adversary will attempt to try out various common user
ID. We find several interesting instances such as MikroTik,

which is the default username of routers produced by the
Latvian company MikroTik. Figure 3 shows the top 35
usernames used in the attack.

Injection attacks: Before a user is able to authenticate, the
server requests the name of the protocol version to be used
(example of wvalid protocol version: “SSH-2.0-
OpenSSH_7.2p2”). If the user produces a protocol version
string that is unrecognizable by the server, a “Bad protocol
version identification” message is logged. We observed
some highly unusual identification strings within the server
logs that resembled some set of instructions, but we are
unable to discern their purpose or intent.

User-switching attacks: SSH-2 protocol allows changes of
username after failing to authenticate. However, this is not
mandatory, and a number of SSH implementations,
OpenSSH for example, do not permit this feature. This
does not stop attackers from attempting this approach. We
observe attempts to switch username in alphabetical order,
all of which were rejected by OpenSSH.

Protocol-based attacks: In this type of attack, the
adversaries attempt to connect to the servers using older
and faulty SSH-protocols in hope of catching an unpatched
server. Examples of older protocols: SSH-0.12-
OpenVASVTSSH_1.0, SSH-1.33-OpenVVASVTSSH_1.0,
and SSH_1.5-Nmap-SSH1-Hostkey.

def replaceUser({s, loc):
if s.split(" ", 1)[@] == "Received':
return s

start = s.find(loc) + len(loc) + 1
if start == len{loc):
return s
end = s.find(" ", start)
if end == -1:
end = len(s)
return s[:start] + "[User]™ + s[end:]

de

ey

replaceIP(s):

import re

regex = re.compile(r'\ds+\.\d+\. \d+hhd+ ')
iplist = regex.findall(s)

if len(ipList) == 1:

return s.replace(iplList[@], "[IP]")
else:

return s

de

-+

replacePort(s, loc):
start = s.find(loc) + len(loc) + 1
if start == len{loc):
return s
end = s.find(" ", start)
if end == -1:
end = len(s)
return s[:start] + "[Port]™ + s[end:]

def cleanMessage(s, uloc, ploc):

if s.split(" ", 1)[@] == "warning:":
return s.rsplit(":", 1)[@]
elif s.split(" ", 1)[@] == 'Disconnecting’:
return replacePort(replaceIP(replaceUser(s, uloc)), ploc)
.rsplit(™:", 1)[a]
elif s.split(" ", 1)[8] == ‘New' or s.split(" ", 1)[8] == 'Removed':
return replacePort(replaceIP(replaceUser(s, uloc)), ploc)
.translate(str.maketrans('', "', "812345678%"))

else:
return replacePort(replacelIP(replaceUser(s, uloc)), ploc)

Figure 2: Python code to identify unique components of
log messages



3.5. Frequency of attacks

After aggregating attack data, we observed that despite all
servers having public IP addresses, the amount and
frequency of attacks vastly differ between different servers.
Figure 4 compares the number of daily attacks across the
five servers. Compared to the others, Bones and
Roadrunner stand out as the two servers with the highest
numbers of attacks. These two also maintain web server
access. It is unclear that having HTTP/HTTPS is the cause
for attracting more attempts, as Submitty also has web

server access. However, Submitty’s web server access is
not widely publicized (available via learning management
system only). Between Bones and Roadrunner, Bones
hosts a smaller number of pages that are strictly available
via HTTPS. Roadrunner hosts many more pages via the
standard HTTP connection. We hypothesize that
Roadrunner appears to be a more promising target than
Taz. Histograms of attack data aggregated over days of
week and hours of days do not show any significant
patterns.
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Figure 3: Top 35 common usernames used in attacks
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Figure 4: Daily attack counts

4. Conclusion

This work enables us to carry out an in-depth study of our
security log data. Some valuable insights include
understanding of the types of attacks being carried out and

patterns of attacks. This will lead to future preventive
actions to help secure the department’s computer systems.
Our future work includes the development of a log
streaming system and real-time data analytic capability
based on Spark Streaming to allow security observations.
This will help in improving our security and providing a
useful tool for cyber security education.
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Tyler Forrester and C. Dudley Girard
Shippensburg University
tf0199@cs.ship.edu, cdgira@cs.ship.edu

ABSTRACT

This paper goes into detail about using Neuroevolution of
Augmented Topologies or NEAT to mutate neural
networks that operate in the Malmo testing environment.
Utilizing the video from Minecraft as the input and a small
set of commands as the output. How mutation rate affects
learning is analyzed in a speed-run type environment. The
work here found no statistical significance for mutation
rate affecting NEAT.
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1. Introduction

Machine learning is the process of applying the ability to
automatically learn to artificial intelligence [29]. Using
different tools and methods, machine learning has
developed far from its beginning stages and some say that
artificial intelligence is shaping the world as it now fulfills
multiple tasks from something as discreet as monitoring
YouTube for offensive content to as big as self-driving cars
[21][19][18]. Tools have become available to allow
anyone to experiment with machine learning, and such
tools are Project Malmo, Minecraft, neural networks,
genetic algorithms, and Neuro-evolution of Augmenting
Topologies (NEAT). Using these tools an experiment can
be setup in order to train an artificial intelligence how to
speed run.

2. Literature review
2.1. Minecraft

Minecraft is a game about going on adventures and placing
blocks [1]. Unlike other computer games, Minecraft offers
its users endless possibilities, ranging from simple tasks,
like walking around looking for treasure, to complex ones,
like building a structure with a group of teammates [7]. In
Minecraft every player can move along a three dimensional
field, sprint to increase speed by 133%, crouch to move
1.31 meters a second slower and the player can interact
with lava, water, and ladders, and encounter and fight
mobs.[2][3][4][5][6][16][25]. One of the things that makes
Minecraft unique is its ability to have players break almost

every block in the world and then use those blocks to
construct any structure of their own [20].

2.1.1. Malmo

“The Malmo platform is a sophisticated artificial
intelligence experimentation platform built on top of
Minecraft, and designed to support fundamental research
in artificial intelligence” [7]. Malmo uses Minecraft as its
environment since “Minecraft is ideal for artificial
intelligence research for the same reason it is addictively
appealing to the millions of fans who enter its virtual world
every day” [7]. Malmo hosts an artificial intelligence
called a Malmo bot. Malmo has multiple sensors that allow
interaction with the Malmo bot. The sensors are
Minecraft’s environment, which includes the blocks
around it, items that the Malmo bot can pick up, the current
weather of Minecraft, and enemies the Malmo bot can
encounter as well as observations Malmo bot might receive
as it traverses. Malmo also allows input from an
experiment’s supervisors, such as a reward rating based on
the artificial intelligence’s behavior or a signal when its
task is complete [17].

To create a Malmo bot, one simply needs to open the
Malmo application and execute launchClient.bat [24]. The
Malmo bot can be given basic commands to traverse the
three dimensional plane mentioned in section 2.1. The
Malmo bot uses move, jump, and strafe to move through
the three dimensional plane. The Malmo bot can also move
the camera with turn and pitch, and perform specific
actions with crouch, attack, or break a block, and it can use
an object in its hand, normally by placing it [24]. An XML
file can give the Malmo bot a “mission”, which can specify
things like time limits [24]. Finally, while the default
world is flat it can be edited with different types of
structures and environments [24]. Therefore, Minecraft and
Malmo serve as great testing tools due to Minecraft’s
flexibility and ability to create Malmo communications
with Minecraft.

2.2. Neural Networks

Artificial neural networks (ANNs) helps machines process
inputs then uses them to create outputs by modeling a
biological nervous system and the neurons that make them
up. A neuron is a cell in a biological organism, and it is
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responsible for processing and sending information
throughout the organism’s body. Neurons accomplish this
by receiving an input signal from other neurons and then
transmits an output signal to other neurons as each neuron
modulates the signal received. It is through this system of
communication between neurons that complex networks
are formed and allows an organism to react to stimulus
[22].

ANNs are weighted graphs in which an input is given to
the neurons in the input layer [22]. Then it is moved to the
hidden layer where each node is connected to every input
and every output [9]. Each node in the hidden layer then
transmits to the proper node and changes the input, much
like how a neuron modulates the signal it receives, then
continues this process over and over until reaching the
output layer and the output value is determined [22]. At
each node the input is changed by a set function. One such
function is “Sigmoid function” whichis g(z) = 71+ (I +
e™?) where z is the sum of all signals coming into the
function [23]. If the final output is not what is desired, the
connection weights in the neural network will be edited
until the expected output from each input is achieved with
a low enough error rate. This feature is known as back
propagation, and is not utilized by Neuro-evolution of
Augmenting Topologies. For more information on how
Neuro-evolution of Augmenting Topologies handles
updating ANNS visit section 5 [22].

Input layer Hidden tayers " Qutpdt layer

Figure 1 - Neural Network Ouﬁeﬁ]ﬁr

As shown in figure 1 a network is comprised of layers, an
input layer, multiple hidden layers, and an output layer
[22]. To determine how the input is changed is a process
known as forward propagation. At the input layer a signal
that is a number is inserted into every single node. The
signal is then multiplied by a weight that is on every
connection between nodes. All signals sent to a node is
summed and put through an active function, like sigmoid
function discussed earlier in this section. This process
occurs within every node to determine the values at the
output nodes.
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Figure 2 - Matrix Multiplication [30]

The signal of each layer is determined by a matrix
multiplication equation that looks like the one in figure 2.
The X matrix are the inputs, we have three sets of inputs
and each input has a signal for both of the input nodes, thus
a3 by 2 Matrix. The W represents the connections between
the two input nodes and the three hidden layer nodes thus
it’s a 2 by 3 matrix. Thus multiplying them we are given 9
values, 3 for each unique set of inputs put into the machine
[30].

2.3. Genetic Algorithms

Genetic algorithms are a method that allows artificial
intelligence to learn and is a major tool for the artificial
intelligence to learn better systems for task completion.
Genetic algorithm uses a theory about adaptive systems to
construct new systems that yield better results than their
predecessors [11].

Initialize populstion at random

Evaluste fitness of new
chromosomes

Select survivors (parents)
based on filtness

Perform crossover and

mutation on parents

Figure 3 - Phases of a genetic algorithm [10]

The process of genetic algorithms is a multistage five step
process shown in figure 3 that enables systems to learn
from other systems and create better ones. First, in the
initialization stage, the base system or systems are formed.
Then they are evaluated and ranked based on which
systems are better according to preset criteria. Next, the
highest ranked system is evaluated to see if it matches or
exceeds the desired criteria. If it does not, the systems are
sent to the selection stage. In the selection stage the highest
ranked systems are preserved to be used in the crossover
and mutation stage while the lower ranked ones are thrown
away.

In the crossover stage it transforms the preserved systems
and combines them with each other. In the mutation stage
it will give some systems a random change unlike the other
systems to see if it might produce a superior system that
will rank better. Finally, in the replacement stage, it takes
the new systems and overwrites all the old systems. It then
repeats the entire process starting from the evaluation of
these new systems and only stops when a system meets the
desired criteria [11]. How these work with ANNSs and other
systems will be handled in the next section. Genetic
algorithms are able to create complex systems with
efficient speed and reliability. “Genetic algorithms are
extensible and easy to combine with other machine



learning methods [11]. All of these factors make genetic
algorithms an efficient machine learning method.

2.4. Neuro-evolution of Augmenting Topologies

“Neuro-evolution of Augmenting Topologies (NEAT) is
an algorithm that provides a sound experience to anyone
using neural networks and is one of the most powerful
approaches when it comes to the process of neuro-
evolution” [13]. “Neural evolution is the process of
evolving neural networks using genetic algorithms” [12].
By following the process in figure 2 in the genetic
algorithm section, NEAT wuses this to create neural
networks as its system [13]. NEAT is only one algorithm
but applies three techniques to help it evolve networks
effectively and quickly, making it widely used [13]. The
three techniques NEAT uses are speciation to preserve
innovative nodes, using history markers to track genes, and
developing topologies slowly to allow “complexifying.”

(8]

During the initialization phase NEAT starts off with a
minimal topology where only the input layer and an output
layer exists within the ANNs and there are no hidden
nodes. By doing this NEAT only grows structures that
benefit solutions [13]. After that it evaluates the ANNs and
gives them a fitness based on how well they perform [8].
The process is done if one of these fitness scores meets the
standard, although at the beginning these fitness scores will
be low and will not meet the standard [8]. While evaluating
the fitness, NEAT performs speciation. Speciation lumps
ANNSs together in groups called species [27]. It does this
by using a function to tell if two species should be in the
same group.
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Figure 4 - Neural Network Genomes [14]

These functions based on an ANNs genome and lumping
similar genomes together in a species [14]. A genome is
the makeup of an ANN. For example, the genome in figure
4 can be classified as having three sensors, one output
node, one hidden node, as well as seven connections [8].
When looking at gnomes NEAT looks for compatibility for
preexisting species gnome and the gnome being evaluated.
It tests this by finding the difference between the gnome
and a species genome which is calculated by d = % +

% + ¢3 * W [14]. In the equation d is the difference, E is

the number of excess nodes in the larger gnome, D is the
number of nodes that are not in both gnomes, W is the
average matching weight difference between common

connections both gnomes have and N is the amount of
nodes in the larger gnome [14]. Finally, ¢, c2, and c3 are
weights that can be modified based on the experiment
parameters. If the difference for each of the evaluated
gnome and each other species is decided to be to great it
creates its own species [14].

By separating them into species it helps with problems in

later stages, because ANNs can only crossover and be

evaluated against members of their own species [28].

NEAT also keeps species from getting two big by adjusting
f

fitness scores of a certain species, f' = ————
pecies, [ = s i

where i is the organism, j is every other organism in the
population, and f is the fitness score. The bottom part of
the equation determines if organism j and organisms in the
same species and returns a 1 if they are, it does this for
every organism j until all organisms are compared to i, then
takes the fitness score and divides it by the summation to
get the new fitness score [14]. After this NEAT selects the
ANNSs with the highest score in their species and throws
away the others. It is important that ANNs are evaluated
within their species because when a new node or a
connection between two nodes is added the fitness score
might initially drop since the weights are not optimized
[13]. NEAT avoids the premature elimination by
preserving species. By adding the new node or connection
to an ANN it changes its genome thus can change its
species depending on if the genome structure was changed
enough. From then on this new ANN will only be
compared to members of this new mutated species [28].
This can allow mutations that might be superior, but need
optimization first, to be preserved [13].
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Figure 5 - NEAT-Crossover [13]

The crossover phase occurs next. During this phase NEAT
will combine two different parent ANNs that are part of the
same species [27]. This creates one offspring by
combining them as shown by figure 5 [13]. The crossover
combines all connections and nodes onto a single offspring
[13]. Each node has a number; this number is called a
historical marker. A historical marker is an innovation
number assigned by NEAT and is assigned to a new gene



that appears, and with every new gene the number given is
increased [14]. This allows NEAT to line up genes based
on their markers and ignore having to analyze the topology
which is normally an expensive procedure [14]. This new
network is then added to the networks for the next
evaluation.
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Figure 6 - NEAT-Mutation [14]

During the mutation phase, three types of mutations can
occur an add connection mutation, an add node mutation,
or a change weight mutation. An add connection mutation
introduces a connection between two nodes that previously
did not have one, this connection has a random weight. An
add node mutation introduces a node into the hidden layer,
this node will be added between an existing connection.
The old connection is disabled and the two nodes
previously connected are now attached to the new node.
Nodes and connections are added to the ANNSs, as
displayed in figure 5. It is also important to note that unlike
other ANNs the ANNs in NEAT don’t have a connection
between every input and output at the hidden layer [14].
This whole process, minus the initialization of new ANNss,
repeats until an ANN that meets a certain fitness rating is
found. Finally, NEAT may change the weight of a
connection that changed the signal as it travels through a
connection, giving a different output [14].

2.5. Literature Conclusion

Machine learning has multiple tools to help those who wish
to experiment in the field. These tools allow the user to
improve and create a more efficient artificial intelligence
as opposed to without. Tools have become available to
allow anyone to experiment with machine learning, and
such tools are Project Malmo, Minecraft, neural networks,
genetic algorithms, and NEAT. Project Malmo allows
artificial intelligence to interact with Minecraft, whose
flexibility allows it to have artificial intelligence handle
multiple tasks. Neural networks allow the training of
machine inputs and outputs, while genetic algorithms allow
systems to evolve, and combining these two is called
neuro-evolution. NEAT wuses neuro-evolution that
combines genetic algorithms and neural networks and uses
three main techniques to help it efficiently create neural
networks.

3. Primary Objective

To measure the efficiency rates of the NEAT algorithm to
find the optimal mutation rate when teaching an artificial
intelligence to speed run.

4. Implementation
4.1 Design

The tools used to implement the project were Minecraft,
Project Malmo and the Eclipse IDE. Minecraft served as
the host for the course, allowing the speed run training
techniques to be tested in a three dimensional environment.
Minecraft also allows very specific courses to be designed.
Project Malmo allows artificial intelligence to interact with
Minecraft to allow and early exit condition. The artificial
intelligence as well as NEAT were programmed in Java
and the Eclipse IDE.

The course the artificial intelligence had to speed run was
made to evaluate jumping abilities and pathfinding. This
part was a parkour course where the artificial intelligence
had to walk along a path of blue lapis lazuli blocks while
avoiding red redstone blocks. Missing a jump or walking
off the path caused the artificial intelligence to die in the
game. If the artificial intelligence dies it receives a huge
negative as well as it stops moving and ends the test early.

These neural networks were then tested for their overall
fitness. These scores are based on the distance traversed
by the bot. This distance is its position on the x axis minus
its starting position on the x axis. If artificial intelligence
is alive for more than ten seconds or it touches redstone
block, the program stops. Finally, solutions where the bot
survives is favored, the equation deducts 250 fitness for
being dead. The equation is as such:
F=100+xd + =250*a + 1000 * g + b

- F = fitness

- d=distance traveled along the x axis

- a=boolean if dead

- g=boolean if goal is reached

- b=bias =250
This means that the minimum would be 0, for no distance
traveled, the bot takes the maximum amount of time,
somehow dies, and never reaches the goal. The maximum
score would be the distance of the course multiplied by 100
plus 1250, if the artificial intelligence manages to complete
the course while remaining alive.

NEAT trained neural networks by creating base neural
networks with no hidden layers and with connections given
to half of the input nodes. The nodes connected are the
inner core of the image input. Each connection is then
connected to every output node with a weight of 1.0. After
testing NEAT combined the top 50% of neural networks
crossover them to create new network, as well as saving the
top network of every species. Then NEAT gave some of
them random mutations to each genome unless the genome



is the top of its species, the mutation rates are 5%, 15%,
and 25%. The input of the network will be in the form of
an image. This image is what the bot sees around it. The
image was scaled down to 60 by 80 pixels for a total of
4800 pixels, since each pixel can emit a green, blue, or red
value a total of 14400. Each input was given a value
between 0 and 255 then divided by 14400 * 255 to make
the inputs smaller to protect innovation. The output nodes
the bot had to utilize to complete the course: move forward
or backwards, jump, strafe left, and strafe right. In total
there were 4 output nodes.

4.1. Experiment Design

For the experiment each generation had 20 genomes, and
100 generations per trial, 10 trials per mutation rate, it took
slightly under 9 hours to accomplish each mutation. This
will be done 3 times to test the mutation rates of 5%, 15%,
and 25%.

Mutation
Rates 5% 15% 25%
100
Samples X X X
Table 1- Block Design
4.2. Hypothesis

HO: Mutation rate will not affect the performance of
NEAT.

H1: The performance of NEAT is highest when mutation
rate

is 15%,
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Figure 7 - Growth Rates

First there was a positive regression line (see figure 7) for
growth rates among all mutation rates, with a significant
growth happening in generation 100.
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Figure 9 - Final 15% Fitness Scores
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Figure 10 - Final 25% Fitness Scores

After the experiment the average final average fitness
scores were gathered for 5% mutation rate (See Figure 8),
15% mutation rates (See Figure 9), and 25% with an outlier
(See Figure 10) and without (See Figure 11). These
numbers were them compared in a t-test to see if the results
of the 15% mutations were different from the 5%
mutations, if the 25% of mutations were different from
15% of mutations and if the 5% mutation rate were
different from the 5% mutation rate. With a confidence
interval of 95% there was a high probability that no
difference existed between 15% and 5%, between 15% and
25%, and between 5% and 25%. The same t-test without
an outlier in the 25% mutation rates and the same results
were found.
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Figure 11 - Final 25% Fitness Scores without outlier

6. Conclusions

Based on the results presented the null hypothesis is
supported. However, due to a number of issues that will be
described in the next section we do not have strong
confidence in this result. Given more training time and a
larger population we think will show mutation rate does
affect the performance of the NEAT algorithm in learning
to speed run in Minecraft.

7. Future Work

Future work will involve stabilizing the Al observations,
as currently the experiment only caught about 50% of all
video inputs per tenth of a second, causing inconsistent
results depending on if the observations is recorded or not.
Another future plan is to run more generations per trial.
The experiment was restricted to one hundred generations
due to time constraints but with optimal time it would be
two hundred or three hundred generations per trial.

This experiment was plagued by its available resources
being not optimal. When attempting the experiment on
machines with better processing and memory errors
occurred rendering it unusable. Due to time constraints
when these errors mentioned above occurred the
experiment had to be moved to a more stable environment
instead of fixing the errors. Moving to faster computers
with larger memory would allow the experiment to proceed
with a higher quality image, to save time when loading
neural networks.

The final objective would be to introduce more natural
learning. In the experiment all starting networks had fifty
percent of the input nodes connected to the output layer. If
time had permitted it there would of been no connections
on all starting network and all connections between the
input and output layer would have been established by
mutations.
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